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            1 TensorFlow 101

import tensorflow as tf
import numpy as np


Get an Interactive TensorFlow Session

tfs = tf.InteractiveSession()


Customary Hello TensorFlow !!!

hello = tf.constant("Hello TensorFlow !!")
print(tfs.run(hello))


b'Hello TensorFlow !!'

Constants

c1 = tf.constant(5, name='x')
c2 = tf.constant(6.0, name='y')
c3 = tf.constant(7.0, tf.float32, name='z')
print('c1 (x): ', c1)
print('c2 (y): ', c2)
print('c3 (z): ', c3)


c1 (x):  Tensor("x:0", shape=(), dtype=int32)
c2 (y):  Tensor("y:0", shape=(), dtype=float32)
c3 (z):  Tensor("z:0", shape=(), dtype=float32)

print('run([c1,c2,c3]) : ', tfs.run([c1, c2, c3]))


run([c1,c2,c3]) :  [5, 6.0, 7.0]

Operations

op1 = tf.add(c2, c3)
op2 = tf.multiply(c2, c3)
print('op1 : ', op1)
print('op2 : ', op2)


op1 :  Tensor("Add:0", shape=(), dtype=float32)
op2 :  Tensor("Mul:0", shape=(), dtype=float32)

print('run(op1) : ', tfs.run(op1))
print('run(op2) : ', tfs.run(op2))


run(op1) :  13.0
run(op2) :  42.0

Placeholders

p1 = tf.placeholder(tf.float32)
p2 = tf.placeholder(tf.float32)
print('p1 : ', p1)
print('p2 : ', p2)


p1 :  Tensor("Placeholder:0", dtype=float32)
p2 :  Tensor("Placeholder_1:0", dtype=float32)

op4 = p1 * p2  # shorthand for tf.multiply(p1, p2)


print('run(op4,{p1:2.0, p2:3.0}) : ',tfs.run(op4,{p1:2.0, p2:3.0}))


run(op4,{p1:2.0, p2:3.0}) :  6.0

print('run(op4,feed_dict = {p1:3.0, p2:4.0}) : ',
      tfs.run(op4, feed_dict={p1: 3.0, p2: 4.0}))


run(op4,feed_dict = {p1:3.0, p2:4.0}) :  12.0

print('run(op4,feed_dict={p1:[2.0,3.0,4.0], p2:[3.0,4.0,5.0]}):',
      tfs.run(op4, feed_dict={p1: [2.0, 3.0, 4.0], p2: [3.0, 4.0, 5.0]}))


run(op4,feed_dict = {p1:[2.0,3.0,4.0], p2:[3.0,4.0,5.0]}) :  [  6.  12.  20.]

Creating Tensors from Existing Objects

0-Dimensional Tensors (Scalars)

tf_t = tf.convert_to_tensor(5.0, dtype=tf.float64)

print('tf_t : ', tf_t)
print('run(tf_t) : \n', tfs.run(tf_t))


tf_t :  Tensor("Const_1:0", shape=(), dtype=float64)
run(tf_t) : 
 5.0

1-Dimensional Tensors (Vectors)

a1dim = np.array([1, 2, 3, 4, 5.99])
print("a1dim Shape : ", a1dim.shape)

tf_t = tf.convert_to_tensor(a1dim, dtype=tf.float64)

print('tf_t : ', tf_t)
print('tf_t[0] : ', tf_t[0])
print('tf_t[0] : ', tf_t[2])
print('run(tf_t) : \n', tfs.run(tf_t))


a1dim Shape :  (5,)
tf_t :  Tensor("Const_2:0", shape=(5,), dtype=float64)
tf_t[0] :  Tensor("strided_slice:0", shape=(), dtype=float64)
tf_t[0] :  Tensor("strided_slice_1:0", shape=(), dtype=float64)
run(tf_t) : 
 [ 1.    2.    3.    4.    5.99]

2-Dimensional Tensors (Matrices)

a2dim = np.array([(1, 2, 3, 4, 5.99),
                  (2, 3, 4, 5, 6.99),
                  (3, 4, 5, 6, 7.99)
                  ])
print("a2dim Shape : ", a2dim.shape)

tf_t = tf.convert_to_tensor(a2dim, dtype=tf.float64)

print('tf_t : ', tf_t)
print('tf_t[0][0] : ', tf_t[0][0])
print('tf_t[1][2] : ', tf_t[1][2])
print('run(tf_t) : \n', tfs.run(tf_t))


a2dim Shape :  (3, 5)
tf_t :  Tensor("Const_3:0", shape=(3, 5), dtype=float64)
tf_t[0][0] :  Tensor("strided_slice_3:0", shape=(), dtype=float64)
tf_t[1][2] :  Tensor("strided_slice_5:0", shape=(), dtype=float64)
run(tf_t) : 
 [[ 1.    2.    3.    4.    5.99]
 [ 2.    3.    4.    5.    6.99]
 [ 3.    4.    5.    6.    7.99]]

3-Dimensional Tensors

a3dim = np.array([[[1, 2],
                   [3, 4]
                   ],
                  [[5, 6],
                   [7, 8]
                   ]
                  ])
print("a3dim Shape : ", a3dim.shape)

tf_t = tf.convert_to_tensor(a3dim, dtype=tf.float64)

print('tf_t : ', tf_t)
print('tf_t[0][0][0] : ', tf_t[0][0][0])
print('tf_t[1][1][1] : ', tf_t[1][1][1])
print('run(tf_t) : \n', tfs.run(tf_t))


a3dim Shape :  (2, 2, 2)
tf_t :  Tensor("Const_4:0", shape=(2, 2, 2), dtype=float64)
tf_t[0][0][0] :  Tensor("strided_slice_8:0", shape=(), dtype=float64)
tf_t[1][1][1] :  Tensor("strided_slice_11:0", shape=(), dtype=float64)
run(tf_t) : 
 [[[ 1.  2.]
  [ 3.  4.]]

 [[ 5.  6.]
  [ 7.  8.]]]

Variables

# Assume Linear Model y = w * x + b
# Define model parameters
w = tf.Variable([.3], tf.float32)
b = tf.Variable([-.3], tf.float32)
# Define model input and output
x = tf.placeholder(tf.float32)
y = w * x + b

print("w:", w)
print("x:", x)
print("b:", b)
print("y:", y)


w: <tf.Variable 'Variable:0' shape=(1,) dtype=float32_ref>
x: Tensor("Placeholder_2:0", dtype=float32)
b: <tf.Variable 'Variable_1:0' shape=(1,) dtype=float32_ref>
y: Tensor("add:0", dtype=float32)

# initialize and print the variable y
tf.global_variables_initializer().run()
print('run(y,{x:[1,2,3,4]}) : ', tfs.run(y, {x: [1, 2, 3, 4]}))


run(y,{x:[1,2,3,4]}) :  [ 0.          0.30000001  0.60000002  0.90000004]

Creating Tensors from Library Functions

a = tf.zeros((100,))
print(tfs.run(a))


[ 0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.
  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.
  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.
  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.
  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.
  0.  0.  0.  0.  0.  0.  0.  0.  0.  0.]

Close the interactive session

tfs.close()


Computation Graphs

Building and Running simple computation graph

# Assume Linear Model y = w * x + b
# Define model parameters
w = tf.Variable([.3], tf.float32)
b = tf.Variable([-.3], tf.float32)
# Define model input and output
x = tf.placeholder(tf.float32)
y = w * x + b
output = 0

with tf.Session() as tfs:
    # initialize and print the variable y
    tf.global_variables_initializer().run()
    output = tfs.run(y, {x: [1, 2, 3, 4]})
print('output : ', output)


output :  [ 0.          0.30000001  0.60000002  0.90000004]

Graph on Compute Devices

from tensorflow.python.client import device_lib

print(device_lib.list_local_devices())


[name: "/cpu:0"
device_type: "CPU"
memory_limit: 268435456
locality {
}
incarnation: 12445270569278384213
, name: "/gpu:0"
device_type: "GPU"
memory_limit: 25628672
locality {
  bus_id: 1
}
incarnation: 5284662930836416221
physical_device_desc: "device: 0, name: GeForce GT 750M, pci bus id: 0000:01:00.0"
]

tf.reset_default_graph()

# Define model parameters
w = tf.get_variable(name='w', initializer=[.3], dtype=tf.float32)
b = tf.get_variable(name='b', initializer=[-.3], dtype=tf.float32)
# Define model input and output
x = tf.placeholder(name='x', dtype=tf.float32)
y = w * x + b

config = tf.ConfigProto()
config.log_device_placement = True

with tf.Session(config=config) as tfs:
    # initialize and print the variable y
    tfs.run(tf.global_variables_initializer())
    print('output', tfs.run(y, {x: [1, 2, 3, 4]}))


output from GPU: [ 0.          0.30000001  0.60000002  0.90000004]

tf.reset_default_graph()

with tf.device('/device:CPU:0'):
    # Define model parameters
    w = tf.get_variable(name='w', initializer=[.3], dtype=tf.float32)
    b = tf.get_variable(name='b', initializer=[-.3], dtype=tf.float32)
    # Define model input and output
    x = tf.placeholder(name='x', dtype=tf.float32)
    y = w * x + b

config = tf.ConfigProto()
config.log_device_placement = True

with tf.Session(config=config) as tfs:
    # initialize and print the variable y
    tfs.run(tf.global_variables_initializer())
    print('output', tfs.run(y, {x: [1, 2, 3, 4]}))


tf.reset_default_graph()

with tf.device('/device:CPU:0'):
    # Define model parameters
    w = tf.get_variable(name='w', initializer=[.3], dtype=tf.float32)
    b = tf.get_variable(name='b', initializer=[-.3], dtype=tf.float32)
    # Define model input and output
    x = tf.placeholder(name='x', dtype=tf.float32)
with tf.device('/device:GPU:0'):
    y = w * x + b

config = tf.ConfigProto()
config.log_device_placement = True

with tf.Session(config=config) as tfs:
    # initialize and print the variable y
    tfs.run(tf.global_variables_initializer())
    print('output', tfs.run(y, {x: [1, 2, 3, 4]}))


Executing Graph g as Default

g = tf.Graph()
output = 0

# Assume Linear Model y = w * x + b

with g.as_default():
    # Define model parameters
    w = tf.Variable([.3], tf.float32)
    b = tf.Variable([-.3], tf.float32)
    # Define model input and output
    x = tf.placeholder(tf.float32)
    y = w * x + b

with tf.Session(graph=g) as tfs:
    # initialize and print the variable y
    tf.global_variables_initializer().run()
    output = tfs.run(y, {x: [1, 2, 3, 4]})

print('output : ', output)


output :  [ 0.          0.30000001  0.60000002  0.90000004]

TensorBoard

import tensorflow as tf
import numpy as np

# Assume Linear Model y = w * x + b
# Define model parameters
w = tf.Variable([.3], name='w', dtype=tf.float32)
b = tf.Variable([-.3], name='b', dtype=tf.float32)
# Define model input and output
x = tf.placeholder(name='x', dtype=tf.float32)
y = w * x + b

with tf.Session() as tfs:
    tf.global_variables_initializer().run()
    writer = tf.summary.FileWriter('tflogs', tfs.graph)
    print('run(y,{x:3}) : ', tfs.run(y, feed_dict={x: 3}))


run(y,{x:3}) :  [ 0.60000002]

# execute: tensorboard --logdir=logs
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TF Estimator MNIST Example

import os
import tensorflow as tf
import numpy as np
from tensorflow.examples.tutorials.mnist import input_data

tf.reset_default_graph()

mnist = input_data.read_data_sets(os.path.join('.', 'mnist'),
                                  one_hot=False
                                  )
x_train = mnist.train.images
y_train = mnist.train.labels
x_test = mnist.test.images
y_test = mnist.test.labels

n_classes = 10
batch_size = 100
n_steps = 1000
learning_rate = 0.01


def model_fn(features, labels, mode):
    """ define the model function
    """
    espec_op = tf.estimator.EstimatorSpec
    # features is a dict as per Estimator specifications
    x = features['images']
    # define the network
    layer_1 = tf.layers.dense(x, 32)
    layer_2 = tf.layers.dense(layer_1, 32)
    logits = tf.layers.dense(layer_2, n_classes)

    # define predicted classes
    predicted_classes = tf.argmax(logits, axis=1)
    if mode == tf.estimator.ModeKeys.PREDICT:
        espec = espec_op(mode,
                         predictions=predicted_classes
                         )
    else:
        # define loss and optimizer
        entropy_op = tf.nn.sparse_softmax_cross_entropy_with_logits
        loss_op = tf.reduce_mean(entropy_op(logits=logits,
                                            labels=tf.cast(labels,
                                                           dtype=tf.int32)
                                            )
                                 )
        optimizer = tf.train.GradientDescentOptimizer(
            learning_rate=learning_rate)
        train_op = optimizer.minimize(
            loss_op, global_step=tf.train.get_global_step())

        # define accuracy
        accuracy_op = tf.metrics.accuracy(
            labels=labels, predictions=predicted_classes)

        espec = espec_op(mode=mode,
                         predictions=predicted_classes,
                         loss=loss_op,
                         train_op=train_op,
                         eval_metric_ops={'accuracy': accuracy_op}
                         )

    return espec


# create estimator object
model = tf.estimator.Estimator(model_fn)

# train the model
train_input_fn = tf.estimator.inputs.numpy_input_fn(
    x={'images': x_train},
    y=y_train,
    batch_size=batch_size,
    num_epochs=None,
    shuffle=True)
model.train(train_input_fn, steps=n_steps)

# evaluate the model
eval_input_fn = tf.estimator.inputs.numpy_input_fn(
    x={'images': x_test},
    y=y_test,
    batch_size=batch_size,
    shuffle=False)
model.evaluate(eval_input_fn)


Extracting ./mnist/train-images-idx3-ubyte.gz
Extracting ./mnist/train-labels-idx1-ubyte.gz
Extracting ./mnist/t10k-images-idx3-ubyte.gz
Extracting ./mnist/t10k-labels-idx1-ubyte.gz
INFO:tensorflow:Using default config.
WARNING:tensorflow:Using temporary folder as model directory: /tmp/tmprvcqgu07
INFO:tensorflow:Using config: {'_save_checkpoints_steps': None, '_task_type': 'worker', '_save_checkpoints_secs': 600, '_service': None, '_task_id': 0, '_master': '', '_session_config': None, '_num_worker_replicas': 1, '_keep_checkpoint_max': 5, '_cluster_spec': <tensorflow.python.training.server_lib.ClusterSpec object at 0x7ff9d15f5fd0>, '_keep_checkpoint_every_n_hours': 10000, '_log_step_count_steps': 100, '_is_chief': True, '_save_summary_steps': 100, '_model_dir': '/tmp/tmprvcqgu07', '_num_ps_replicas': 0, '_tf_random_seed': None}
INFO:tensorflow:Create CheckpointSaverHook.
INFO:tensorflow:Saving checkpoints for 1 into /tmp/tmprvcqgu07/model.ckpt.
INFO:tensorflow:loss = 2.4365, step = 1
INFO:tensorflow:global_step/sec: 597.996
INFO:tensorflow:loss = 1.47152, step = 101 (0.168 sec)
INFO:tensorflow:global_step/sec: 553.29
INFO:tensorflow:loss = 0.728581, step = 201 (0.182 sec)
INFO:tensorflow:global_step/sec: 519.498
INFO:tensorflow:loss = 0.89795, step = 301 (0.193 sec)
INFO:tensorflow:global_step/sec: 503.414
INFO:tensorflow:loss = 0.743328, step = 401 (0.202 sec)
INFO:tensorflow:global_step/sec: 539.251
INFO:tensorflow:loss = 0.413222, step = 501 (0.181 sec)
INFO:tensorflow:global_step/sec: 572.327
INFO:tensorflow:loss = 0.416304, step = 601 (0.174 sec)
INFO:tensorflow:global_step/sec: 543.99
INFO:tensorflow:loss = 0.459793, step = 701 (0.184 sec)
INFO:tensorflow:global_step/sec: 687.748
INFO:tensorflow:loss = 0.501756, step = 801 (0.146 sec)
INFO:tensorflow:global_step/sec: 654.217
INFO:tensorflow:loss = 0.666772, step = 901 (0.153 sec)
INFO:tensorflow:Saving checkpoints for 1000 into /tmp/tmprvcqgu07/model.ckpt.
INFO:tensorflow:Loss for final step: 0.426257.
INFO:tensorflow:Starting evaluation at 2017-12-15-02:27:45
INFO:tensorflow:Restoring parameters from /tmp/tmprvcqgu07/model.ckpt-1000
INFO:tensorflow:Finished evaluation at 2017-12-15-02:27:45
INFO:tensorflow:Saving dict for global step 1000: accuracy = 0.8856, global_step = 1000, loss = 0.40996





{'accuracy': 0.88559997, 'global_step': 1000, 'loss': 0.40995964}

TF Slim MNIST Example

from tensorflow.examples.tutorials.mnist import input_data
from tensorflow.contrib import slim
import tensorflow as tf
import os

tf.reset_default_graph()

n_classes = 10  
n_steps = 1000

# let us get the data
mnist = input_data.read_data_sets(os.path.join('.', 'mnist'), one_hot=True)

X_train = mnist.train.images
X_train = tf.convert_to_tensor(X_train)
Y_train = mnist.train.labels
Y_train = tf.convert_to_tensor(Y_train)


def mlp(x):
    net = slim.fully_connected(x, 32, scope='fc1')
    net = slim.dropout(net, 0.5, scope='dropout1')
    net = slim.fully_connected(net, 32, scope='fc2')
    net = slim.dropout(net, 0.5, scope='dropout2')
    net = slim.fully_connected(net, n_classes, activation_fn=None, scope='fc3')
    return net


# Define the model
logits = mlp(X_train)

# Define the loss functions and get the total loss
loss = tf.losses.softmax_cross_entropy(logits=logits, onehot_labels=Y_train)
total_loss = tf.losses.get_total_loss()

optimizer = tf.train.GradientDescentOptimizer(learning_rate=0.01)

train_op = slim.learning.create_train_op(total_loss, optimizer)

# Run the training
final_loss = slim.learning.train(
    train_op,
    logdir='./slim_logs',
    number_of_steps=n_steps,
    log_every_n_steps=100)

print('final loss={}'.format(final_loss))


Extracting ./mnist/train-images-idx3-ubyte.gz
Extracting ./mnist/train-labels-idx1-ubyte.gz
Extracting ./mnist/t10k-images-idx3-ubyte.gz
Extracting ./mnist/t10k-labels-idx1-ubyte.gz
WARNING:tensorflow:From /usr/local/lib/python3.5/dist-packages/tensorflow/contrib/training/python/training/training.py:412: get_or_create_global_step (from tensorflow.contrib.framework.python.ops.variables) is deprecated and will be removed in a future version.
Instructions for updating:
Please switch to tf.train.get_or_create_global_step
INFO:tensorflow:Starting Session.
INFO:tensorflow:Saving checkpoint to path ./slim_logs/model.ckpt
INFO:tensorflow:global_step/sec: 0
INFO:tensorflow:Starting Queues.
INFO:tensorflow:global step 100: loss = 2.2669 (0.010 sec/step)
INFO:tensorflow:global step 200: loss = 2.2025 (0.010 sec/step)
INFO:tensorflow:global step 300: loss = 2.1257 (0.010 sec/step)
INFO:tensorflow:global step 400: loss = 2.0419 (0.009 sec/step)
INFO:tensorflow:global step 500: loss = 1.9532 (0.009 sec/step)
INFO:tensorflow:global step 600: loss = 1.8733 (0.010 sec/step)
INFO:tensorflow:global step 700: loss = 1.8002 (0.010 sec/step)
INFO:tensorflow:global step 800: loss = 1.7273 (0.010 sec/step)
INFO:tensorflow:global step 900: loss = 1.6688 (0.010 sec/step)
INFO:tensorflow:global step 1000: loss = 1.6132 (0.010 sec/step)
INFO:tensorflow:Stopping Training.
INFO:tensorflow:Finished training! Saving model to disk.
final loss=1.6131552457809448

TFLearn MNIST Example

import tensorflow as tf
tf.reset_default_graph()

import tflearn
import tflearn.datasets.mnist as mnist
import os

batch_size = 100
n_classes = 10
n_epochs = 10

X_train, Y_train, X_test, Y_test = mnist.load_data(
    data_dir=os.path.join('.', 'mnist'), one_hot=True)

# Build deep neural network
input_layer = tflearn.input_data(shape=[None, 784])
layer1 = tflearn.fully_connected(input_layer,
                                 10,
                                 activation='relu'
                                 )
layer2 = tflearn.fully_connected(layer1,
                                 10,
                                 activation='relu'
                                 )
output = tflearn.fully_connected(layer2,
                                 n_classes,
                                 activation='softmax'
                                 )

net = tflearn.regression(output,
                         optimizer='adam',
                         metric=tflearn.metrics.Accuracy(),
                         loss='categorical_crossentropy'
                         )
model = tflearn.DNN(net)

model.fit(
    X_train,
    Y_train,
    n_epoch=n_epochs,
    batch_size=batch_size,
    show_metric=True,
    run_id='dense_model')

score = model.evaluate(X_test, Y_test)
print('Test accuracy:', score[0])


Pretty Tensor MNIST Example

import tensorflow as tf
tf.reset_default_graph()

import numpy as np
from __future__ import division

import prettytensor as pt
from prettytensor.tutorial import data_utils
import os
data_utils.WORK_DIRECTORY = os.path.join('.', 'mnist')

# get the data
X_train, Y_train = data_utils.mnist(training=True)
X_test, Y_test = data_utils.mnist(training=False)

# define hyperparameters

batch_size = 100     # number of samples that would
# be used to learn the parameters in a batch
n_classes = 10       # number of outputs, i.e. digits 0 to 9
n_epochs = 10        # number of ietrations for learning the parameters
n_batches = int(X_train.shape[0] / batch_size)
n_samples_in_train_batch = 60000 // batch_size
n_samples_in_test_batch = 10000 // batch_size

# define inputs and outputs

X = tf.placeholder(tf.float32, [batch_size, 28, 28, 1])
Y = tf.placeholder(tf.float32, [batch_size, 10])

# define the model

X = pt.wrap(X)

model = (X.
         flatten().
         fully_connected(10).
         softmax_classifier(n_classes, labels=Y)
         )

# define evaluator (metrics), optimizer and training functions

evaluator = model.softmax.evaluate_classifier(Y)
optimizer = tf.train.GradientDescentOptimizer(0.1)
trainer = pt.apply_optimizer(optimizer, losses=[model.loss])

runner = pt.train.Runner()

with tf.Session() as tfs:
    for epoch in range(0, n_epochs):
        # shuffle the training data
        X_train, Y_train = data_utils.permute_data((X_train, Y_train))

        runner.train_model(
            trainer,
            model.loss,
            n_samples_in_train_batch,
            feed_vars=(X, Y),
            feed_data=pt.train.feed_numpy(batch_size, X_train, Y_train),
            print_every=600
        )

        score = runner.evaluate_model(
            evaluator,
            n_samples_in_test_batch,
            feed_vars=(X, Y),
            feed_data=pt.train.feed_numpy(batch_size, X_test, Y_test)
        )

        print('Accuracy after {} epochs {} \n'.
              format(epoch + 1, score[0]))


Sonnet MNIST Example

import tensorflow as tf
tf.reset_default_graph()

import os
import sonnet as snt

from tensorflow.examples.tutorials.mnist import input_data

tf.logging.set_verbosity(tf.logging.INFO)


class MNIST(snt.AbstractModule):

    def __init__(self, mnist_part, batch_size, name='MNIST'):

        super(MNIST, self).__init__(name=name)

        self._X = tf.constant(mnist_part.images, dtype=tf.float32)
        self._Y = tf.constant(mnist_part.labels, dtype=tf.float32)
        self._batch_size = batch_size
        self._M = mnist_part.num_examples

    def _build(self):
        idx = tf.random_uniform([self._batch_size], 0, self._M, tf.int64)
        X = tf.gather(self._X, idx)
        Y = tf.gather(self._Y, idx)
        return X, Y


class MLP(snt.AbstractModule):
    def __init__(self, output_sizes, name='mlp'):
        super(MLP, self).__init__(name=name)

        self._layers = []

        for output_size in output_sizes:
            self._layers.append(snt.Linear(output_size=output_size))

    def _build(self, X):

        # add the input layer
        model = tf.sigmoid(self._layers[0](X))

        # add hidden layers
        for i in range(1, len(self._layers) - 1):
            model = tf.sigmoid(self._layers[i](model))

        # add output layer
        model = tf.nn.softmax(self._layers[len(self._layers) - 1](model))

        return model


batch_size = 100
n_classes = 10
n_epochs = 10

mnist = input_data.read_data_sets(os.path.join('.', 'mnist'),
                                  one_hot=True
                                  )
train = MNIST(mnist.train, batch_size=batch_size)
test = MNIST(mnist.test, batch_size=batch_size)

X_train, Y_train = train()
X_test, Y_test = test()

model = MLP([20, n_classes])

Y_train_hat = model(X_train)
Y_test_hat = model(X_test)


def loss(Y_hat, Y):
    return -tf.reduce_sum(Y * tf.log(Y_hat))


L_train = loss(Y_train_hat, Y_train)
L_test = loss(Y_test_hat, Y_test)

optimizer = tf.train.GradientDescentOptimizer(
    learning_rate=0.01).minimize(L_train)

with tf.Session() as tfs:
    tf.global_variables_initializer().run()
    for epoch in range(n_epochs):
        loss_val, _ = tfs.run((L_train, optimizer))
        print('Epoch : {} Training Loss : {}'.format(epoch, loss_val))

    loss_val = tfs.run(L_test)
    print('Test loss : {}'.format(loss_val))
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Keras MNIST Example

# import the keras modules
import keras
from keras.datasets import mnist
from keras.models import Sequential
from keras.layers import Dense, Dropout
from keras.optimizers import SGD
from keras import utils
import numpy as np

# define some hyper parameters
batch_size = 100
n_inputs = 784
n_classes = 10
n_epochs = 10

# get the data
(x_train, y_train), (x_test, y_test) = mnist.load_data()

# reshape the two dimensional 28 x 28 pixels
#   sized images into a single vector of 784 pixels
x_train = x_train.reshape(60000, n_inputs)
x_test = x_test.reshape(10000, n_inputs)

# convert the input values to float32
x_train = x_train.astype(np.float32)
x_test = x_test.astype(np.float32)

# normalize the values of image vectors to fit under 1
x_train /= 255
x_test /= 255

# convert output data into one hot encoded format
y_train = utils.to_categorical(y_train, n_classes)
y_test = utils.to_categorical(y_test, n_classes)

# build a sequential model
model = Sequential()
# the first layer has to specify the dimensions of the input vector
model.add(Dense(units=128, activation='sigmoid', input_shape=(n_inputs,)))
# add dropout layer for preventing overfitting
model.add(Dropout(0.1))
model.add(Dense(units=128, activation='sigmoid'))
model.add(Dropout(0.1))
# output layer can only have the neurons equal to the number of outputs
model.add(Dense(units=n_classes, activation='softmax'))

# print the summary of our model
model.summary()

# compile the model
model.compile(loss='categorical_crossentropy',
              optimizer=SGD(),
              metrics=['accuracy'])

# train the model
model.fit(x_train, y_train,
          batch_size=batch_size,
          epochs=n_epochs)

# evaluate the model and print the accuracy score
scores = model.evaluate(x_test, y_test)

print('\n loss:', scores[0])
print('\n accuracy:', scores[1])


Using TensorFlow backend.


_________________________________________________________________
Layer (type)                 Output Shape              Param #   
=================================================================
dense_1 (Dense)              (None, 128)               100480    
_________________________________________________________________
dropout_1 (Dropout)          (None, 128)               0         
_________________________________________________________________
dense_2 (Dense)              (None, 128)               16512     
_________________________________________________________________
dropout_2 (Dropout)          (None, 128)               0         
_________________________________________________________________
dense_3 (Dense)              (None, 10)                1290      
=================================================================
Total params: 118,282
Trainable params: 118,282
Non-trainable params: 0
_________________________________________________________________
Epoch 1/10
60000/60000 [==============================] - 3s 45us/step - loss: 2.3189 - acc: 0.1149
Epoch 2/10
60000/60000 [==============================] - 2s 35us/step - loss: 2.2513 - acc: 0.1761
Epoch 3/10
60000/60000 [==============================] - 2s 33us/step - loss: 2.1656 - acc: 0.2686
Epoch 4/10
60000/60000 [==============================] - 2s 30us/step - loss: 2.0350 - acc: 0.3792
Epoch 5/10
60000/60000 [==============================] - 2s 36us/step - loss: 1.8411 - acc: 0.4734
Epoch 6/10
60000/60000 [==============================] - 2s 36us/step - loss: 1.6026 - acc: 0.5484: 0s - loss: 1.64
Epoch 7/10
60000/60000 [==============================] - 2s 32us/step - loss: 1.3812 - acc: 0.6058
Epoch 8/10
60000/60000 [==============================] - 2s 31us/step - loss: 1.2057 - acc: 0.6496
Epoch 9/10
60000/60000 [==============================] - 2s 29us/step - loss: 1.0779 - acc: 0.6844
Epoch 10/10
60000/60000 [==============================] - 2s 25us/step - loss: 0.9752 - acc: 0.7150
10000/10000 [==============================] - 0s 34us/step

 loss: 0.855843718529

 accuracy: 0.7909
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            4.1 Regression with TensorFlow

import tensorflow as tf
print('TensorFlow:{}'.format(tf.__version__))
tf.set_random_seed(123)

import numpy as np
print('NumPy:{}'.format(np.__version__))
np.random.seed(123)

import matplotlib.pyplot as plt

import sklearn as sk
print('Scikit Learn:{}'.format(sk.__version__))
from sklearn import model_selection as skms
from sklearn import datasets as skds
from sklearn import preprocessing as skpp


TensorFlow:1.4.1
NumPy:1.13.1
Scikit Learn:0.19.1

Generated Datasets

X, y = skds.make_regression(
    n_samples=200, n_features=1, n_informative=1, n_targets=1, noise=20.0)
if (y.ndim == 1):
    y = y.reshape(-1, 1)


plt.figure(figsize=(14,8))
plt.plot(X,y,'b.')
plt.title('Original Dataset')
plt.show()


[image: png]

X_train, X_test, y_train, y_test = skms.train_test_split(
    X, y, test_size=.4, random_state=123)


num_outputs = y_train.shape[1]
num_inputs = X_train.shape[1]

x_tensor = tf.placeholder(dtype=tf.float32, shape=[None, num_inputs], name='x')
y_tensor = tf.placeholder(
    dtype=tf.float32, shape=[None, num_outputs], name='y')

w = tf.Variable(
    tf.zeros([num_inputs, num_outputs]), dtype=tf.float32, name='w')
b = tf.Variable(tf.zeros([num_outputs]), dtype=tf.float32, name='b')

model = tf.matmul(x_tensor, w) + b


loss = tf.reduce_mean(tf.square(model - y_tensor))
mse = tf.reduce_mean(tf.square(model - y_tensor))
y_mean = tf.reduce_mean(y_tensor)
total_error = tf.reduce_sum(tf.square(y_tensor - y_mean))
unexplained_error = tf.reduce_sum(tf.square(y_tensor - model))
rs = 1 - tf.div(unexplained_error, total_error)


learning_rate = 0.001
optimizer = tf.train.GradientDescentOptimizer(learning_rate).minimize(loss)


num_epochs = 1500
w_hat = 0
b_hat = 0
loss_epochs = np.empty(shape=[num_epochs], dtype=np.float32)
mse_epochs = np.empty(shape=[num_epochs], dtype=np.float32)
rs_epochs = np.empty(shape=[num_epochs], dtype=np.float32)

mse_score = 0
rs_score = 0

with tf.Session() as tfs:
    tfs.run(tf.global_variables_initializer())
    for epoch in range(num_epochs):
        feed_dict = {x_tensor: X_train, y_tensor: y_train}
        loss_val, _ = tfs.run([loss, optimizer], feed_dict=feed_dict)
        loss_epochs[epoch] = loss_val

        feed_dict = {x_tensor: X_test, y_tensor: y_test}
        mse_score, rs_score = tfs.run([mse, rs], feed_dict=feed_dict)
        mse_epochs[epoch] = mse_score
        rs_epochs[epoch] = rs_score

    w_hat, b_hat = tfs.run([w, b])
    w_hat = w_hat.reshape(1)

print('model : Y = {0:.8f} X + {1:.8f}'.format(w_hat[0], b_hat[0]))
print('For test data : MSE = {0:.8f}, R2 = {1:.8f} '.format(
    mse_score, rs_score))


model : Y = 20.37448311 X + -2.75295663
For test data : MSE = 297.57989502, R2 = 0.66098374 

plt.figure(figsize=(14, 8))
plt.title('Original Data and Trained Model')

x_plot = [np.min(X) - 1, np.max(X) + 1]
y_plot = w_hat * x_plot + b_hat
plt.axis([x_plot[0], x_plot[1], y_plot[0], y_plot[1]])
plt.plot(X, y, 'b.', label='Original Data')
plt.plot(x_plot, y_plot, 'r-', label='Trained Model')
plt.legend()
plt.show()

plt.figure(figsize=(14, 8))

plt.axis([0, num_epochs, 0, np.max(loss_epochs)])
plt.plot(loss_epochs, label='Loss on X_train')
plt.title('Loss in Iterations')
plt.xlabel('# Epoch')
plt.ylabel('MSE')

plt.axis([0, num_epochs, 0, np.max(mse_epochs)])
plt.plot(mse_epochs, label='MSE on X_test')
plt.xlabel('# Epoch')
plt.ylabel('MSE')
plt.legend()

plt.show()

plt.figure(figsize=(14, 8))

plt.axis([0, num_epochs, np.min(rs_epochs), np.max(rs_epochs)])
plt.title('R-squared in Iterations')
plt.plot(rs_epochs, label='R2 on X_test')
plt.xlabel('# Epoch')
plt.ylabel('R2')
plt.legend()

plt.show()
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Boston Dataset

boston=skds.load_boston()
print(boston.DESCR)

X=boston.data.astype(np.float32)
y=boston.target.astype(np.float32)
if (y.ndim == 1):
    y = y.reshape(-1,1)
X = skpp.StandardScaler().fit_transform(X)


Boston House Prices dataset
===========================

Notes
------
Data Set Characteristics:  

    :Number of Instances: 506 

    :Number of Attributes: 13 numeric/categorical predictive

    :Median Value (attribute 14) is usually the target

    :Attribute Information (in order):
        - CRIM     per capita crime rate by town
        - ZN       proportion of residential land zoned for lots over 25,000 sq.ft.
        - INDUS    proportion of non-retail business acres per town
        - CHAS     Charles River dummy variable (= 1 if tract bounds river; 0 otherwise)
        - NOX      nitric oxides concentration (parts per 10 million)
        - RM       average number of rooms per dwelling
        - AGE      proportion of owner-occupied units built prior to 1940
        - DIS      weighted distances to five Boston employment centres
        - RAD      index of accessibility to radial highways
        - TAX      full-value property-tax rate per $10,000
        - PTRATIO  pupil-teacher ratio by town
        - B        1000(Bk - 0.63)^2 where Bk is the proportion of blacks by town
        - LSTAT    % lower status of the population
        - MEDV     Median value of owner-occupied homes in $1000's

    :Missing Attribute Values: None

    :Creator: Harrison, D. and Rubinfeld, D.L.

This is a copy of UCI ML housing dataset.
http://archive.ics.uci.edu/ml/datasets/Housing


This dataset was taken from the StatLib library which is maintained at Carnegie Mellon University.

The Boston house-price data of Harrison, D. and Rubinfeld, D.L. 'Hedonic
prices and the demand for clean air', J. Environ. Economics & Management,
vol.5, 81-102, 1978.   Used in Belsley, Kuh & Welsch, 'Regression diagnostics
...', Wiley, 1980.   N.B. Various transformations are used in the table on
pages 244-261 of the latter.

The Boston house-price data has been used in many machine learning papers that address regression
problems.   

**References**

   - Belsley, Kuh & Welsch, 'Regression diagnostics: Identifying Influential Data and Sources of Collinearity', Wiley, 1980. 244-261.
   - Quinlan,R. (1993). Combining Instance-Based and Model-Based Learning. In Proceedings on the Tenth International Conference of Machine Learning, 236-243, University of Massachusetts, Amherst. Morgan Kaufmann.
   - many more! (see http://archive.ics.uci.edu/ml/datasets/Housing)

X_train, X_test, y_train, y_test = skms.train_test_split(
    X, y, test_size=.4, random_state=123)
print(X_train.shape)


(303, 13)

Simple Multi Regression

num_outputs = y_train.shape[1]
num_inputs = X_train.shape[1]

x_tensor = tf.placeholder(dtype=tf.float32, shape=[None, num_inputs], name='x')
y_tensor = tf.placeholder(
    dtype=tf.float32, shape=[None, num_outputs], name='y')

w = tf.Variable(
    tf.zeros([num_inputs, num_outputs]), dtype=tf.float32, name='w')
b = tf.Variable(tf.zeros([num_outputs]), dtype=tf.float32, name='b')

model = tf.matmul(x_tensor, w) + b


loss = tf.reduce_mean(tf.square(model - y_tensor))
mse = tf.reduce_mean(tf.square(model - y_tensor))
y_mean = tf.reduce_mean(y_tensor)
total_error = tf.reduce_sum(tf.square(y_tensor - y_mean))
unexplained_error = tf.reduce_sum(tf.square(y_tensor - model))
rs = 1 - tf.div(unexplained_error, total_error)


learning_rate = 0.001
optimizer = tf.train.GradientDescentOptimizer(learning_rate).minimize(loss)


num_epochs = 1500
loss_epochs = np.empty(shape=[num_epochs], dtype=np.float32)
mse_epochs = np.empty(shape=[num_epochs], dtype=np.float32)
rs_epochs = np.empty(shape=[num_epochs], dtype=np.float32)

mse_score = 0.0
rs_score = 0.0

with tf.Session() as tfs:
    tfs.run(tf.global_variables_initializer())
    for epoch in range(num_epochs):
        feed_dict = {x_tensor: X_train, y_tensor: y_train}
        loss_val, _ = tfs.run([loss, optimizer], feed_dict)
        loss_epochs[epoch] = loss_val

        feed_dict = {x_tensor: X_test, y_tensor: y_test}
        mse_score, rs_score = tfs.run([mse, rs], feed_dict)
        mse_epochs[epoch] = mse_score
        rs_epochs[epoch] = rs_score

print('For test data : MSE = {0:.8f}, R2 = {1:.8f} '.format(
    mse_score, rs_score))


For test data : MSE = 30.48501968, R2 = 0.64172244 

plt.figure(figsize=(14, 8))

plt.axis([0, num_epochs, 0, np.max(loss_epochs)])
plt.plot(loss_epochs, label='Loss on X_train')
plt.title('Loss in Iterations')
plt.xlabel('# Epoch')
plt.ylabel('MSE')

plt.axis([0, num_epochs, 0, np.max(mse_epochs)])
plt.plot(mse_epochs, label='MSE on X_test')
plt.xlabel('# Epoch')
plt.ylabel('MSE')
plt.legend()

plt.show()

plt.figure(figsize=(14, 8))

plt.axis([0, num_epochs, np.min(rs_epochs), np.max(rs_epochs)])
plt.title('R-squared in Iterations')
plt.plot(rs_epochs, label='R2 on X_test')
plt.xlabel('# Epoch')
plt.ylabel('R2')
plt.legend()

plt.show()
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Regularization

Lasso Regularlization

num_outputs = y_train.shape[1]
num_inputs = X_train.shape[1]

x_tensor = tf.placeholder(dtype=tf.float32,
                          shape=[None, num_inputs], name='x')
y_tensor = tf.placeholder(dtype=tf.float32,
                          shape=[None, num_outputs], name='y')

w = tf.Variable(tf.zeros([num_inputs, num_outputs]),
                dtype=tf.float32, name='w')
b = tf.Variable(tf.zeros([num_outputs]),
                dtype=tf.float32, name='b')

model = tf.matmul(x_tensor, w) + b

lasso_param = tf.Variable(0.8, dtype=tf.float32)
lasso_loss = tf.reduce_mean(tf.abs(w)) * lasso_param

loss = tf.reduce_mean(tf.square(model - y_tensor)) + lasso_loss

learning_rate = 0.001
optimizer = tf.train.GradientDescentOptimizer(learning_rate).minimize(loss)

mse = tf.reduce_mean(tf.square(model - y_tensor))
y_mean = tf.reduce_mean(y_tensor)
total_error = tf.reduce_sum(tf.square(y_tensor - y_mean))
unexplained_error = tf.reduce_sum(tf.square(y_tensor - model))
rs = 1 - tf.div(unexplained_error, total_error)


num_epochs = 1500
loss_epochs = np.empty(shape=[num_epochs], dtype=np.float32)
mse_epochs = np.empty(shape=[num_epochs], dtype=np.float32)
rs_epochs = np.empty(shape=[num_epochs], dtype=np.float32)

mse_score = 0.0
rs_score = 0.0

with tf.Session() as tfs:
    tfs.run(tf.global_variables_initializer())
    for epoch in range(num_epochs):
        feed_dict = {x_tensor: X_train, y_tensor: y_train}
        loss_val,_ = tfs.run([loss,optimizer], feed_dict)
        loss_epochs[epoch] = loss_val

        feed_dict = {x_tensor: X_test, y_tensor: y_test}
        mse_score,rs_score = tfs.run([mse,rs], feed_dict)
        mse_epochs[epoch] = mse_score
        rs_epochs[epoch] = rs_score

print('For test data : MSE = {0:.8f}, R2 = {1:.8f} '.format(
    mse_score, rs_score))


For test data : MSE = 30.48978233, R2 = 0.64166647 

plt.figure(figsize=(14, 8))

plt.axis([0, num_epochs, 0, np.max([loss_epochs, mse_epochs])])
plt.plot(loss_epochs, label='Loss on X_train')
plt.plot(mse_epochs, label='MSE on X_test')
plt.title('Loss in Iterations')
plt.xlabel('# Epoch')
plt.ylabel('Loss or MSE')
plt.legend()

plt.show()

plt.figure(figsize=(14, 8))

plt.axis([0, num_epochs, np.min(rs_epochs), np.max(rs_epochs)])
plt.title('R-squared in Iterations')
plt.plot(rs_epochs, label='R2 on X_test')
plt.xlabel('# Epoch')
plt.ylabel('R2')
plt.legend()

plt.show()
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Ridge Regularization

num_outputs = y_train.shape[1]
num_inputs = X_train.shape[1]

x_tensor = tf.placeholder(dtype=tf.float32,
                          shape=[None, num_inputs], name='x')
y_tensor = tf.placeholder(dtype=tf.float32,
                          shape=[None, num_outputs], name='y')

w = tf.Variable(tf.zeros([num_inputs, num_outputs]),
                dtype=tf.float32, name='w')
b = tf.Variable(tf.zeros([num_outputs]),
                dtype=tf.float32, name='b')

model = tf.matmul(x_tensor, w) + b

ridge_param = tf.Variable(0.8, dtype=tf.float32)
ridge_loss = tf.reduce_mean(tf.square(w)) * ridge_param

loss = tf.reduce_mean(tf.square(model - y_tensor)) + ridge_loss

learning_rate = 0.001
optimizer = tf.train.GradientDescentOptimizer(learning_rate).minimize(loss)

mse = tf.reduce_mean(tf.square(model - y_tensor))
y_mean = tf.reduce_mean(y_tensor)
total_error = tf.reduce_sum(tf.square(y_tensor - y_mean))
unexplained_error = tf.reduce_sum(tf.square(y_tensor - model))
rs = 1 - tf.div(unexplained_error, total_error)


num_epochs = 1500
loss_epochs = np.empty(shape=[num_epochs], dtype=np.float32)
mse_epochs = np.empty(shape=[num_epochs], dtype=np.float32)
rs_epochs = np.empty(shape=[num_epochs], dtype=np.float32)

mse_score = 0.0
rs_score = 0.0

with tf.Session() as tfs:
    tfs.run(tf.global_variables_initializer())
    for epoch in range(num_epochs):
        feed_dict = {x_tensor: X_train, y_tensor: y_train}
        loss_val, _ = tfs.run([loss, optimizer], feed_dict=feed_dict)
        loss_epochs[epoch] = loss_val

        feed_dict = {x_tensor: X_test, y_tensor: y_test}
        mse_score, rs_score = tfs.run([mse, rs], feed_dict=feed_dict)
        mse_epochs[epoch] = mse_score
        rs_epochs[epoch] = rs_score

print('For test data : MSE = {0:.8f}, R2 = {1:.8f} '.format(
    mse_score, rs_score))


For test data : MSE = 30.64177513, R2 = 0.63988018 

plt.figure(figsize=(14, 8))

plt.axis([0, num_epochs, 0, np.max([loss_epochs, mse_epochs])])
plt.plot(loss_epochs, label='Loss on X_train')
plt.plot(mse_epochs, label='MSE on X_test')
plt.title('Loss in Iterations')
plt.xlabel('# Epoch')
plt.ylabel('Loss or MSE')
plt.legend()

plt.show()

plt.figure(figsize=(14, 8))

plt.axis([0, num_epochs, np.min(rs_epochs), np.max(rs_epochs)])
plt.title('R-squared in Iterations')
plt.plot(rs_epochs, label='R2 on X_test')
plt.xlabel('# Epoch')
plt.ylabel('R2')
plt.legend()

plt.show()
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ElasticNet Regularization

num_outputs = y_train.shape[1]
num_inputs = X_train.shape[1]

x_tensor = tf.placeholder(dtype=tf.float32,
                          shape=[None, num_inputs], name='x')
y_tensor = tf.placeholder(dtype=tf.float32,
                          shape=[None, num_outputs], name='y')

w = tf.Variable(tf.zeros([num_inputs, num_outputs]),
                dtype=tf.float32, name='w')
b = tf.Variable(tf.zeros([num_outputs]),
                dtype=tf.float32, name='b')

model = tf.matmul(x_tensor, w) + b

ridge_param = tf.Variable(0.8, dtype=tf.float32)
ridge_loss = tf.reduce_mean(tf.square(w)) * ridge_param
lasso_param = tf.Variable(0.8, dtype=tf.float32)
lasso_loss = tf.reduce_mean(tf.abs(w)) * lasso_param

loss = tf.reduce_mean(tf.square(model - y_tensor)) + \
    ridge_loss + lasso_loss

learning_rate = 0.001
optimizer = tf.train.GradientDescentOptimizer(learning_rate).minimize(loss)

# mse and R2 functions
mse = tf.reduce_mean(tf.square(model - y_tensor))
y_mean = tf.reduce_mean(y_tensor)
total_error = tf.reduce_sum(tf.square(y_tensor - y_mean))
unexplained_error = tf.reduce_sum(tf.square(y_tensor - model))
rs = 1 - tf.div(unexplained_error, total_error)


num_epochs = 1500
loss_epochs = np.empty(shape=[num_epochs], dtype=np.float32)
mse_epochs = np.empty(shape=[num_epochs], dtype=np.float32)
rs_epochs = np.empty(shape=[num_epochs], dtype=np.float32)

mse_score = 0.0
rs_score = 0.0

with tf.Session() as tfs:
    tfs.run(tf.global_variables_initializer())
    for epoch in range(num_epochs):
        feed_dict = {x_tensor: X_train, y_tensor: y_train}
        loss_val, _ = tfs.run([loss, optimizer], feed_dict=feed_dict)
        loss_epochs[epoch] = loss_val

        feed_dict = {x_tensor: X_test, y_tensor: y_test}
        mse_score, rs_score = tfs.run([mse, rs], feed_dict=feed_dict)
        mse_epochs[epoch] = mse_score
        rs_epochs[epoch] = rs_score

print('For test data : MSE = {0:.8f}, R2 = {1:.8f} '.format(
    mse_score, rs_score))


For test data : MSE = 30.64861488, R2 = 0.63979977 

plt.figure(figsize=(14, 8))

plt.axis([0, num_epochs, 0, np.max([loss_epochs, mse_epochs])])
plt.plot(loss_epochs, label='Loss on X_train')
plt.plot(mse_epochs, label='MSE on X_test')
plt.title('Loss in Iterations')
plt.xlabel('# Epoch')
plt.ylabel('Loss or MSE')
plt.legend()

plt.show()

plt.figure(figsize=(14, 8))

plt.axis([0, num_epochs, np.min(rs_epochs), np.max(rs_epochs)])
plt.title('R-squared in Iterations')
plt.plot(rs_epochs, label='R2 on X_test')
plt.xlabel('# Epoch')
plt.ylabel('R2')
plt.legend()

plt.show()
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            4.2 Classification with TensorFlow

import tensorflow as tf
print('TensorFlow:{}'.format(tf.__version__))
tf.set_random_seed(123)

import numpy as np
print('NumPy:{}'.format(np.__version__))
np.random.seed(123)

import matplotlib.pyplot as plt

import sklearn as sk
print('Scikit Learn:{}'.format(sk.__version__))
from sklearn import model_selection as skms
from sklearn import datasets as skds

import os


TensorFlow:1.4.1
NumPy:1.13.1
Scikit Learn:0.19.1

DATASETSLIB_HOME = '../datasetslib'


import sys
if not DATASETSLIB_HOME in sys.path:
    sys.path.append(DATASETSLIB_HOME)
%reload_ext autoreload
%autoreload 2
import datasetslib


datasets.datasets_root = os.path.join(os.path.expanduser('~'),'datasets')


With Generated Dataset

Generate the dataset

num_outputs = 2
num_inputs = 2
X, y = skds.make_classification(n_samples=200,
                                n_features=num_inputs,
                                n_informative=2,
                                n_redundant=0,
                                n_repeated=0,
                                n_classes=num_outputs,
                                n_clusters_per_class=1)
plt.figure(figsize=(14, 8))
plt.scatter(X[:, 0], X[:, 1], marker='o', c=y)
plt.show()


[image: png]

print(y[0:5])
y = np.eye(num_outputs)[y]
print(y[0:5])
X_train, X_test, y_train, y_test = skms.train_test_split(
    X, y, test_size=.4, random_state=42)


[1 1 0 1 1]
[[ 0.  1.]
 [ 0.  1.]
 [ 1.  0.]
 [ 0.  1.]
 [ 0.  1.]]

num_outputs = y_train.shape[1]
num_inputs = X_train.shape[1]

learning_rate = 0.001

# input images
x = tf.placeholder(dtype=tf.float32, shape=[None, num_inputs], name="x")
# output labels
y = tf.placeholder(dtype=tf.float32, shape=[None, num_outputs], name="y")

# model paramteres
w = tf.Variable(tf.zeros([num_inputs, num_outputs]), name="w")
b = tf.Variable(tf.zeros([num_outputs]), name="b")
model = tf.nn.sigmoid(tf.matmul(x, w) + b)

loss = tf.reduce_mean(-tf.reduce_sum(
    (y * tf.log(model)) + ((1 - y) * tf.log(1 - model)), axis=1))
optimizer = tf.train.GradientDescentOptimizer(
    learning_rate=learning_rate).minimize(loss)


num_epochs = 1
with tf.Session() as tfs:
    tf.global_variables_initializer().run()
    for epoch in range(num_epochs):
        tfs.run(optimizer, feed_dict={x: X_train, y: y_train})
        y_pred = tfs.run(tf.argmax(model, 1), feed_dict={x: X_test})
        y_orig = tfs.run(tf.argmax(y, 1), feed_dict={y: y_test})

        preds_check = tf.equal(y_pred, y_orig)
        accuracy_op = tf.reduce_mean(tf.cast(preds_check, tf.float32))
        accuracy_score = tfs.run(accuracy_op)
        print("epoch {0:04d}  accuracy={1:.8f}".format(
            epoch, accuracy_score))

        plt.figure(figsize=(14, 4))
        plt.subplot(1, 2, 1)
        plt.scatter(X_test[:, 0], X_test[:, 1], marker='o', c=y_orig)
        plt.title('Original')
        plt.subplot(1, 2, 2)
        plt.scatter(X_test[:, 0], X_test[:, 1], marker='o', c=y_pred)
        plt.title('Predicted')
        plt.show()


epoch 0000  accuracy=0.93750000
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X, y = skds.make_classification(n_samples=20000,
                                   n_features=200,
                                   n_informative=200, 
                                   n_redundant=0, 
                                   n_repeated=0,
                                   n_classes=2,
                                   n_clusters_per_class=1)
y=np.eye(np.max(y)+1)[y]
X_train, X_test, y_train, y_test = skms.train_test_split(X, y, test_size=.4, random_state=42)


num_outputs = y_train.shape[1] 
num_inputs = X_train.shape[1]

learning_rate = 0.001

# input images
x = tf.placeholder(dtype=tf.float32, shape=[None, num_inputs], name="x") 
# output labels
y = tf.placeholder(dtype=tf.float32, shape=[None, num_outputs], name="y") 

# model paramteres 
w = tf.Variable(tf.zeros([num_inputs,num_outputs]), name="w")        
b = tf.Variable(tf.zeros([num_outputs]), name="b")             
model = tf.nn.sigmoid(tf.matmul(x, w) + b) 

# loss function
loss = tf.reduce_mean(-tf.reduce_sum( (y * tf.log(model)) + ( (1-y)*tf.log(1-model) ), axis=1))
optimizer = tf.train.GradientDescentOptimizer(learning_rate=learning_rate).minimize(loss)


num_epochs = 2000
loss_epochs = np.empty(shape=[num_epochs],dtype=float)
accuracy_epochs = np.empty(shape=[num_epochs],dtype=float)
accuracy_score = 0

with tf.Session() as tfs:
    tf.global_variables_initializer().run()
    for epoch in range(num_epochs):
        tfs.run(optimizer, feed_dict={x: X_train, y: y_train})
        loss_val = tfs.run(loss,feed_dict={x: X_train, y: y_train})

        y_pred = tfs.run(tf.argmax(model,1),feed_dict={x: X_test})
        y_orig = tfs.run(tf.argmax(y,1),feed_dict={y: y_test})

        predictions_check = tf.equal(y_pred, y_orig)
        accuracy_function = tf.reduce_mean(tf.cast(predictions_check, tf.float32))
        accuracy_score = tfs.run(accuracy_function)
        accuracy_epochs[epoch] = accuracy_score
        loss_epochs[epoch] = loss_val

print("After {0:04d} epoch,  accuracy={1:.8f}".format(num_epochs,accuracy_score))
plt.figure(figsize=(14,4))

plt.subplot(1, 2, 1)
plt.axis([0,num_epochs,0,np.max(loss_epochs)])
plt.plot(loss_epochs)
plt.title('Loss vs. Epochs')
plt.xlabel('# Epoch')
plt.ylabel('Loss')

plt.subplot(1, 2, 2)
plt.axis([0,num_epochs,0,np.max(accuracy_epochs)])
plt.plot(accuracy_epochs)
plt.title('Accuracy vs. Epochs')
plt.xlabel('# Epoch')
plt.ylabel('Accuracy')

plt.show()


After 2000 epoch,  accuracy=0.93425000
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With MNIST dataset

Get the MNIST data

from tensorflow.examples.tutorials.mnist import input_data
mnist = input_data.read_data_sets(os.path.join(
    datasetslib.datasets_root, 'mnist'), one_hot=True)


Extracting /Users/armando/datasets/mnist/train-images-idx3-ubyte.gz
Extracting /Users/armando/datasets/mnist/train-labels-idx1-ubyte.gz
Extracting /Users/armando/datasets/mnist/t10k-images-idx3-ubyte.gz
Extracting /Users/armando/datasets/mnist/t10k-labels-idx1-ubyte.gz

Simple MNIST Classification with Logistic Regression

num_outputs = 10  # 0-9 digits
num_inputs = 784  # total pixels

learning_rate = 0.001
num_epochs = 1
batch_size = 100
num_batches = int(mnist.train.num_examples/batch_size)


# input images
x = tf.placeholder(dtype=tf.float32, shape=[None, num_inputs], name="x")
# output labels
y = tf.placeholder(dtype=tf.float32, shape=[None, num_outputs], name="y")

# model paramteres
w = tf.Variable(tf.zeros([784, 10]), name="w")
b = tf.Variable(tf.zeros([10]), name="b")
model = tf.nn.softmax(tf.matmul(x, w) + b)

loss = tf.reduce_mean(-tf.reduce_sum(y * tf.log(model), axis=1))
optimizer = tf.train.GradientDescentOptimizer(
    learning_rate=learning_rate).minimize(loss)


with tf.Session() as tfs:
    tf.global_variables_initializer().run()
    for epoch in range(num_epochs):
        for batch in range(num_batches):
            batch_x, batch_y = mnist.train.next_batch(batch_size)
            tfs.run(optimizer, feed_dict={x: batch_x, y: batch_y})
        predictions_check = tf.equal(tf.argmax(model, 1), tf.argmax(y, 1))
        accuracy_function = tf.reduce_mean(
            tf.cast(predictions_check, tf.float32))
        feed_dict = {x: mnist.test.images, y: mnist.test.labels}
        accuracy_score = tfs.run(accuracy_function, feed_dict)
        print("epoch {0:04d}  accuracy={1:.8f}".format(
            epoch, accuracy_score))


epoch 0000  accuracy=0.75800002

def mnist_batch_func(batch_size=100):
    batch_x, batch_y = mnist.train.next_batch(batch_size)
    return [batch_x, batch_y]


def tensorflow_classification(num_epochs, num_batches, batch_size,
                              batch_func, optimizer, test_x, test_y):
    accuracy_epochs = np.empty(shape=[num_epochs], dtype=np.float32)
    with tf.Session() as tfs:
        tf.global_variables_initializer().run()
        for epoch in range(num_epochs):
            for batch in range(num_batches):
                batch_x, batch_y = batch_func(batch_size)
                feed_dict = {x: batch_x, y: batch_y}
                tfs.run(optimizer, feed_dict)
            predictions_check = tf.equal(
                tf.argmax(model, 1), tf.argmax(y, 1))
            accuracy_function = tf.reduce_mean(
                tf.cast(predictions_check, tf.float32))
            feed_dict = {x: test_x, y: test_y}
            accuracy_score = tfs.run(accuracy_function, feed_dict)
            accuracy_epochs[epoch] = accuracy_score
            print("epoch {0:04d}  accuracy={1:.8f}".format(
                epoch, accuracy_score))

    plt.figure(figsize=(14, 8))
    plt.axis([0, num_epochs, np.min(
        accuracy_epochs), np.max(accuracy_epochs)])
    plt.plot(accuracy_epochs, label='Accuracy Score')
    plt.title('Accuracy over Iterations')
    plt.xlabel('# Epoch')
    plt.ylabel('Accuracy Score')
    plt.legend()
    plt.show()


num_epochs=30
tensorflow_classification(num_epochs=num_epochs, 
                          num_batches=num_batches, 
                          batch_size=batch_size, 
                          batch_func=mnist_batch_func, 
                          optimizer=optimizer,
                          test_x=mnist.test.images,test_y=mnist.test.labels)


epoch 0000  accuracy=0.75809997
epoch 0001  accuracy=0.79509997
epoch 0002  accuracy=0.81290001
epoch 0003  accuracy=0.82359999
epoch 0004  accuracy=0.83230001
epoch 0005  accuracy=0.83690000
epoch 0006  accuracy=0.84149998
epoch 0007  accuracy=0.84539998
epoch 0008  accuracy=0.85020000
epoch 0009  accuracy=0.85399997
epoch 0010  accuracy=0.85729998
epoch 0011  accuracy=0.86030000
epoch 0012  accuracy=0.86280000
epoch 0013  accuracy=0.86440003
epoch 0014  accuracy=0.86640000
epoch 0015  accuracy=0.86739999
epoch 0016  accuracy=0.86870003
epoch 0017  accuracy=0.87070000
epoch 0018  accuracy=0.87260002
epoch 0019  accuracy=0.87390000
epoch 0020  accuracy=0.87510002
epoch 0021  accuracy=0.87599999
epoch 0022  accuracy=0.87720001
epoch 0023  accuracy=0.87790000
epoch 0024  accuracy=0.87840003
epoch 0025  accuracy=0.87919998
epoch 0026  accuracy=0.87970001
epoch 0027  accuracy=0.88029999
epoch 0028  accuracy=0.88139999
epoch 0029  accuracy=0.88190001
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Simple MNIST Classification with kNN
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            5 Classification with TensorFlow

import tensorflow as tf
print('TensorFlow:{}'.format(tf.__version__))
tf.set_random_seed(123)

import numpy as np
print('NumPy:{}'.format(np.__version__))
np.random.seed(123)

import matplotlib.pyplot as plt

import sklearn as sk
print('Scikit Learn:{}'.format(sk.__version__))
from sklearn import model_selection as skms
from sklearn import datasets as skds

import os


TensorFlow:1.4.1
NumPy:1.13.1
Scikit Learn:0.19.1

DATASETSLIB_HOME = '../datasetslib'


import sys
if not DATASETSLIB_HOME in sys.path:
    sys.path.append(DATASETSLIB_HOME)
%reload_ext autoreload
%autoreload 2
import datasetslib


datasets.datasets_root = os.path.join(os.path.expanduser('~'),'datasets')


With Generated Dataset

Generate the dataset

num_outputs = 2
num_inputs = 2
X, y = skds.make_classification(n_samples=200,
                                n_features=num_inputs,
                                n_informative=2,
                                n_redundant=0,
                                n_repeated=0,
                                n_classes=num_outputs,
                                n_clusters_per_class=1)
plt.figure(figsize=(14, 8))
plt.scatter(X[:, 0], X[:, 1], marker='o', c=y)
plt.show()


[image: png]

print(y[0:5])
y = np.eye(num_outputs)[y]
print(y[0:5])
X_train, X_test, y_train, y_test = skms.train_test_split(
    X, y, test_size=.4, random_state=42)


[1 1 0 1 1]
[[ 0.  1.]
 [ 0.  1.]
 [ 1.  0.]
 [ 0.  1.]
 [ 0.  1.]]

num_outputs = y_train.shape[1]
num_inputs = X_train.shape[1]

learning_rate = 0.001

# input images
x = tf.placeholder(dtype=tf.float32, shape=[None, num_inputs], name="x")
# output labels
y = tf.placeholder(dtype=tf.float32, shape=[None, num_outputs], name="y")

# model paramteres
w = tf.Variable(tf.zeros([num_inputs, num_outputs]), name="w")
b = tf.Variable(tf.zeros([num_outputs]), name="b")
model = tf.nn.sigmoid(tf.matmul(x, w) + b)

loss = tf.reduce_mean(-tf.reduce_sum(
    (y * tf.log(model)) + ((1 - y) * tf.log(1 - model)), axis=1))
optimizer = tf.train.GradientDescentOptimizer(
    learning_rate=learning_rate).minimize(loss)


num_epochs = 1
with tf.Session() as tfs:
    tf.global_variables_initializer().run()
    for epoch in range(num_epochs):
        tfs.run(optimizer, feed_dict={x: X_train, y: y_train})
        y_pred = tfs.run(tf.argmax(model, 1), feed_dict={x: X_test})
        y_orig = tfs.run(tf.argmax(y, 1), feed_dict={y: y_test})

        preds_check = tf.equal(y_pred, y_orig)
        accuracy_op = tf.reduce_mean(tf.cast(preds_check, tf.float32))
        accuracy_score = tfs.run(accuracy_op)
        print("epoch {0:04d}  accuracy={1:.8f}".format(
            epoch, accuracy_score))

        plt.figure(figsize=(14, 4))
        plt.subplot(1, 2, 1)
        plt.scatter(X_test[:, 0], X_test[:, 1], marker='o', c=y_orig)
        plt.title('Original')
        plt.subplot(1, 2, 2)
        plt.scatter(X_test[:, 0], X_test[:, 1], marker='o', c=y_pred)
        plt.title('Predicted')
        plt.show()


epoch 0000  accuracy=0.93750000

[image: png]

X, y = skds.make_classification(n_samples=20000,
                                   n_features=200,
                                   n_informative=200, 
                                   n_redundant=0, 
                                   n_repeated=0,
                                   n_classes=2,
                                   n_clusters_per_class=1)
y=np.eye(np.max(y)+1)[y]
X_train, X_test, y_train, y_test = skms.train_test_split(X, y, test_size=.4, random_state=42)


num_outputs = y_train.shape[1] 
num_inputs = X_train.shape[1]

learning_rate = 0.001

# input images
x = tf.placeholder(dtype=tf.float32, shape=[None, num_inputs], name="x") 
# output labels
y = tf.placeholder(dtype=tf.float32, shape=[None, num_outputs], name="y") 

# model paramteres 
w = tf.Variable(tf.zeros([num_inputs,num_outputs]), name="w")        
b = tf.Variable(tf.zeros([num_outputs]), name="b")             
model = tf.nn.sigmoid(tf.matmul(x, w) + b) 

# loss function
loss = tf.reduce_mean(-tf.reduce_sum( (y * tf.log(model)) + ( (1-y)*tf.log(1-model) ), axis=1))
optimizer = tf.train.GradientDescentOptimizer(learning_rate=learning_rate).minimize(loss)


num_epochs = 2000
loss_epochs = np.empty(shape=[num_epochs],dtype=float)
accuracy_epochs = np.empty(shape=[num_epochs],dtype=float)
accuracy_score = 0

with tf.Session() as tfs:
    tf.global_variables_initializer().run()
    for epoch in range(num_epochs):
        tfs.run(optimizer, feed_dict={x: X_train, y: y_train})
        loss_val = tfs.run(loss,feed_dict={x: X_train, y: y_train})

        y_pred = tfs.run(tf.argmax(model,1),feed_dict={x: X_test})
        y_orig = tfs.run(tf.argmax(y,1),feed_dict={y: y_test})

        predictions_check = tf.equal(y_pred, y_orig)
        accuracy_function = tf.reduce_mean(tf.cast(predictions_check, tf.float32))
        accuracy_score = tfs.run(accuracy_function)
        accuracy_epochs[epoch] = accuracy_score
        loss_epochs[epoch] = loss_val

print("After {0:04d} epoch,  accuracy={1:.8f}".format(num_epochs,accuracy_score))
plt.figure(figsize=(14,4))

plt.subplot(1, 2, 1)
plt.axis([0,num_epochs,0,np.max(loss_epochs)])
plt.plot(loss_epochs)
plt.title('Loss vs. Epochs')
plt.xlabel('# Epoch')
plt.ylabel('Loss')

plt.subplot(1, 2, 2)
plt.axis([0,num_epochs,0,np.max(accuracy_epochs)])
plt.plot(accuracy_epochs)
plt.title('Accuracy vs. Epochs')
plt.xlabel('# Epoch')
plt.ylabel('Accuracy')

plt.show()


After 2000 epoch,  accuracy=0.93425000
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With MNIST dataset

Get the MNIST data

from tensorflow.examples.tutorials.mnist import input_data
mnist = input_data.read_data_sets(os.path.join(
    datasetslib.datasets_root, 'mnist'), one_hot=True)


Extracting /Users/armando/datasets/mnist/train-images-idx3-ubyte.gz
Extracting /Users/armando/datasets/mnist/train-labels-idx1-ubyte.gz
Extracting /Users/armando/datasets/mnist/t10k-images-idx3-ubyte.gz
Extracting /Users/armando/datasets/mnist/t10k-labels-idx1-ubyte.gz

Simple MNIST Classification with Logistic Regression

num_outputs = 10  # 0-9 digits
num_inputs = 784  # total pixels

learning_rate = 0.001
num_epochs = 1
batch_size = 100
num_batches = int(mnist.train.num_examples/batch_size)


# input images
x = tf.placeholder(dtype=tf.float32, shape=[None, num_inputs], name="x")
# output labels
y = tf.placeholder(dtype=tf.float32, shape=[None, num_outputs], name="y")

# model paramteres
w = tf.Variable(tf.zeros([784, 10]), name="w")
b = tf.Variable(tf.zeros([10]), name="b")
model = tf.nn.softmax(tf.matmul(x, w) + b)

loss = tf.reduce_mean(-tf.reduce_sum(y * tf.log(model), axis=1))
optimizer = tf.train.GradientDescentOptimizer(
    learning_rate=learning_rate).minimize(loss)


with tf.Session() as tfs:
    tf.global_variables_initializer().run()
    for epoch in range(num_epochs):
        for batch in range(num_batches):
            batch_x, batch_y = mnist.train.next_batch(batch_size)
            tfs.run(optimizer, feed_dict={x: batch_x, y: batch_y})
        predictions_check = tf.equal(tf.argmax(model, 1), tf.argmax(y, 1))
        accuracy_function = tf.reduce_mean(
            tf.cast(predictions_check, tf.float32))
        feed_dict = {x: mnist.test.images, y: mnist.test.labels}
        accuracy_score = tfs.run(accuracy_function, feed_dict)
        print("epoch {0:04d}  accuracy={1:.8f}".format(
            epoch, accuracy_score))


epoch 0000  accuracy=0.75800002

def mnist_batch_func(batch_size=100):
    batch_x, batch_y = mnist.train.next_batch(batch_size)
    return [batch_x, batch_y]


def tensorflow_classification(num_epochs, num_batches, batch_size,
                              batch_func, optimizer, test_x, test_y):
    accuracy_epochs = np.empty(shape=[num_epochs], dtype=np.float32)
    with tf.Session() as tfs:
        tf.global_variables_initializer().run()
        for epoch in range(num_epochs):
            for batch in range(num_batches):
                batch_x, batch_y = batch_func(batch_size)
                feed_dict = {x: batch_x, y: batch_y}
                tfs.run(optimizer, feed_dict)
            predictions_check = tf.equal(
                tf.argmax(model, 1), tf.argmax(y, 1))
            accuracy_function = tf.reduce_mean(
                tf.cast(predictions_check, tf.float32))
            feed_dict = {x: test_x, y: test_y}
            accuracy_score = tfs.run(accuracy_function, feed_dict)
            accuracy_epochs[epoch] = accuracy_score
            print("epoch {0:04d}  accuracy={1:.8f}".format(
                epoch, accuracy_score))

    plt.figure(figsize=(14, 8))
    plt.axis([0, num_epochs, np.min(
        accuracy_epochs), np.max(accuracy_epochs)])
    plt.plot(accuracy_epochs, label='Accuracy Score')
    plt.title('Accuracy over Iterations')
    plt.xlabel('# Epoch')
    plt.ylabel('Accuracy Score')
    plt.legend()
    plt.show()


num_epochs=30
tensorflow_classification(num_epochs=num_epochs, 
                          num_batches=num_batches, 
                          batch_size=batch_size, 
                          batch_func=mnist_batch_func, 
                          optimizer=optimizer,
                          test_x=mnist.test.images,test_y=mnist.test.labels)


epoch 0000  accuracy=0.75809997
epoch 0001  accuracy=0.79509997
epoch 0002  accuracy=0.81290001
epoch 0003  accuracy=0.82359999
epoch 0004  accuracy=0.83230001
epoch 0005  accuracy=0.83690000
epoch 0006  accuracy=0.84149998
epoch 0007  accuracy=0.84539998
epoch 0008  accuracy=0.85020000
epoch 0009  accuracy=0.85399997
epoch 0010  accuracy=0.85729998
epoch 0011  accuracy=0.86030000
epoch 0012  accuracy=0.86280000
epoch 0013  accuracy=0.86440003
epoch 0014  accuracy=0.86640000
epoch 0015  accuracy=0.86739999
epoch 0016  accuracy=0.86870003
epoch 0017  accuracy=0.87070000
epoch 0018  accuracy=0.87260002
epoch 0019  accuracy=0.87390000
epoch 0020  accuracy=0.87510002
epoch 0021  accuracy=0.87599999
epoch 0022  accuracy=0.87720001
epoch 0023  accuracy=0.87790000
epoch 0024  accuracy=0.87840003
epoch 0025  accuracy=0.87919998
epoch 0026  accuracy=0.87970001
epoch 0027  accuracy=0.88029999
epoch 0028  accuracy=0.88139999
epoch 0029  accuracy=0.88190001
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Simple MNIST Classification with kNN
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            6 CNN for MNIST with TensorFlow and Keras

import os

import numpy as np
np.random.seed(123)
print("NumPy:{}".format(np.__version__))

import tensorflow as tf
tf.set_random_seed(123)
print("TensorFlow:{}".format(tf.__version__))


NumPy:1.13.1
TensorFlow:1.4.1

DATASETSLIB_HOME = '../datasetslib'
import sys
if not DATASETSLIB_HOME in sys.path:
    sys.path.append(DATASETSLIB_HOME)
%reload_ext autoreload
%autoreload 2
import datasetslib

datasetslib.datasets_root = os.path.join(os.path.expanduser('~'),'datasets')


Get the MNIST data

from tensorflow.examples.tutorials.mnist import input_data
mnist = input_data.read_data_sets(os.path.join(datasetslib.datasets_root,
                                               'mnist'), 
                                  one_hot=True)

X_train = mnist.train.images
X_test = mnist.test.images
Y_train = mnist.train.labels
Y_test = mnist.test.labels
n_classes = 10


Extracting /home/armando/datasets/mnist/train-images-idx3-ubyte.gz
Extracting /home/armando/datasets/mnist/train-labels-idx1-ubyte.gz
Extracting /home/armando/datasets/mnist/t10k-images-idx3-ubyte.gz
Extracting /home/armando/datasets/mnist/t10k-labels-idx1-ubyte.gz

Preprocess for RNN

X_train = X_train.reshape(-1,28,28)
X_test = X_test.reshape(-1,28,28)


RNN With Keras for MNIST Data

import keras
from keras.models import Sequential
from keras.layers import Dense, Activation
from keras.layers.recurrent import SimpleRNN
from keras.optimizers import RMSprop
from keras.optimizers import SGD


tf.reset_default_graph()
keras.backend.clear_session()


# create and fit the SimpleRNN model
model = Sequential()
model.add(SimpleRNN(units=16, activation='relu', input_shape=(28,28)))
model.add(Dense(n_classes))
model.add(Activation('softmax'))

model.compile(loss='categorical_crossentropy',
              optimizer=RMSprop(lr=0.01),
              metrics=['accuracy'])
model.summary()

model.fit(X_train, Y_train,
                    batch_size=100,
                    epochs=20)

score = model.evaluate(X_test, Y_test)
print('\nTest loss:', score[0])
print('Test accuracy:', score[1])


_________________________________________________________________
Layer (type)                 Output Shape              Param #   
=================================================================
simple_rnn_1 (SimpleRNN)     (None, 16)                720       
_________________________________________________________________
dense_1 (Dense)              (None, 10)                170       
_________________________________________________________________
activation_1 (Activation)    (None, 10)                0         
=================================================================
Total params: 890
Trainable params: 890
Non-trainable params: 0
_________________________________________________________________
Epoch 1/20
55000/55000 [==============================] - 5s 84us/step - loss: 1.3061 - acc: 0.5084
Epoch 2/20
55000/55000 [==============================] - 5s 88us/step - loss: 1.0005 - acc: 0.6136
Epoch 3/20
55000/55000 [==============================] - 4s 77us/step - loss: 0.9252 - acc: 0.6544
Epoch 4/20
55000/55000 [==============================] - 5s 84us/step - loss: 0.8111 - acc: 0.7121
Epoch 5/20
55000/55000 [==============================] - 4s 78us/step - loss: 0.7383 - acc: 0.7450
Epoch 6/20
55000/55000 [==============================] - 4s 82us/step - loss: 0.6968 - acc: 0.7631
Epoch 7/20
55000/55000 [==============================] - 5s 84us/step - loss: 0.6685 - acc: 0.7725
Epoch 8/20
55000/55000 [==============================] - 4s 75us/step - loss: 0.6553 - acc: 0.7765
Epoch 9/20
55000/55000 [==============================] - 4s 77us/step - loss: 0.6455 - acc: 0.7851
Epoch 10/20
55000/55000 [==============================] - 5s 82us/step - loss: 0.6378 - acc: 0.7920
Epoch 11/20
55000/55000 [==============================] - 5s 84us/step - loss: 0.6313 - acc: 0.7983
Epoch 12/20
55000/55000 [==============================] - 4s 76us/step - loss: 0.6381 - acc: 0.7997
Epoch 13/20
55000/55000 [==============================] - 4s 81us/step - loss: 0.6193 - acc: 0.8049
Epoch 14/20
55000/55000 [==============================] - 4s 81us/step - loss: 0.6208 - acc: 0.8097
Epoch 15/20
55000/55000 [==============================] - 4s 79us/step - loss: 0.6021 - acc: 0.8132
Epoch 16/20
55000/55000 [==============================] - 4s 76us/step - loss: 0.6231 - acc: 0.8117
Epoch 17/20
55000/55000 [==============================] - 4s 74us/step - loss: 0.6085 - acc: 0.8164
Epoch 18/20
55000/55000 [==============================] - 5s 82us/step - loss: 0.6161 - acc: 0.8141
Epoch 19/20
55000/55000 [==============================] - 4s 81us/step - loss: 0.6146 - acc: 0.8146
Epoch 20/20
55000/55000 [==============================] - 4s 78us/step - loss: 0.5835 - acc: 0.8286
10000/10000 [==============================] - 1s 119us/step

Test loss: 0.520945608187
Test accuracy: 0.8379
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            7.1 RNN in TensorFlow - TimeSeries Data

import math
import os

import numpy as np
np.random.seed(123)
print("NumPy:{}".format(np.__version__))

import pandas as pd
print("Pandas:{}".format(pd.__version__))

import sklearn as sk
from sklearn import preprocessing as skpp
print("sklearn:{}".format(sk.__version__))

import matplotlib as mpl
import matplotlib.pyplot as plt
mpl.rcParams.update({'font.size': 20,
                     'figure.figsize': [15,10] 
                    })
print("Matplotlib:{}".format(mpl.__version__))

import tensorflow as tf
tf.set_random_seed(123)
print("TensorFlow:{}".format(tf.__version__))


NumPy:1.13.1
Pandas:0.21.0
sklearn:0.19.1
Matplotlib:2.1.0
TensorFlow:1.4.1

DATASETSLIB_HOME = '../datasetslib'
import sys
if not DATASETSLIB_HOME in sys.path:
    sys.path.append(DATASETSLIB_HOME)
%reload_ext autoreload
%autoreload 2
import datasetslib

from datasetslib import util as dsu
datasetslib.datasets_root = os.path.join(os.path.expanduser('~'),'datasets')


Read and pre-process the dataset

filepath = os.path.join(datasetslib.datasets_root,
                        'ts-data',
                        'international-airline-passengers-cleaned.csv'
                       ) 
dataframe = pd.read_csv(filepath,
                        usecols=[1],
                        header=0)
dataset = dataframe.values
dataset = dataset.astype(np.float32)


plt.plot(dataset,label='Original Data')
plt.legend()
plt.xlabel('Timesteps')
plt.ylabel('Total Passengers')
plt.show()


[image: png]

# normalize the dataset
scaler = skpp.MinMaxScaler(feature_range=(0, 1))
normalized_dataset = scaler.fit_transform(dataset)


# split into train and test sets
train,test=dsu.train_test_split(normalized_dataset,train_size=0.67)
# convert into supervised learning set of input data and label
n_x=1
n_y=1
X_train, Y_train, X_test, Y_test = dsu.mvts_to_xy(train,test,n_x=n_x,n_y=n_y)


TensorFlow SimpleRNN for TimeSeries Data

state_size = 4
n_epochs = 100
n_timesteps = n_x   # number of time steps
n_x_vars = 1  # number of x variables
n_y_vars = 1  # number of y variables
learning_rate = 0.1


tf.reset_default_graph()


X_p = tf.placeholder(tf.float32, [None, n_timesteps, n_x_vars], name='X_p') 
# (batch_size, n_steps, n_input)
# n_steps tensors list of shape (batch_size, n_input)
Y_p = tf.placeholder(tf.float32, [None, n_timesteps, n_y_vars], name='Y_p')

# make a list of tensors of length n_x
rnn_inputs = tf.unstack(X_p,axis=1)


cell = tf.nn.rnn_cell.BasicRNNCell(state_size)
rnn_outputs, final_state = tf.nn.static_rnn(cell, 
                                            rnn_inputs,
                                            dtype=tf.float32
                                           )


W = tf.get_variable('W', [state_size, n_y_vars])
b = tf.get_variable('b', [n_y_vars], initializer=tf.constant_initializer(0.0))


predictions = [tf.matmul(rnn_output, W) + b for rnn_output in rnn_outputs]
print(predictions)


[<tf.Tensor 'add:0' shape=(?, 1) dtype=float32>]

y_as_list = tf.unstack(Y_p, num=n_timesteps, axis=1)
print(y_as_list)


[<tf.Tensor 'unstack_1:0' shape=(?, 1) dtype=float32>]

mse = tf.losses.mean_squared_error
losses = [mse(labels=label, predictions=prediction) 
          for prediction, label in zip(predictions, y_as_list)
         ]
total_loss = tf.reduce_mean(losses)
optimizer = tf.train.AdagradOptimizer(learning_rate).minimize(total_loss)


with tf.Session() as tfs:
    tfs.run(tf.global_variables_initializer())
    epoch_loss = 0.0
    for epoch in range(n_epochs):
        feed_dict={X_p: X_train.reshape(-1, n_timesteps, 
                                        n_x_vars), 
                   Y_p: Y_train.reshape(-1, n_timesteps, 
                                        n_x_vars)
                  }
        epoch_loss,y_train_pred,_=tfs.run([total_loss,predictions,optimizer], 
                                            feed_dict=feed_dict
                                           )
    print("train mse = {}".format(epoch_loss))
    feed_dict={X_p: X_test.reshape(-1, n_timesteps, 
                                    n_x_vars), 
               Y_p: Y_test.reshape(-1, n_timesteps, 
                                    n_y_vars)
              }
    test_loss, y_test_pred = tfs.run([total_loss,predictions], 
                                     feed_dict=feed_dict
                                    )
    print('test mse = {}'.format(test_loss))
    print('test rmse = {}'.format(math.sqrt(test_loss)))


train mse = 0.002138530369848013
test mse = 0.014468207024037838
test rmse = 0.12028386019760855

y_train_pred=y_train_pred[0]
y_test_pred=y_test_pred[0]


#invert predictions
y_train_pred = scaler.inverse_transform(y_train_pred)
y_test_pred = scaler.inverse_transform(y_test_pred)

#invert originals
y_train_orig = scaler.inverse_transform(Y_train)
y_test_orig = scaler.inverse_transform(Y_test)


# shift train predictions for plotting
trainPredictPlot = np.empty_like(dataset)
trainPredictPlot[:, :] = np.nan
trainPredictPlot[n_x-1:len(y_train_pred)+n_x-1, :] = y_train_pred
# shift test predictions for plotting
testPredictPlot = np.empty_like(dataset)
testPredictPlot[:, :] = np.nan
testPredictPlot[len(y_train_pred)+(n_x*2)-1:len(dataset)-1, :] = y_test_pred
# plot baseline and predictions
plt.plot(dataset,label='Original Data')
plt.plot(trainPredictPlot,label='y_train_pred')
plt.plot(testPredictPlot,label='y_test_pred')
plt.legend()
plt.xlabel('Timesteps')
plt.ylabel('Total Passengers')
plt.show()
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TensorFlow LSTM for TimeSeries Data

n_epochs = 600
n_timesteps = n_x   # number of time steps
n_x_vars = 1  # number of x variables
n_y_vars = 1  # number of y variables
learning_rate = 0.1

tf.reset_default_graph()
X_p = tf.placeholder(tf.float32, [None, n_timesteps, n_x_vars], name='X_p') 
Y_p = tf.placeholder(tf.float32, [None, n_timesteps, n_y_vars], name='Y_p')

# make a list of tensors of length n_x
rnn_inputs = tf.unstack(X_p,axis=1)

cell = tf.nn.rnn_cell.LSTMCell(state_size)
rnn_outputs, final_state = tf.nn.static_rnn(cell, rnn_inputs,dtype=tf.float32)

W = tf.get_variable('W', [state_size, n_y_vars])
b = tf.get_variable('b', [n_y_vars], initializer=tf.constant_initializer(0.0))

predictions = [tf.matmul(rnn_output, W) + b for rnn_output in rnn_outputs]

y_as_list = tf.unstack(Y_p, num=n_timesteps, axis=1)

mse = tf.losses.mean_squared_error
losses = [mse(labels=label, predictions=prediction) for 
          prediction, label in zip(predictions, y_as_list)
         ]
total_loss = tf.reduce_mean(losses)
optimizer = tf.train.AdagradOptimizer(learning_rate).minimize(total_loss)

with tf.Session() as tfs:
    tfs.run(tf.global_variables_initializer())
    epoch_loss = 0.0
    for epoch in range(n_epochs):
        feed_dict={X_p: X_train.reshape(-1, n_timesteps, 
                                        n_x_vars), 
                   Y_p: Y_train.reshape(-1, n_timesteps, 
                                        n_x_vars)
                  }
        epoch_loss,y_train_pred,_=tfs.run([total_loss,
                                           predictions,
                                           optimizer], 
                                          feed_dict=feed_dict
                                         )
    print("train mse = {}".format(epoch_loss))
    feed_dict={X_p: X_test.reshape(-1, n_timesteps, 
                                    n_x_vars), 
               Y_p: Y_test.reshape(-1, n_timesteps, 
                                    n_y_vars)
              }
    test_loss, y_test_pred = tfs.run([total_loss,predictions], 
                                feed_dict=feed_dict)

    print('test mse = {}'.format(test_loss))
    print('test rmse = {}'.format(math.sqrt(test_loss)))

y_train_pred=y_train_pred[0]
y_test_pred=y_test_pred[0]

#invert predictions
y_train_pred = scaler.inverse_transform(y_train_pred)
y_test_pred = scaler.inverse_transform(y_test_pred)

#invert originals
y_train_orig = scaler.inverse_transform(Y_train)
y_test_orig = scaler.inverse_transform(Y_test)

# shift train predictions for plotting
trainPredictPlot = np.empty_like(dataset)
trainPredictPlot[:, :] = np.nan
trainPredictPlot[n_x-1:len(y_train_pred)+n_x-1, :] = y_train_pred
# shift test predictions for plotting
testPredictPlot = np.empty_like(dataset)
testPredictPlot[:, :] = np.nan
testPredictPlot[len(y_train_pred)+(n_x*2)-1:len(dataset)-1, :]=y_test_pred
# plot baseline and predictions
plt.plot(dataset,label='Original Data')
plt.plot(trainPredictPlot,label='y_train_pred')
plt.plot(testPredictPlot,label='y_test_pred')
plt.legend()
plt.xlabel('Timesteps')
plt.ylabel('Total Passengers')
plt.show()


train mse = 0.0019662242848426104
test mse = 0.012980078347027302
test rmse = 0.11393014678752636
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TensorFlow GRU for TimeSeries Data

state_size = 4
n_epochs = 600
n_timesteps = n_x   # number of time steps
n_x_vars = 1  # number of x variables
n_y_vars = 1  # number of y variables
learning_rate = 0.1

tf.reset_default_graph()
X_p = tf.placeholder(tf.float32, [None, n_timesteps, n_x_vars], name='X_p') 
Y_p = tf.placeholder(tf.float32, [None, n_timesteps, n_y_vars], name='Y_p')

# make a list of tensors of length n_x
rnn_inputs = tf.unstack(X_p,axis=1)

cell = tf.nn.rnn_cell.GRUCell(state_size)
rnn_outputs, final_state = tf.nn.static_rnn(cell, rnn_inputs,dtype=tf.float32)

W = tf.get_variable('W', [state_size, n_y_vars])
b = tf.get_variable('b', [n_y_vars], initializer=tf.constant_initializer(0.0))

predictions = [tf.matmul(rnn_output, W) + b for rnn_output in rnn_outputs]

y_as_list = tf.unstack(Y_p, num=n_timesteps, axis=1)

mse = tf.losses.mean_squared_error
losses = [mse(labels=label, predictions=prediction) for 
          prediction, label in zip(predictions, y_as_list)
         ]
total_loss = tf.reduce_mean(losses)
optimizer = tf.train.AdagradOptimizer(learning_rate).minimize(total_loss)

with tf.Session() as tfs:
    tfs.run(tf.global_variables_initializer())
    epoch_loss = 0.0
    for epoch in range(n_epochs):
        feed_dict={X_p: X_train.reshape(-1, 
                               n_timesteps,
                               n_x_vars
                              ),
                   Y_p: Y_train.reshape(-1, 
                               n_timesteps,
                               n_y_vars
                              )
                  }
        epoch_loss,y_train_pred,_ = tfs.run([total_loss,
                                             predictions,
                                             optimizer], 
                                            feed_dict=feed_dict
                                           )
    print("train mse = {}".format(epoch_loss))
    feed_dict={X_p: X_test.reshape(-1, 
                                   n_timesteps,
                                   n_x_vars
                                  ),
               Y_p: Y_test.reshape(-1, 
                                   n_timesteps,
                                   n_y_vars
                                  )
              }
    test_loss, y_test_pred = tfs.run([total_loss,predictions], 
                                feed_dict=feed_dict)

    print('test mse = {}'.format(test_loss))
    print('test rmse = {}'.format(math.sqrt(test_loss)))

y_train_pred=y_train_pred[0]
y_test_pred=y_test_pred[0]

#invert predictions
y_train_pred = scaler.inverse_transform(y_train_pred)
y_test_pred = scaler.inverse_transform(y_test_pred)

#invert originals
y_train_orig = scaler.inverse_transform(Y_train)
y_test_orig = scaler.inverse_transform(Y_test)

# shift train predictions for plotting
trainPredictPlot = np.empty_like(dataset)
trainPredictPlot[:, :] = np.nan
trainPredictPlot[n_x-1:len(y_train_pred)+n_x-1, :] = y_train_pred
# shift test predictions for plotting
testPredictPlot = np.empty_like(dataset)
testPredictPlot[:, :] = np.nan
testPredictPlot[len(y_train_pred)+(n_x*2)-1:len(dataset)-1, :]=y_test_pred
# plot baseline and predictions
plt.plot(dataset,label='Original Data')
plt.plot(trainPredictPlot,label='y_train_pred')
plt.plot(testPredictPlot,label='y_test_pred')
plt.legend()
plt.xlabel('Timesteps')
plt.ylabel('Total Passengers')
plt.show()


train mse = 0.002038003643974662
test mse = 0.015027225948870182
test rmse = 0.12258558621987407
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            7.2 RNN in TensorFlow Keras - TimeSeries Data

import math
import os

import numpy as np
np.random.seed(123)
print("NumPy:{}".format(np.__version__))

import pandas as pd
print("Pandas:{}".format(pd.__version__))

import sklearn as sk
from sklearn import preprocessing as skpp
print("sklearn:{}".format(sk.__version__))

import matplotlib as mpl
import matplotlib.pyplot as plt
mpl.rcParams.update({'font.size': 20,
                     'figure.figsize': [15,10] 
                    }
                   )
print("Matplotlib:{}".format(mpl.__version__))

import tensorflow as tf
tf.set_random_seed(123)
print("TensorFlow:{}".format(tf.__version__))

from keras.models import Sequential
from keras.layers import Dense
from keras.layers import LSTM, SimpleRNN, GRU
from keras.losses import mean_squared_error as k_mse
from keras.backend import sqrt as k_sqrt
import keras.backend as K

import keras
print("Keras:{}".format(keras.__version__))


NumPy:1.13.1
Pandas:0.21.0
sklearn:0.19.1
Matplotlib:2.1.0
TensorFlow:1.4.1


Using TensorFlow backend.


Keras:2.0.9

DATASETSLIB_HOME = '../datasetslib'
import sys
if not DATASETSLIB_HOME in sys.path:
    sys.path.append(DATASETSLIB_HOME)
%reload_ext autoreload
%autoreload 2
import datasetslib

from datasetslib import util as dsu
datasetslib.datasets_root = os.path.join(os.path.expanduser('~'),'datasets')


Read and pre-process the dataset

filepath = os.path.join(datasetslib.datasets_root,
                        'ts-data',
                        'international-airline-passengers-cleaned.csv'
                       ) 
dataframe = pd.read_csv(filepath,
                        usecols=[1],
                        header=0)
dataset = dataframe.values
dataset = dataset.astype(np.float32)


# normalize the dataset
scaler = skpp.MinMaxScaler(feature_range=(0, 1))
normalized_dataset = scaler.fit_transform(dataset)


# split into train and test sets
train,test=dsu.train_test_split(normalized_dataset,train_size=0.67)
n_x=1
X_train, Y_train, X_test, Y_test = dsu.mvts_to_xy(train,test,n_x=n_x,n_y=1)


Keras SimpleRNN for TimeSeries Data

tf.reset_default_graph()
keras.backend.clear_session()

# reshape input to be [samples, time steps, features]
X_train = X_train.reshape(X_train.shape[0], X_train.shape[1],1)
X_test = X_test.reshape(X_test.shape[0], X_train.shape[1], 1)


# create and fit the SimpleRNN model
model = Sequential()
model.add(SimpleRNN(units=4, input_shape=(X_train.shape[1], X_train.shape[2])))
model.add(Dense(1))
model.compile(loss='mean_squared_error', optimizer='adam')
model.summary()
model.fit(X_train, Y_train, epochs=20, batch_size=1)


_________________________________________________________________
Layer (type)                 Output Shape              Param #   
=================================================================
simple_rnn_1 (SimpleRNN)     (None, 4)                 24        
_________________________________________________________________
dense_1 (Dense)              (None, 1)                 5         
=================================================================
Total params: 29
Trainable params: 29
Non-trainable params: 0
_________________________________________________________________
Epoch 1/20
95/95 [==============================] - 1s 7ms/step - loss: 0.0161
Epoch 2/20
95/95 [==============================] - 0s 2ms/step - loss: 0.0074
Epoch 3/20
95/95 [==============================] - 0s 3ms/step - loss: 0.0063
Epoch 4/20
95/95 [==============================] - 0s 4ms/step - loss: 0.0051
Epoch 5/20
95/95 [==============================] - 0s 5ms/step - loss: 0.0043
Epoch 6/20
95/95 [==============================] - 0s 5ms/step - loss: 0.0036
Epoch 7/20
95/95 [==============================] - 0s 3ms/step - loss: 0.0031
Epoch 8/20
95/95 [==============================] - 0s 3ms/step - loss: 0.0027
Epoch 9/20
95/95 [==============================] - 0s 3ms/step - loss: 0.0024
Epoch 10/20
95/95 [==============================] - 0s 3ms/step - loss: 0.0023
Epoch 11/20
95/95 [==============================] - 0s 3ms/step - loss: 0.0022
Epoch 12/20
95/95 [==============================] - 0s 3ms/step - loss: 0.0021
Epoch 13/20
95/95 [==============================] - ETA: 0s - loss: 0.001 - 0s 3ms/step - loss: 0.0021
Epoch 14/20
95/95 [==============================] - 0s 3ms/step - loss: 0.0021
Epoch 15/20
95/95 [==============================] - 0s 3ms/step - loss: 0.0020
Epoch 16/20
95/95 [==============================] - 0s 3ms/step - loss: 0.0020
Epoch 17/20
95/95 [==============================] - 0s 3ms/step - loss: 0.0020
Epoch 18/20
95/95 [==============================] - 0s 3ms/step - loss: 0.0020
Epoch 19/20
95/95 [==============================] - 0s 3ms/step - loss: 0.0020
Epoch 20/20
95/95 [==============================] - 0s 3ms/step - loss: 0.0020





<keras.callbacks.History at 0x7fa39c5d5c18>

# make predictions
y_train_pred = model.predict(X_train)
y_test_pred = model.predict(X_test)

# invert predictions
y_train_pred = scaler.inverse_transform(y_train_pred)
y_test_pred = scaler.inverse_transform(y_test_pred)

#invert originals
y_train_orig = scaler.inverse_transform(Y_train)
y_test_orig = scaler.inverse_transform(Y_test)

# calculate root mean squared error
trainScore = k_sqrt(k_mse(y_train_orig[:,0],
                          y_train_pred[:,0])
                   ).eval(session=K.get_session())
print('Train Score: {0:.2f} RMSE'.format(trainScore))
testScore = k_sqrt(k_mse(y_test_orig[:,0],
                         y_test_pred[:,0])
                  ).eval(session=K.get_session())
print('Test Score: {0:.2f} RMSE'.format(testScore))


Train Score: 23.27 RMSE
Test Score: 54.13 RMSE

# shift train predictions for plotting
trainPredictPlot = np.empty_like(normalized_dataset)
trainPredictPlot[:, :] = np.nan
trainPredictPlot[n_x:len(y_train_pred)+n_x, :] = y_train_pred
# shift test predictions for plotting
testPredictPlot = np.empty_like(normalized_dataset)
testPredictPlot[:, :] = np.nan
testPredictPlot[len(y_train_pred)+(n_x*2):len(normalized_dataset),:]=y_test_pred
# plot baseline and predictions
plt.plot(scaler.inverse_transform(normalized_dataset),label='Original Data')
plt.plot(trainPredictPlot,label='y_train_pred')
plt.plot(testPredictPlot,label='y_test_pred')
plt.legend()
plt.xlabel('Timesteps')
plt.ylabel('Total Passengers')
plt.show()


[image: png]

Keras LSTM for TimeSeries Data

tf.reset_default_graph()
keras.backend.clear_session()

# reshape input to be [samples, time steps, features]
X_train = X_train.reshape(X_train.shape[0], X_train.shape[1],1)
X_test = X_test.reshape(X_test.shape[0], X_train.shape[1], 1)

# create and fit the LSTM model
model = Sequential()
model.add(LSTM(units=4, input_shape=(X_train.shape[1], X_train.shape[2])))
model.add(Dense(1))
model.compile(loss='mean_squared_error', optimizer='adam')
model.summary()
model.fit(X_train, Y_train, epochs=20, batch_size=1)

# make predictions
y_train_pred = model.predict(X_train)
y_test_pred = model.predict(X_test)

# invert predictions
y_train_pred = scaler.inverse_transform(y_train_pred)
y_test_pred = scaler.inverse_transform(y_test_pred)

# invert originals
y_train_orig = scaler.inverse_transform(Y_train)
y_test_orig = scaler.inverse_transform(Y_test)

# calculate root mean squared error
trainScore = k_sqrt(k_mse(y_train_orig[:,0],
                          y_train_pred[:,0])
                   ).eval(session=K.get_session())
print('Train Score: {0:.2f} RMSE'.format(trainScore))
testScore = k_sqrt(k_mse(y_test_orig[:,0],
                         y_test_pred[:,0])
                  ).eval(session=K.get_session())
print('Test Score: {0:.2f} RMSE'.format(testScore))

# shift train predictions for plotting
trainPredictPlot = np.empty_like(normalized_dataset)
trainPredictPlot[:, :] = np.nan
trainPredictPlot[n_x:len(y_train_pred)+n_x, :] = y_train_pred

# shift test predictions for plotting
testPredictPlot = np.empty_like(normalized_dataset)
testPredictPlot[:, :] = np.nan
testPredictPlot[len(y_train_pred)+(n_x*2):len(normalized_dataset), :] = y_test_pred

# plot baseline and predictions
plt.plot(scaler.inverse_transform(normalized_dataset),label='Original Data')
plt.plot(trainPredictPlot,label='y_train_pred')
plt.plot(testPredictPlot,label='y_test_pred')
plt.legend()
plt.xlabel('Timesteps')
plt.ylabel('Total Passengers')
plt.show()


_________________________________________________________________
Layer (type)                 Output Shape              Param #   
=================================================================
lstm_1 (LSTM)                (None, 4)                 96        
_________________________________________________________________
dense_1 (Dense)              (None, 1)                 5         
=================================================================
Total params: 101
Trainable params: 101
Non-trainable params: 0
_________________________________________________________________
Epoch 1/20
95/95 [==============================] - 1s 7ms/step - loss: 0.0551
Epoch 2/20
95/95 [==============================] - 1s 8ms/step - loss: 0.0278
Epoch 3/20
95/95 [==============================] - 0s 5ms/step - loss: 0.0205
Epoch 4/20
95/95 [==============================] - 1s 6ms/step - loss: 0.0188
Epoch 5/20
95/95 [==============================] - 1s 5ms/step - loss: 0.0179
Epoch 6/20
95/95 [==============================] - 0s 4ms/step - loss: 0.0168
Epoch 7/20
95/95 [==============================] - 1s 5ms/step - loss: 0.0158
Epoch 8/20
95/95 [==============================] - 1s 6ms/step - loss: 0.0150
Epoch 9/20
95/95 [==============================] - 0s 5ms/step - loss: 0.0139
Epoch 10/20
95/95 [==============================] - 0s 5ms/step - loss: 0.0130 ETA: 0s - loss: 
Epoch 11/20
95/95 [==============================] - 1s 6ms/step - loss: 0.0120
Epoch 12/20
95/95 [==============================] - 0s 4ms/step - loss: 0.0109
Epoch 13/20
95/95 [==============================] - 0s 4ms/step - loss: 0.0100
Epoch 14/20
95/95 [==============================] - 0s 4ms/step - loss: 0.0090
Epoch 15/20
95/95 [==============================] - 0s 4ms/step - loss: 0.0080
Epoch 16/20
95/95 [==============================] - 0s 5ms/step - loss: 0.0071
Epoch 17/20
95/95 [==============================] - 0s 4ms/step - loss: 0.0064
Epoch 18/20
95/95 [==============================] - 0s 5ms/step - loss: 0.0055
Epoch 19/20
95/95 [==============================] - 0s 5ms/step - loss: 0.0048
Epoch 20/20
95/95 [==============================] - 0s 5ms/step - loss: 0.0041
Train Score: 32.21 RMSE
Test Score: 84.67 RMSE

[image: png]

Keras GRU for TimeSeries Data

tf.reset_default_graph()
keras.backend.clear_session()

# reshape input to be [samples, time steps, features]
X_train = X_train.reshape(X_train.shape[0], X_train.shape[1],1)
X_test = X_test.reshape(X_test.shape[0], X_train.shape[1], 1)

# create and fit the GRU Model
model = Sequential()
model.add(GRU(units=4, input_shape=(X_train.shape[1], X_train.shape[2])))
model.add(Dense(1))
model.compile(loss='mean_squared_error', optimizer='adam')
model.summary()
model.fit(X_train, Y_train, epochs=20, batch_size=1)

# make predictions
y_train_pred = model.predict(X_train)
y_test_pred = model.predict(X_test)
# invert predictions
y_train_pred = scaler.inverse_transform(y_train_pred)
y_test_pred = scaler.inverse_transform(y_test_pred)

#invert originals
y_train_orig = scaler.inverse_transform(Y_train)
y_test_orig = scaler.inverse_transform(Y_test)

# calculate root mean squared error
trainScore = k_sqrt(k_mse(y_train_orig[:,0],
                          y_train_pred[:,0])
                   ).eval(session=K.get_session())
print('Train Score: {0:.2f} RMSE'.format(trainScore))
testScore = k_sqrt(k_mse(y_test_orig[:,0],
                         y_test_pred[:,0])
                  ).eval(session=K.get_session())
print('Test Score: {0:.2f} RMSE'.format(testScore))

# shift train predictions for plotting
trainPredictPlot = np.empty_like(normalized_dataset)
trainPredictPlot[:, :] = np.nan
trainPredictPlot[n_x:len(y_train_pred)+n_x, :] = y_train_pred

# shift test predictions for plotting
testPredictPlot = np.empty_like(normalized_dataset)
testPredictPlot[:, :] = np.nan
testPredictPlot[len(y_train_pred)+(n_x*2):len(normalized_dataset), :] = y_test_pred

# plot baseline and predictions
plt.plot(scaler.inverse_transform(normalized_dataset),label='Original Data')
plt.plot(trainPredictPlot,label='y_train_pred')
plt.plot(testPredictPlot,label='y_test_pred')
plt.legend()
plt.xlabel('Timesteps')
plt.ylabel('Total Passengers')
plt.show()


_________________________________________________________________
Layer (type)                 Output Shape              Param #   
=================================================================
gru_1 (GRU)                  (None, 4)                 72        
_________________________________________________________________
dense_1 (Dense)              (None, 1)                 5         
=================================================================
Total params: 77
Trainable params: 77
Non-trainable params: 0
_________________________________________________________________
Epoch 1/20
95/95 [==============================] - 1s 7ms/step - loss: 0.0538
Epoch 2/20
95/95 [==============================] - 0s 5ms/step - loss: 0.0274
Epoch 3/20
95/95 [==============================] - 0s 5ms/step - loss: 0.0198
Epoch 4/20
95/95 [==============================] - 0s 5ms/step - loss: 0.0178
Epoch 5/20
95/95 [==============================] - 0s 4ms/step - loss: 0.0168
Epoch 6/20
95/95 [==============================] - 0s 5ms/step - loss: 0.0159
Epoch 7/20
95/95 [==============================] - 0s 4ms/step - loss: 0.0151
Epoch 8/20
95/95 [==============================] - 0s 4ms/step - loss: 0.0142
Epoch 9/20
95/95 [==============================] - 0s 4ms/step - loss: 0.0135
Epoch 10/20
95/95 [==============================] - 0s 4ms/step - loss: 0.0126
Epoch 11/20
95/95 [==============================] - 0s 4ms/step - loss: 0.0118
Epoch 12/20
95/95 [==============================] - 0s 4ms/step - loss: 0.0110
Epoch 13/20
95/95 [==============================] - 0s 4ms/step - loss: 0.0102
Epoch 14/20
95/95 [==============================] - 0s 5ms/step - loss: 0.0093
Epoch 15/20
95/95 [==============================] - 0s 4ms/step - loss: 0.0083
Epoch 16/20
95/95 [==============================] - 0s 4ms/step - loss: 0.0074
Epoch 17/20
95/95 [==============================] - 0s 4ms/step - loss: 0.0065
Epoch 18/20
95/95 [==============================] - 1s 5ms/step - loss: 0.0056
Epoch 19/20
95/95 [==============================] - 0s 4ms/step - loss: 0.0049
Epoch 20/20
95/95 [==============================] - 0s 4ms/step - loss: 0.0041
Train Score: 31.50 RMSE
Test Score: 92.76 RMSE
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            8.1 Word Vectors and Embeddings in TensorFlow and Keras

import os

import numpy as np
np.random.seed(123)
print("NumPy:{}".format(np.__version__))

import matplotlib as mpl
import matplotlib.pyplot as plt
from matplotlib.pylab import rcParams
rcParams['figure.figsize']=15,10
print("Matplotlib:{}".format(mpl.__version__))

import tensorflow as tf
tf.set_random_seed(123)
print("TensorFlow:{}".format(tf.__version__))


NumPy:1.13.1
Matplotlib:2.1.0
TensorFlow:1.4.1

DATASETSLIB_HOME = os.path.join(os.path.expanduser('~'),'dl-ts','datasetslib')
import sys
if not DATASETSLIB_HOME in sys.path:
    sys.path.append(DATASETSLIB_HOME)
%reload_ext autoreload
%autoreload 2
import datasetslib

from datasetslib import util as dsu
from datasetslib import nputil
datasetslib.datasets_root = os.path.join(os.path.expanduser('~'),'datasets')


Embeddings with PTB Data in TensorFlow

Load and Prepare PTB data

from datasetslib.ptb import PTBSimple
ptb = PTBSimple()
# downloads data, converts words to ids, converts files to a list of ids
ptb.load_data()
print('Train :', ptb.part['train'][0:5])
print('Test: ', ptb.part['test'][0:5])
print('Valid: ', ptb.part['valid'][0:5])
print('Vocabulary Length = ', ptb.vocab_len)


Already exists: /home/armando/datasets/ptb-simple/simple-examples.tgz
Train : [9970 9971 9972 9974 9975]
Test:  [102  14  24  32 752]
Valid:  [1132   93  358    5  329]
Vocabulary Length =  10000

ptb.skip_window = 2
ptb.reset_index()
# in CBOW input is the context word and output is the target word
y_batch, x_batch = ptb.next_batch_cbow()

print('The CBOW pairs : context,target')
for i in range(5 * ptb.skip_window):
    print('(', [ptb.id2word[x_i] for x_i in x_batch[i]],
          ',', y_batch[i], ptb.id2word[y_batch[i]], ')')


The CBOW pairs : context,target
( ['aer', 'banknote', 'calloway', 'centrust'] , 9972 berlitz )
( ['banknote', 'berlitz', 'centrust', 'cluett'] , 9974 calloway )
( ['berlitz', 'calloway', 'cluett', 'fromstein'] , 9975 centrust )
( ['calloway', 'centrust', 'fromstein', 'gitano'] , 9976 cluett )
( ['centrust', 'cluett', 'gitano', 'guterman'] , 9980 fromstein )
( ['cluett', 'fromstein', 'guterman', 'hydro-quebec'] , 9981 gitano )
( ['fromstein', 'gitano', 'hydro-quebec', 'ipo'] , 9982 guterman )
( ['gitano', 'guterman', 'ipo', 'kia'] , 9983 hydro-quebec )
( ['guterman', 'hydro-quebec', 'kia', 'memotec'] , 9984 ipo )
( ['hydro-quebec', 'ipo', 'memotec', 'mlx'] , 9986 kia )

ptb.skip_window = 2
ptb.reset_index()
# in skip-gram input is the target word and output is the context word
x_batch, y_batch = ptb.next_batch_sg()

print('The skip-gram pairs : target,context')
for i in range(5 * ptb.skip_window):
    print('(', x_batch[i], ptb.id2word[x_batch[i]],
          ',', y_batch[i], ptb.id2word[y_batch[i]], ')')


The skip-gram pairs : target,context
( 9972 berlitz , 9970 aer )
( 9972 berlitz , 9971 banknote )
( 9972 berlitz , 9974 calloway )
( 9972 berlitz , 9975 centrust )
( 9974 calloway , 9971 banknote )
( 9974 calloway , 9972 berlitz )
( 9974 calloway , 9975 centrust )
( 9974 calloway , 9976 cluett )
( 9975 centrust , 9972 berlitz )
( 9975 centrust , 9974 calloway )

valid_size = 8
x_valid = np.random.choice(valid_size * 10, valid_size, replace=False)
print('valid: ',x_valid)


valid:  [64 58 59  4 69 53 31 77]

Train the skip-gram model for PTB Data in TensorFlow

batch_size = 128
embedding_size = 128  
n_negative_samples = 64
ptb.skip_window=2


# clear the effects of previous sessions in the Jupyter Notebook
tf.reset_default_graph()


inputs = tf.placeholder(dtype=tf.int32, shape=[batch_size])
outputs = tf.placeholder(dtype=tf.int32, shape=[batch_size,1])
inputs_valid = tf.constant(x_valid, dtype=tf.int32)


# define embeddings matrix with vocab_len rows and embedding_size columns
# each row represents vectore representation or embedding of a word
# in the vocbulary

embed_dist = tf.random_uniform(shape=[ptb.vocab_len, embedding_size],
                               minval=-1.0,
                               maxval=1.0
                               )
embed_matrix = tf.Variable(embed_dist,
                           name='embed_matrix'
                           )
# define the embedding lookup table
# provides the embeddings of the word ids in the input tensor
embed_ltable = tf.nn.embedding_lookup(embed_matrix, inputs)


# define noise-contrastive estimation (NCE) loss layer

nce_dist = tf.truncated_normal(shape=[ptb.vocab_len, embedding_size],
                               stddev=1.0 /
                               tf.sqrt(embedding_size * 1.0)
                               )
nce_w = tf.Variable(nce_dist)
nce_b = tf.Variable(tf.zeros(shape=[ptb.vocab_len]))

loss = tf.reduce_mean(tf.nn.nce_loss(weights=nce_w,
                                     biases=nce_b,
                                     inputs=embed_ltable,
                                     labels=outputs,
                                     num_sampled=n_negative_samples,
                                     num_classes=ptb.vocab_len
                                     )
                      )


# Compute the cosine similarity between validation set samples
# and all embeddings.
norm = tf.sqrt(tf.reduce_sum(tf.square(embed_matrix), 1, 
                             keep_dims=True))
normalized_embeddings = embed_matrix / norm
embed_valid = tf.nn.embedding_lookup(normalized_embeddings, 
                                     inputs_valid)
similarity = tf.matmul(
    embed_valid, normalized_embeddings, transpose_b=True)


n_epochs = 10
learning_rate = 0.9
n_batches = ptb.n_batches_wv()
optimizer = tf.train.GradientDescentOptimizer(learning_rate).minimize(loss)

with tf.Session() as tfs:
    tf.global_variables_initializer().run()
    for epoch in range(n_epochs):
        epoch_loss = 0
        ptb.reset_index()
        for step in range(n_batches):
            x_batch, y_batch = ptb.next_batch_sg()
            y_batch = nputil.to2d(y_batch, unit_axis=1)
            feed_dict = {inputs: x_batch, outputs: y_batch}
            _, batch_loss = tfs.run([optimizer, loss], feed_dict=feed_dict)
            epoch_loss += batch_loss
        epoch_loss = epoch_loss / n_batches
        print('\nAverage loss after epoch ', epoch, ': ', epoch_loss)

        # print closest words to validation set at end of every epoch
        similarity_scores = tfs.run(similarity)
        top_k = 5
        for i in range(valid_size):
            similar_words = (-similarity_scores[i, :]
                             ).argsort()[1:top_k + 1]
            similar_str = 'Similar to {0:}:'.format(
                ptb.id2word[x_valid[i]])
            for k in range(top_k):
                similar_str = '{0:} {1:},'.format(
                    similar_str, ptb.id2word[similar_words[k]])
            print(similar_str)
    final_embeddings = tfs.run(normalized_embeddings)


Average loss after epoch  0 :  114.686313165
Similar to we: japanese, premium, designer, whose, 's,
Similar to been: ', exports, plot, of, week,
Similar to also: country, types, or, ltd., spent,
Similar to of: are, $, own, stiff, u.s.,
Similar to last: satisfy, to, by, purchasing, paid,
Similar to u.s.: had, fact, of, under, before,
Similar to an: <unk>, country, members, stock, so,
Similar to trading: see, around, came, seeking, $,

Average loss after epoch  1 :  48.5942172454
Similar to we: details, japanese, designer, whose, premium,
Similar to been: ', exports, week, plot, english,
Similar to also: types, country, squeezed, ltd., spent,
Similar to of: are, stiff, $, utilities, effectively,
Similar to last: portugal, americans, satisfy, fans, one,
Similar to u.s.: had, fact, sooner, under, before,
Similar to an: <unk>, members, consider, country, billions,
Similar to trading: came, see, around, receiving, seeking,

Average loss after epoch  2 :  28.3028867856
Similar to we: details, japanese, whose, designer, premium,
Similar to been: plot, exports, week, ', accumulated,
Similar to also: types, squeezed, country, ltd., recorded,
Similar to of: stiff, are, utilities, $, effectively,
Similar to last: portugal, americans, fans, satisfy, faces,
Similar to u.s.: sooner, fact, had, under, fixed-rate,
Similar to an: consider, members, <unk>, billions, news,
Similar to trading: receiving, came, see, around, seeking,

Average loss after epoch  3 :  19.2299379783
Similar to we: details, whose, premium, designer, competition,
Similar to been: plot, exports, week, ', accumulated,
Similar to also: squeezed, types, country, ltd., recorded,
Similar to of: stiff, are, utilities, months, effectively,
Similar to last: portugal, americans, fans, faces, satisfy,
Similar to u.s.: sooner, fact, had, slowing, under,
Similar to an: consider, <unk>, members, gives, billions,
Similar to trading: receiving, came, see, around, we,

Average loss after epoch  4 :  13.9751931398
Similar to we: details, whose, premium, japanese, competition,
Similar to been: plot, exports, week, ', accumulated,
Similar to also: squeezed, types, country, ltd., recorded,
Similar to of: stiff, utilities, less, are, effectively,
Similar to last: portugal, fans, americans, faces, conduct,
Similar to u.s.: sooner, fact, had, fixed-rate, slowing,
Similar to an: consider, <unk>, members, gives, billions,
Similar to trading: receiving, came, see, around, seeking,

Average loss after epoch  5 :  11.1852364234
Similar to we: details, whose, premium, designer, competition,
Similar to been: plot, exports, week, ', accumulated,
Similar to also: squeezed, types, country, recorded, ltd.,
Similar to of: stiff, utilities, less, are, cutbacks,
Similar to last: portugal, fans, americans, faces, take,
Similar to u.s.: sooner, fact, had, fixed-rate, slowing,
Similar to an: consider, <unk>, members, gives, billions,
Similar to trading: receiving, came, around, see, seeking,

Average loss after epoch  6 :  8.20086761621
Similar to we: details, whose, premium, competition, designer,
Similar to been: plot, exports, week, accumulated, ',
Similar to also: squeezed, types, country, recorded, knowing,
Similar to of: stiff, utilities, less, effectively, cutbacks,
Similar to last: portugal, fans, faces, americans, take,
Similar to u.s.: fact, sooner, had, fixed-rate, slowing,
Similar to an: <unk>, consider, members, gives, billions,
Similar to trading: receiving, came, around, see, seeking,

Average loss after epoch  7 :  7.39699991544
Similar to we: details, whose, premium, designer, competition,
Similar to been: plot, exports, week, ', accumulated,
Similar to also: squeezed, types, country, knowing, recorded,
Similar to of: stiff, less, utilities, effectively, cutbacks,
Similar to last: portugal, fans, faces, americans, take,
Similar to u.s.: fact, sooner, had, fixed-rate, slowing,
Similar to an: <unk>, consider, gives, members, billions,
Similar to trading: receiving, came, around, see, settled,

Average loss after epoch  8 :  6.29247701856
Similar to we: details, whose, premium, competition, designer,
Similar to been: plot, exports, week, e., accumulated,
Similar to also: squeezed, types, country, recorded, knowing,
Similar to of: stiff, utilities, less, effectively, cutbacks,
Similar to last: portugal, fans, faces, take, americans,
Similar to u.s.: fact, sooner, had, fixed-rate, slowing,
Similar to an: consider, <unk>, gives, members, f.,
Similar to trading: receiving, came, around, see, separate,

Average loss after epoch  9 :  5.51221719766
Similar to we: details, whose, premium, disclosed, competition,
Similar to been: plot, accumulated, e., exports, week,
Similar to also: squeezed, recorded, types, country, knowing,
Similar to of: stiff, less, utilities, effectively, cutbacks,
Similar to last: portugal, fans, faces, take, americans,
Similar to u.s.: fact, sooner, had, fixed-rate, slowing,
Similar to an: consider, gives, members, f., billions,
Similar to trading: receiving, came, around, see, separate,

n_epochs = 5000
learning_rate = 0.9

n_batches = ptb.n_batches_wv()

optimizer = tf.train.GradientDescentOptimizer(learning_rate).minimize(loss)

with tf.Session() as tfs:
    tfs.run(tf.global_variables_initializer())
    epoch_loss = 0
    for epoch in range(n_epochs):
        epoch_loss = 0
        ptb.reset_index()
        for step in range(n_batches):
            x_batch, y_batch = ptb.next_batch_sg()
            y_batch = nputil.to2d(y_batch, unit_axis=1)
            feed_dict = {inputs: x_batch, outputs: y_batch}
            _, batch_loss = tfs.run([optimizer, loss], feed_dict=feed_dict)
            epoch_loss += batch_loss
        epoch_loss = epoch_loss / n_batches
        if epoch + 1 % 1000 == 0:
            print('epoch done: ', epoch)
    print('\nAverage loss after epoch ', epoch, ': ', epoch_loss)

    # print closest words to validation set at end of training

    similarity_scores = tfs.run(similarity)
    top_k = 5
    for i in range(valid_size):
        similar_words = (-similarity_scores[i, :]).argsort()[1:top_k + 1]
        similar_str = 'Similar to {0:}:'.format(ptb.id2word[x_valid[i]])
        for k in range(top_k):
            similar_str = '{0:} {1:},'.format(
                similar_str, ptb.id2word[similar_words[k]])
        print(similar_str)

    final_embeddings = tfs.run(normalized_embeddings)


Average loss after epoch  4999 :  2.76887808091
Similar to we: champagne, permanent, she, over-the-counter, weeks,
Similar to been: precedent, deemed, visit, duty-free, conference,
Similar to also: attention, introduce, argue, index, extremely,
Similar to of: providing, grace, instruments, N, t.,
Similar to last: donoghue, agreed, march, swing, chief,
Similar to u.s.: automobile, fannie, soul, success, classified,
Similar to an: authority, outlawed, donaldson, stepping, eligible,
Similar to trading: money, boston, plus, uses, N,

def plot_with_labels(low_dim_embs, labels):
    assert low_dim_embs.shape[0] >= len(
        labels), 'More labels than embeddings'
    plt.figure(figsize=(18, 18))  # in inches
    for i, label in enumerate(labels):
        x, y = low_dim_embs[i, :]
        plt.scatter(x, y)
        plt.annotate(label,
                     xy=(x, y),
                     xytext=(5, 2),
                     textcoords='offset points',
                     ha='right',
                     va='bottom')
    plt.show()


from sklearn.manifold import TSNE
import matplotlib.pyplot as plt

tsne = TSNE(perplexity=30, n_components=2,
            init='pca', n_iter=5000, method='exact')
n_embeddings = 500
low_dim_embeddings = tsne.fit_transform(final_embeddings[:n_embeddings, :])
labels = [ptb.id2word[i] for i in range(n_embeddings)]

plot_with_labels(low_dim_embeddings, labels)


[image: png]

Embeddings with Text8 data in TensorFlow

from datasetslib.text8 import Text8
text8 = Text8()
# downloads data, converts words to ids, converts files to a list of ids
text8.load_data()
print('Train:', text8.part['train'][0:5])
# print(text8.part['test'][0:5])
# print(text8.part['valid'][0:5])
print('Vocabulary Length = ', text8.vocab_len)


Already exists: /home/armando/datasets/text8/text8.zip
Train: [5233 3083   11    5  194]
Vocabulary Length =  253854

text8.skip_window = 2
text8.reset_index()
# in CBOW input is the context word and output is the target word
y_batch, x_batch = text8.next_batch_cbow()

print('The CBOW pairs : context,target')
for i in range(5 * text8.skip_window):
    print('(', [text8.id2word[x_i] for x_i in x_batch[i]],
          ',', y_batch[i], text8.id2word[y_batch[i]], ')')


The CBOW pairs : context,target
( ['anarchism', 'originated', 'a', 'term'] , 11 as )
( ['originated', 'as', 'term', 'of'] , 5 a )
( ['as', 'a', 'of', 'abuse'] , 194 term )
( ['a', 'term', 'abuse', 'first'] , 1 of )
( ['term', 'of', 'first', 'used'] , 3133 abuse )
( ['of', 'abuse', 'used', 'against'] , 45 first )
( ['abuse', 'first', 'against', 'early'] , 58 used )
( ['first', 'used', 'early', 'working'] , 155 against )
( ['used', 'against', 'working', 'class'] , 127 early )
( ['against', 'early', 'class', 'radicals'] , 741 working )

text8.skip_window = 2
text8.reset_index()
# in skip-gram input is the target word and output is the context word
x_batch, y_batch = text8.next_batch_sg()

print('The skip-gram pairs : target,context')
for i in range(5 * text8.skip_window):
    print('(', x_batch[i], text8.id2word[x_batch[i]],
          ',', y_batch[i], text8.id2word[y_batch[i]], ')')


The skip-gram pairs : target,context
( 11 as , 5233 anarchism )
( 11 as , 3083 originated )
( 11 as , 5 a )
( 11 as , 194 term )
( 5 a , 3083 originated )
( 5 a , 11 as )
( 5 a , 194 term )
( 5 a , 1 of )
( 194 term , 11 as )
( 194 term , 5 a )

valid_size = 8
x_valid = np.random.choice(valid_size * 10, valid_size, replace=False)
print('valid: ',x_valid)


valid:  [20 49 77  5 19  7 10 75]

batch_size = 128
embedding_size = 128  
n_negative_samples = 64
text8.skip_window=2


# clear the effects of previous sessions in the Jupyter Notebook
tf.reset_default_graph()


inputs = tf.placeholder(dtype=tf.int32, shape=[batch_size])
outputs = tf.placeholder(dtype=tf.int32, shape=[batch_size,1])
inputs_valid = tf.constant(x_valid, dtype=tf.int32)


# define embeddings matrix with vocab_len rows and embedding_size columns
# each row represents vectore representation or embedding of a word in the vocbulary

embed_matrix = tf.Variable(tf.random_uniform(shape=[text8.vocab_len, embedding_size], 
                                           minval = -1.0, 
                                           maxval = 1.0
                                          ),
                           name='embed_matrix'
                        )

# define the embedding lookup table
# provides the embeddings of the word ids in the input tensor
embed_ltable = tf.nn.embedding_lookup(embed_matrix, inputs)


# define noise-contrastive estimation (NCE) loss function

nce_w = tf.Variable(tf.truncated_normal(shape=[text8.vocab_len, embedding_size],
                                        stddev=1.0 / tf.sqrt(embedding_size*1.0)
                                       )
                   )
nce_b = tf.Variable(tf.zeros(shape=[text8.vocab_len]))

loss = tf.reduce_mean(tf.nn.nce_loss(weights=nce_w,
                                     biases=nce_b,
                                     inputs=embed_ltable,
                                     labels=outputs,
                                     num_sampled=n_negative_samples,
                                     num_classes=text8.vocab_len
                                    )
                     )


# Compute the cosine similarity between minibatch examples and all embeddings.
norm = tf.sqrt(tf.reduce_sum(tf.square(embed_matrix), 1, keep_dims=True))
normalized_embeddings = embed_matrix / norm
valid_embeddings = tf.nn.embedding_lookup(normalized_embeddings, inputs_valid)
similarity = tf.matmul(valid_embeddings, normalized_embeddings, transpose_b=True)


n_epochs = 50
learning_rate = 0.9
text8.reset_index()
n_batches = text8.n_batches_wv()

optimizer = tf.train.GradientDescentOptimizer(learning_rate).minimize(loss)

with tf.Session() as tfs:
    tf.global_variables_initializer().run()

    for epoch in range(n_epochs):
        epoch_loss = 0
        for step in range(n_batches):
            x_batch, y_batch = text8.next_batch_sg()
            y_batch = nputil.to2d(y_batch,unit_axis=1)
            feed_dict = {inputs: x_batch, outputs: y_batch}

            _, batch_loss = tfs.run([optimizer, loss], feed_dict=feed_dict)
            epoch_loss += batch_loss
        epoch_loss = epoch_loss / n_batches 

        print('\nAverage loss after epoch ', epoch, ': ', epoch_loss)

        # validating at end of every epoch


        similarity_scores = tfs.run(similarity)
        for i in range(valid_size):
            top_k = 5
            similar_words = (-similarity_scores[i, :]).argsort()[1:top_k + 1]
            similar_str = 'Similar to {0:}:'.format(text8.id2word[x_valid[i]])
            for k in range(top_k):
                similar_str = '{0:} {1:},'.format(similar_str, text8.id2word[similar_words[k]])
            print(similar_str)

    final_embeddings = tfs.run(normalized_embeddings)


Average loss after epoch  0 :  135.827208625
Similar to four: tissue, lechuguilla, straw, celsius, victoriae,
Similar to all: autistic, males, africa, gland, limited,
Similar to between: taxes, mormon, library, vivipara, declines,
Similar to a: the, carnival, of, lechuguilla, with,
Similar to that: leakey, basis, vivipara, but, staple,
Similar to zero: anna, launch, gland, two, one,
Similar to is: leadership, territories, parietal, taxes, and,
Similar to no: tissue, dagny, administration, ships, mirabilis,

Average loss after epoch  1 :  70.5671460077
Similar to four: one, zero, gb, eight, two,
Similar to all: gb, the, and, stronger, rotate,
Similar to between: two, devised, taxes, papyrus, newsgroup,
Similar to a: and, the, fam, gb, tissue,
Similar to that: leakey, but, altenberg, aesthetics, yum,
Similar to zero: one, altenberg, fam, phi, nine,
Similar to is: psi, hinder, territories, was, are,
Similar to no: altenberg, rotate, tissue, administration, ships,

Average loss after epoch  2 :  49.098458856
Similar to four: six, zero, three, five, one,
Similar to all: ameriko, hbox, gb, rotate, and,
Similar to between: levites, two, devised, abbates, ameriko,
Similar to a: the, ameriko, and, an, fam,
Similar to that: but, and, in, ameriko, vivipara,
Similar to zero: nine, eight, five, six, four,
Similar to is: was, are, psi, in, as,
Similar to no: altenberg, rotate, ameriko, abbates, sunda,

Average loss after epoch  3 :  36.9831544679
Similar to four: six, five, three, eight, dasyprocta,
Similar to all: operatorname, ameriko, gb, hbox, albuquerque,
Similar to between: and, in, operatorname, two, schmidt,
Similar to a: the, operatorname, his, and, or,
Similar to that: operatorname, with, but, and, it,
Similar to zero: two, three, five, four, nine,
Similar to is: was, are, as, with, dasyprocta,
Similar to no: operatorname, ameriko, altenberg, rotate, fam,

Average loss after epoch  4 :  28.6164453956
Similar to four: five, three, six, eight, two,
Similar to all: operatorname, ameriko, gb, lawsuits, many,
Similar to between: and, operatorname, schmidt, as, devised,
Similar to a: the, an, this, operatorname, or,
Similar to that: but, operatorname, it, which, this,
Similar to zero: eight, two, five, six, four,
Similar to is: was, are, operatorname, dasyprocta, as,
Similar to no: it, operatorname, ameriko, altenberg, rotate,

Average loss after epoch  5 :  22.323799798
Similar to four: six, three, five, two, eight,
Similar to all: the, operatorname, many, gb, three,
Similar to between: operatorname, in, schmidt, dasyprocta, with,
Similar to a: the, this, operatorname, an, or,
Similar to that: but, which, operatorname, with, it,
Similar to zero: three, eight, six, two, four,
Similar to is: was, are, operatorname, dasyprocta, as,
Similar to no: it, operatorname, ameriko, fam, altenberg,

Average loss after epoch  6 :  19.935355602
Similar to four: six, three, seven, five, two,
Similar to all: many, operatorname, trinomial, reuptake, cossa,
Similar to between: with, operatorname, schmidt, dasyprocta, in,
Similar to a: this, or, the, operatorname, an,
Similar to that: but, which, it, this, operatorname,
Similar to zero: eight, three, four, six, seven,
Similar to is: was, are, operatorname, dasyprocta, or,
Similar to no: it, a, operatorname, ameriko, but,

Average loss after epoch  7 :  16.9881831751
Similar to four: six, five, seven, two, three,
Similar to all: many, operatorname, trinomial, and, some,
Similar to between: with, in, eight, to, operatorname,
Similar to a: the, or, operatorname, this, an,
Similar to that: which, but, it, this, operatorname,
Similar to zero: eight, nine, five, dasyprocta, seven,
Similar to is: was, are, has, with, or,
Similar to no: it, a, this, operatorname, ameriko,

Average loss after epoch  8 :  14.2592270215
Similar to four: five, six, seven, eight, two,
Similar to all: albury, many, operatorname, some, trinomial,
Similar to between: with, in, albury, of, aveiro,
Similar to a: the, an, this, or, operatorname,
Similar to that: which, but, it, this, warshot,
Similar to zero: two, four, five, six, eight,
Similar to is: was, are, albury, operatorname, has,
Similar to no: it, this, but, albury, operatorname,

Average loss after epoch  9 :  13.0068666787
Similar to four: three, five, seven, six, eight,
Similar to all: many, albury, some, operatorname, trinomial,
Similar to between: with, recitative, in, albury, aveiro,
Similar to a: the, an, or, this, recitative,
Similar to that: which, but, this, and, it,
Similar to zero: five, four, eight, three, two,
Similar to is: was, are, has, operatorname, or,
Similar to no: this, kvac, it, but, albury,

Average loss after epoch  10 :  11.6051746191
Similar to four: three, five, six, seven, eight,
Similar to all: many, albury, some, operatorname, trinomial,
Similar to between: with, in, recitative, albury, to,
Similar to a: the, or, an, this, operatorname,
Similar to that: which, but, this, and, it,
Similar to zero: five, three, four, eight, two,
Similar to is: was, are, has, or, operatorname,
Similar to no: this, kvac, which, it, albury,

Average loss after epoch  11 :  10.6097498472
Similar to four: six, seven, three, five, eight,
Similar to all: many, some, albury, operatorname, trinomial,
Similar to between: with, in, recitative, and, albury,
Similar to a: the, an, or, this, operatorname,
Similar to that: which, but, this, it, however,
Similar to zero: six, eight, four, seven, five,
Similar to is: was, are, or, has, operatorname,
Similar to no: which, this, it, kvac, maritimequest,

Average loss after epoch  12 :  9.44573991087
Similar to four: six, three, two, five, seven,
Similar to all: many, some, albury, thibetanus, operatorname,
Similar to between: with, in, two, four, recitative,
Similar to a: an, the, this, operatorname, or,
Similar to that: which, this, but, it, however,
Similar to zero: eight, four, seven, five, six,
Similar to is: was, are, has, thibetanus, operatorname,
Similar to no: this, which, it, kvac, a,

Average loss after epoch  13 :  9.40504371293
Similar to four: six, five, three, seven, eight,
Similar to all: many, some, albury, these, thibetanus,
Similar to between: with, in, from, recitative, mastitis,
Similar to a: the, an, this, operatorname, recitative,
Similar to that: which, this, but, it, however,
Similar to zero: six, five, four, eight, three,
Similar to is: was, are, mastitis, has, operatorname,
Similar to no: this, kvac, which, it, any,

Average loss after epoch  14 :  8.97865626016
Similar to four: five, six, three, seven, eight,
Similar to all: many, some, these, albury, thibetanus,
Similar to between: with, in, recitative, mastitis, michelob,
Similar to a: the, an, this, operatorname, which,
Similar to that: which, but, this, michelob, when,
Similar to zero: six, five, three, four, seven,
Similar to is: was, are, has, mastitis, maritimequest,
Similar to no: this, which, it, a, kvac,

Average loss after epoch  15 :  8.14338739071
Similar to four: five, three, six, seven, eight,
Similar to all: some, many, these, albury, their,
Similar to between: with, in, from, recitative, mastitis,
Similar to a: the, an, operatorname, any, this,
Similar to that: which, but, this, michelob, however,
Similar to zero: five, six, seven, three, eight,
Similar to is: was, are, maritimequest, mastitis, operatorname,
Similar to no: this, which, any, it, kvac,

Average loss after epoch  16 :  8.31117789762
Similar to four: three, five, seven, six, eight,
Similar to all: some, many, these, albury, mitral,
Similar to between: with, in, mastitis, recitative, michelob,
Similar to a: the, an, this, or, any,
Similar to that: which, this, but, however, michelob,
Similar to zero: five, six, seven, eight, four,
Similar to is: was, are, has, operatorname, mastitis,
Similar to no: this, which, it, kvac, any,

Average loss after epoch  17 :  8.15239058717
Similar to four: six, five, three, seven, eight,
Similar to all: some, many, these, albury, both,
Similar to between: with, in, three, four, mastitis,
Similar to a: the, or, this, operatorname, which,
Similar to that: which, but, however, this, michelob,
Similar to zero: five, eight, four, six, seven,
Similar to is: was, are, has, mastitis, but,
Similar to no: this, which, kvac, a, any,

Average loss after epoch  18 :  7.46144762159
Similar to four: five, six, three, seven, eight,
Similar to all: some, many, both, these, albury,
Similar to between: with, in, from, michelob, three,
Similar to a: this, the, mastitis, an, recitative,
Similar to that: which, however, michelob, this, but,
Similar to zero: four, five, eight, six, seven,
Similar to is: was, are, has, mastitis, maritimequest,
Similar to no: this, which, any, only, kvac,

Average loss after epoch  19 :  8.29667459147
Similar to four: three, five, six, seven, two,
Similar to all: some, many, these, both, busan,
Similar to between: with, in, michelob, of, albury,
Similar to a: the, busan, or, escuela, this,
Similar to that: which, however, this, although, but,
Similar to zero: four, five, three, seven, six,
Similar to is: was, are, busan, mastitis, has,
Similar to no: this, which, any, it, only,

Average loss after epoch  20 :  7.73702917487
Similar to four: six, three, five, seven, eight,
Similar to all: some, many, both, these, busan,
Similar to between: with, in, from, five, michelob,
Similar to a: the, any, or, busan, this,
Similar to that: which, however, this, although, but,
Similar to zero: five, six, four, three, seven,
Similar to is: was, are, busan, has, but,
Similar to no: this, any, which, only, busan,

Average loss after epoch  21 :  7.53014415689
Similar to four: five, six, three, seven, eight,
Similar to all: some, many, both, these, busan,
Similar to between: with, from, in, michelob, against,
Similar to a: the, busan, any, this, operatorname,
Similar to that: which, however, this, although, michelob,
Similar to zero: four, six, three, five, eight,
Similar to is: was, are, busan, mastitis, operatorname,
Similar to no: this, which, any, only, a,

Average loss after epoch  22 :  7.39766837545
Similar to four: three, five, six, seven, zero,
Similar to all: some, many, both, these, busan,
Similar to between: with, in, from, michelob, against,
Similar to a: the, any, another, busan, this,
Similar to that: which, however, this, although, michelob,
Similar to zero: six, five, seven, four, eight,
Similar to is: was, are, busan, has, operatorname,
Similar to no: this, any, which, only, a,

Average loss after epoch  23 :  7.17782713765
Similar to four: six, three, five, seven, eight,
Similar to all: some, many, both, these, busan,
Similar to between: with, in, from, against, including,
Similar to a: the, any, busan, another, operatorname,
Similar to that: which, however, this, michelob, although,
Similar to zero: five, six, seven, three, four,
Similar to is: was, are, busan, has, operatorname,
Similar to no: this, which, any, only, busan,

Average loss after epoch  24 :  6.96806346772
Similar to four: five, three, six, seven, eight,
Similar to all: some, many, both, these, busan,
Similar to between: with, in, within, against, including,
Similar to a: the, any, busan, this, another,
Similar to that: which, however, although, this, but,
Similar to zero: five, seven, nine, three, eight,
Similar to is: was, are, has, mastitis, busan,
Similar to no: any, this, which, only, it,

Average loss after epoch  25 :  7.20916362865
Similar to four: five, three, six, seven, eight,
Similar to all: some, many, both, these, busan,
Similar to between: with, in, within, against, including,
Similar to a: the, any, another, busan, this,
Similar to that: which, however, although, this, but,
Similar to zero: five, eight, six, seven, three,
Similar to is: was, are, busan, has, operatorname,
Similar to no: this, any, only, which, however,

Average loss after epoch  26 :  6.98028469729
Similar to four: six, five, three, seven, eight,
Similar to all: some, many, both, these, several,
Similar to between: in, with, within, against, through,
Similar to a: the, any, another, busan, escuela,
Similar to that: which, however, this, michelob, but,
Similar to zero: five, two, four, six, busan,
Similar to is: was, are, busan, goldfinches, mastitis,
Similar to no: this, any, only, which, however,

Average loss after epoch  27 :  7.1013309475
Similar to four: five, six, three, seven, eight,
Similar to all: some, many, both, these, several,
Similar to between: with, within, in, from, against,
Similar to a: the, another, any, busan, michelob,
Similar to that: which, however, but, michelob, although,
Similar to zero: five, eight, six, seven, four,
Similar to is: was, are, has, busan, mastitis,
Similar to no: any, this, which, only, some,

Average loss after epoch  28 :  6.56530070452
Similar to four: five, six, three, seven, eight,
Similar to all: many, some, both, these, several,
Similar to between: with, within, in, against, both,
Similar to a: the, busan, another, any, operatorname,
Similar to that: which, however, although, but, this,
Similar to zero: five, busan, eight, four, seven,
Similar to is: was, are, busan, has, maritimequest,
Similar to no: any, this, only, however, capitols,

Average loss after epoch  29 :  6.91030734633
Similar to four: five, three, six, seven, eight,
Similar to all: many, some, both, these, busan,
Similar to between: with, within, both, against, through,
Similar to a: the, another, any, busan, escuela,
Similar to that: which, however, this, although, but,
Similar to zero: five, seven, four, eight, six,
Similar to is: was, are, has, busan, mastitis,
Similar to no: any, this, however, only, busan,

Average loss after epoch  30 :  6.98123962616
Similar to four: five, three, seven, six, eight,
Similar to all: many, some, these, both, several,
Similar to between: with, within, both, through, including,
Similar to a: another, the, any, busan, operatorname,
Similar to that: which, however, although, michelob, but,
Similar to zero: five, six, three, four, seven,
Similar to is: was, are, busan, has, mastitis,
Similar to no: any, this, however, only, which,

Average loss after epoch  31 :  7.09604787013
Similar to four: five, three, six, seven, eight,
Similar to all: many, some, both, these, several,
Similar to between: with, within, in, against, both,
Similar to a: the, another, any, busan, this,
Similar to that: which, however, this, although, michelob,
Similar to zero: five, eight, six, seven, four,
Similar to is: was, are, busan, has, mastitis,
Similar to no: any, this, however, only, a,

Average loss after epoch  32 :  7.10583426788
Similar to four: three, five, six, seven, eight,
Similar to all: many, some, both, these, several,
Similar to between: with, in, within, both, against,
Similar to a: another, the, any, busan, this,
Similar to that: which, however, although, while, but,
Similar to zero: eight, five, seven, six, busan,
Similar to is: was, are, has, busan, mastitis,
Similar to no: any, flageolet, this, however, only,

Average loss after epoch  33 :  6.64034354781
Similar to four: three, five, six, seven, eight,
Similar to all: many, some, both, these, several,
Similar to between: with, within, both, through, in,
Similar to a: the, another, any, busan, flageolet,
Similar to that: which, however, although, when, this,
Similar to zero: seven, five, eight, six, four,
Similar to is: was, are, has, busan, flageolet,
Similar to no: any, however, only, this, a,

Average loss after epoch  34 :  6.56126955526
Similar to four: six, five, three, seven, two,
Similar to all: many, some, both, these, several,
Similar to between: with, both, within, in, through,
Similar to a: the, another, any, busan, flageolet,
Similar to that: which, however, but, michelob, although,
Similar to zero: five, six, nine, eight, busan,
Similar to is: was, are, has, busan, mastitis,
Similar to no: any, a, only, however, another,

Average loss after epoch  35 :  7.92612275317
Similar to four: five, three, six, seven, eight,
Similar to all: many, some, both, these, several,
Similar to between: with, within, through, both, in,
Similar to a: the, another, any, busan, flageolet,
Similar to that: which, however, but, although, when,
Similar to zero: six, five, eight, two, four,
Similar to is: was, has, are, flageolet, busan,
Similar to no: any, only, flageolet, another, busan,

Average loss after epoch  36 :  6.45455038394
Similar to four: three, five, six, seven, two,
Similar to all: some, many, both, these, several,
Similar to between: with, within, through, in, both,
Similar to a: another, any, the, busan, delphinus,
Similar to that: which, however, but, although, this,
Similar to zero: eight, five, two, three, seven,
Similar to is: was, are, has, busan, flageolet,
Similar to no: any, only, flageolet, another, this,

Average loss after epoch  37 :  6.14241628294
Similar to four: five, three, six, seven, eight,
Similar to all: many, some, both, these, several,
Similar to between: with, through, in, within, including,
Similar to a: another, any, the, busan, flageolet,
Similar to that: which, however, although, this, when,
Similar to zero: busan, five, operatorname, seven, eight,
Similar to is: was, are, has, became, being,
Similar to no: any, only, however, another, flageolet,

Average loss after epoch  38 :  6.53143913077
Similar to four: five, six, three, seven, eight,
Similar to all: many, some, both, these, several,
Similar to between: with, through, within, in, against,
Similar to a: the, another, any, flageolet, busan,
Similar to that: which, however, although, this, when,
Similar to zero: six, five, seven, eight, nine,
Similar to is: was, are, being, flageolet, busan,
Similar to no: any, only, however, flageolet, this,

Average loss after epoch  39 :  6.49590713705
Similar to four: six, three, five, seven, eight,
Similar to all: some, many, both, these, several,
Similar to between: with, within, through, in, michelob,
Similar to a: another, the, any, flageolet, busan,
Similar to that: which, however, although, stadtbahn, when,
Similar to zero: five, eight, six, four, seven,
Similar to is: was, are, busan, means, being,
Similar to no: any, only, however, flageolet, this,

Average loss after epoch  40 :  6.63014369181
Similar to four: three, six, five, seven, two,
Similar to all: many, some, both, these, mitral,
Similar to between: with, through, within, in, michelob,
Similar to a: another, the, any, busan, operatorname,
Similar to that: which, however, when, although, stadtbahn,
Similar to zero: six, five, three, nine, seven,
Similar to is: was, are, busan, flageolet, being,
Similar to no: any, only, however, flageolet, another,

Average loss after epoch  41 :  6.07940426993
Similar to four: three, five, six, seven, eight,
Similar to all: many, some, both, these, several,
Similar to between: with, through, within, both, in,
Similar to a: another, the, any, busan, recitative,
Similar to that: which, however, although, stadtbahn, michelob,
Similar to zero: eight, five, seven, six, three,
Similar to is: was, are, flageolet, busan, means,
Similar to no: any, only, however, flageolet, another,

Average loss after epoch  42 :  6.15434198036
Similar to four: three, six, five, seven, eight,
Similar to all: many, some, both, various, these,
Similar to between: with, through, within, both, against,
Similar to a: another, the, any, busan, escuela,
Similar to that: which, however, although, stadtbahn, this,
Similar to zero: five, eight, six, seven, four,
Similar to is: was, are, became, flageolet, busan,
Similar to no: any, however, another, flageolet, only,

Average loss after epoch  43 :  6.21358637983
Similar to four: five, three, six, seven, two,
Similar to all: many, some, both, various, these,
Similar to between: with, within, through, in, against,
Similar to a: another, any, each, busan, the,
Similar to that: which, although, however, stadtbahn, this,
Similar to zero: five, four, seven, six, three,
Similar to is: was, are, busan, flageolet, means,
Similar to no: any, another, however, flageolet, only,

Average loss after epoch  44 :  6.07638619821
Similar to four: three, five, six, seven, eight,
Similar to all: many, some, both, various, these,
Similar to between: with, within, through, in, michelob,
Similar to a: another, the, any, flageolet, busan,
Similar to that: which, however, this, although, when,
Similar to zero: five, seven, three, eight, four,
Similar to is: was, are, has, busan, means,
Similar to no: any, another, flageolet, however, a,

Average loss after epoch  45 :  6.27363892372
Similar to four: six, five, three, seven, eight,
Similar to all: many, some, both, various, these,
Similar to between: with, through, within, in, both,
Similar to a: another, the, busan, any, flageolet,
Similar to that: which, however, stadtbahn, when, although,
Similar to zero: five, six, seven, four, eight,
Similar to is: was, are, flageolet, busan, means,
Similar to no: any, another, however, flageolet, this,

Average loss after epoch  46 :  6.08334335464
Similar to four: six, five, seven, three, eight,
Similar to all: many, some, both, various, these,
Similar to between: with, through, within, in, michelob,
Similar to a: another, the, any, busan, flageolet,
Similar to that: which, however, stadtbahn, although, when,
Similar to zero: five, eight, four, seven, busan,
Similar to is: was, are, means, busan, flageolet,
Similar to no: any, however, another, only, flageolet,

Average loss after epoch  47 :  6.15437479108
Similar to four: six, three, busan, five, seven,
Similar to all: many, some, both, these, various,
Similar to between: with, through, within, in, michelob,
Similar to a: another, any, the, this, busan,
Similar to that: which, however, when, although, but,
Similar to zero: busan, eight, five, seven, dasyprocta,
Similar to is: was, are, busan, means, flageolet,
Similar to no: however, any, only, another, flageolet,

Average loss after epoch  48 :  6.31930629635
Similar to four: six, three, five, seven, eight,
Similar to all: many, some, both, these, various,
Similar to between: with, through, within, around, michelob,
Similar to a: another, the, any, this, busan,
Similar to that: which, however, stadtbahn, although, michelob,
Similar to zero: five, seven, four, eight, three,
Similar to is: was, are, busan, being, flageolet,
Similar to no: any, only, another, however, flageolet,

Average loss after epoch  49 :  5.74088934757
Similar to four: six, five, three, eight, seven,
Similar to all: many, some, both, these, various,
Similar to between: with, within, through, in, around,
Similar to a: another, the, any, busan, delphinus,
Similar to that: which, however, although, but, stadtbahn,
Similar to zero: eight, six, seven, five, four,
Similar to is: was, are, being, busan, became,
Similar to no: any, another, however, flageolet, only,

def plot_with_words(low_dim_embeddings, words):
  assert low_dim_embeddings.shape[0] >= len(words), 'More labels than embeddings'
  plt.figure(figsize=(18, 18))  # in inches
  for i, words in enumerate(words):
    x, y = low_dim_embeddings[i, :]
    plt.scatter(x, y)
    plt.annotate(words,
                 xy=(x, y),
                 xytext=(5, 2),
                 textcoords='offset points',
                 ha='right',
                 va='bottom')
  plt.show()


from sklearn.manifold import TSNE
import matplotlib.pyplot as plt

tsne = TSNE(perplexity=30, n_components=2, init='pca', n_iter=5000, method='exact')
n_embeddings = 300
low_dim_embeddings = tsne.fit_transform(final_embeddings[:n_embeddings, :])
words = [text8.id2word[i] for i in range(n_embeddings)]

plot_with_words(low_dim_embeddings, words)


[image: png]

skip-gram model with Keras

from keras.models import Model
from keras.layers.embeddings import Embedding
from keras.preprocessing import sequence
from keras.layers import Input, Dense, Reshape, Dot, merge
import keras


Using TensorFlow backend.

# reset the jupyter buffers
tf.reset_default_graph()
keras.backend.clear_session()


valid_size = 8
x_valid = np.random.choice(valid_size * 10, valid_size, replace=False)
print('valid: ',x_valid)


valid:  [55 49 64 69 53 23 32 42]

embedding_size = 512  
n_negative_samples = 64
ptb.skip_window=2


sample_table = sequence.make_sampling_table(ptb.vocab_len)
pairs, labels= sequence.skipgrams(ptb.part['train'],
                        ptb.vocab_len,
                        window_size=ptb.skip_window,
                        sampling_table=sample_table)


print('The skip-gram pairs : target,context')
for i in range(5 * ptb.skip_window):
    print(['{} {}'.format(id,ptb.id2word[id]) for id in pairs[i]],':',labels[i])


The skip-gram pairs : target,context
['9307 r', "9 's"] : 1
['253 very', '190 markets'] : 0
['4130 i.', '1365 store'] : 1
['3962 encouraging', '1017 continuing'] : 0
['842 kong', '9728 lancaster'] : 0
['186 revenue', '6398 elements'] : 0
['870 disclosed', "32 n't"] : 1
['9817 scheduling', '1311 backed'] : 0
['5659 enjoyed', '153 industry'] : 1
['9343 reruns', '4351 rebounded'] : 0

x,y=zip(*pairs)
x=np.array(x,dtype=np.int32)
x=nputil.to2d(x,unit_axis=1)
y=np.array(y,dtype=np.int32)
y=nputil.to2d(y,unit_axis=1)
labels=np.array(labels,dtype=np.int32)
labels=nputil.to2d(labels,unit_axis=1)


# build the target word model
target_in = Input(shape=(1,),name='target_in')
target = Embedding(ptb.vocab_len,embedding_size,input_length=1,name='target_em')(target_in)
target = Reshape((embedding_size,1),name='target_re')(target)

# build the context word model
context_in = Input((1,),name='context_in')
context = Embedding(ptb.vocab_len,embedding_size,input_length=1,name='context_em')(context_in)
context = Reshape((embedding_size,1),name='context_re')(context)

# merge the models with the dot product to check for similarity and add sigmoid layer
output = Dot(axes=1,name='output_dot')([target,context])
output = Reshape((1,),name='output_re')(output)
output = Dense(1,activation='sigmoid',name='output_sig')(output)

# create the functional model for finding word vectors
model = Model(inputs=[target_in,context_in],outputs=output)
model.compile(loss='binary_crossentropy', optimizer='adam')

# merge the models and create model to check for cosine similarity
similarity = Dot(axes=0,normalize=True,name='sim_dot')([target,context])
similarity_model = Model(inputs=[target_in,context_in],outputs=similarity)

model.summary()


__________________________________________________________________________________________________
Layer (type)                    Output Shape         Param #     Connected to                     
==================================================================================================
target_in (InputLayer)          (None, 1)            0                                            
__________________________________________________________________________________________________
context_in (InputLayer)         (None, 1)            0                                            
__________________________________________________________________________________________________
target_em (Embedding)           (None, 1, 512)       5120000     target_in[0][0]                  
__________________________________________________________________________________________________
context_em (Embedding)          (None, 1, 512)       5120000     context_in[0][0]                 
__________________________________________________________________________________________________
target_re (Reshape)             (None, 512, 1)       0           target_em[0][0]                  
__________________________________________________________________________________________________
context_re (Reshape)            (None, 512, 1)       0           context_em[0][0]                 
__________________________________________________________________________________________________
output_dot (Dot)                (None, 1, 1)         0           target_re[0][0]                  
                                                                 context_re[0][0]                 
__________________________________________________________________________________________________
output_re (Reshape)             (None, 1)            0           output_dot[0][0]                 
__________________________________________________________________________________________________
output_sig (Dense)              (None, 1)            2           output_re[0][0]                  
==================================================================================================
Total params: 10,240,002
Trainable params: 10,240,002
Non-trainable params: 0
__________________________________________________________________________________________________

# train the model
n_epochs = 5
batch_size = 1024
model.fit([x,y],labels,batch_size=batch_size, epochs=n_epochs)


Epoch 1/5
1096180/1096180 [==============================] - 14s 13us/step - loss: 0.4492
Epoch 2/5
1096180/1096180 [==============================] - 14s 13us/step - loss: 0.2846
Epoch 3/5
1096180/1096180 [==============================] - 14s 13us/step - loss: 0.1079
Epoch 4/5
1096180/1096180 [==============================] - 14s 13us/step - loss: 0.0284
Epoch 5/5
1096180/1096180 [==============================] - 14s 13us/step - loss: 0.0213





<keras.callbacks.History at 0x7fcd8c3d9780>

# print closest words to validation set at end of training
top_k = 5  
y_val = np.arange(ptb.vocab_len, dtype=np.int32)
y_val = nputil.to2d(y_val,unit_axis=1)
for i in range(valid_size):
    x_val = np.full(shape=(ptb.vocab_len,1),fill_value=x_valid[i], dtype=np.int32)
    similarity_scores = similarity_model.predict([x_val,y_val])
    similarity_scores=similarity_scores.flatten()
    similar_words = (-similarity_scores).argsort()[1:top_k + 1]
    similar_str = 'Similar to {0:}:'.format(ptb.id2word[x_valid[i]])
    for k in range(top_k):
        similar_str = '{0:} {1:},'.format(similar_str, ptb.id2word[similar_words[k]])
    print(similar_str)


Similar to than: N, a, $, than, million,
Similar to his: do, did, from, to, of,
Similar to we: not, 're, did, it, n't,
Similar to last: year, month, N, <eos>, a,
Similar to u.s.: to, <eos>, said, as, in,
Similar to mr.: machines, was, said, co., years,
Similar to n't: did, does, wo, comment, would,
Similar to would: be, that, n't, if, should,

word2vec or embeddings visualisation using TensorBoard

# clear the effects of previous sessions in the Jupyter Notebook
tf.reset_default_graph()


from tensorflow.contrib.tensorboard.plugins import projector

batch_size = 128
embedding_size = 128  
n_negative_samples = 64
ptb.skip_window=2

inputs = tf.placeholder(dtype=tf.int32, shape=[batch_size],name='inputs')
outputs = tf.placeholder(dtype=tf.int32, shape=[batch_size,1],name='outputs')
inputs_valid = tf.constant(x_valid, dtype=tf.int32,name='inputs_valid')

# define embeddings matrix with vocab_len rows and embedding_size columns
# each row represents vectore representation or embedding of a word in the vocbulary

embed_matrix = tf.Variable(tf.random_uniform(shape=[ptb.vocab_len, embedding_size], 
                                           minval = -1.0, 
                                           maxval = 1.0
                                          ),
                           name='embed_matrix'
                        )
# define the embedding lookup table
# provides the embeddings of the word ids in the input tensor
embed_ltable = tf.nn.embedding_lookup(embed_matrix, inputs)

# define noise-contrastive estimation (NCE) loss layer

nce_w = tf.Variable(tf.truncated_normal(shape=[ptb.vocab_len, embedding_size],
                                        stddev=1.0 / tf.sqrt(embedding_size*1.0)
                                       ),
                    name='nce_w'
                   )
nce_b = tf.Variable(tf.zeros(shape=[ptb.vocab_len]), name='nce_b')

loss = tf.reduce_mean(tf.nn.nce_loss(weights=nce_w,
                                     biases=nce_b,
                                     inputs=embed_ltable,
                                     labels=outputs,
                                     num_sampled=n_negative_samples,
                                     num_classes=ptb.vocab_len
                                    ),
                      name='nce_loss'
                     )

# Compute the cosine similarity between validation set samples and all embeddings.
norm = tf.sqrt(tf.reduce_sum(tf.square(embed_matrix), 1, keep_dims=True),name='norm')
normalized_embeddings = tf.divide(embed_matrix,norm,name='normalized_embeddings')
embed_valid = tf.nn.embedding_lookup(normalized_embeddings, inputs_valid)
similarity = tf.matmul(embed_valid, normalized_embeddings, transpose_b=True, name='similarity')

n_epochs = 10
learning_rate = 0.9

n_batches = ptb.n_batches_wv()

optimizer = tf.train.GradientDescentOptimizer(learning_rate).minimize(loss)

log_dir = 'tflogs'

# save the vocabulary
vocabfile = 'word2id.tsv'
ptb.save_word2id(os.path.join(log_dir, vocabfile))

# create summary variable
tf.summary.scalar('epoch_loss_scalar',epoch_loss)
tf.summary.histogram('epoch_loss_histogram',epoch_loss)

merged = tf.summary.merge_all()


with tf.Session() as tfs:

    saver = tf.train.Saver()

    # Declare projector config
    config=projector.ProjectorConfig()

    # add embedding variable to the config
    embed_conf1 = config.embeddings.add()
    embed_conf1.tensor_name = embed_matrix.name
    embed_conf1.metadata_path = vocabfile


    file_writer = tf.summary.FileWriter(log_dir,tfs.graph)

    # save embeddings config that TensorBoard will read and visualize
    projector.visualize_embeddings(file_writer,config)



    tf.global_variables_initializer().run()

    for epoch in range(n_epochs):
        epoch_loss = 0
        ptb.reset_index()
        for step in range(n_batches):
            x_batch, y_batch = ptb.next_batch_sg()
            y_batch = nputil.to2d(y_batch,unit_axis=1)
            feed_dict = {inputs: x_batch, outputs: y_batch}
            summary, _, batch_loss = tfs.run([merged, optimizer, loss], feed_dict=feed_dict)
            epoch_loss += batch_loss
            saver.save(tfs, 
                       os.path.join(log_dir, 'model.ckpt'), 
                       global_step = epoch * n_batches + step)
        epoch_loss = epoch_loss / n_batches
        file_writer.add_summary(summary,global_step = epoch * n_batches + step)

        print('\nAverage loss after epoch ', epoch, ': ', epoch_loss)

        # print closest words to validation set at end of every epoch

        similarity_scores = tfs.run(similarity)
        top_k = 5  
        for i in range(valid_size):
            similar_words = (-similarity_scores[i, :]).argsort()[1:top_k + 1]
            similar_str = 'Similar to {0:}:'.format(ptb.id2word[x_valid[i]])
            for k in range(top_k):
                similar_str = '{0:} {1:},'.format(similar_str, ptb.id2word[similar_words[k]])
            print(similar_str)

    final_embeddings = tfs.run(normalized_embeddings)


Average loss after epoch  0 :  113.313765391
Similar to than: a, teams, president, years, here,
Similar to his: six, money, department, types, he,
Similar to we: made, spending, as, major, share,
Similar to last: dodge, into, appeals, to, london,
Similar to u.s.: <unk>, export, said, latest, noted,
Similar to mr.: will, miles, company, page, 's,
Similar to n't: managers, $, preferences, the, new,
Similar to would: york, portfolios, N, montedison, she,

Average loss after epoch  1 :  49.7409719626
Similar to than: teams, declines, president, a, here,
Similar to his: six, money, department, uses, types,
Similar to we: made, spending, major, as, share,
Similar to last: appeals, dodge, into, thing, believe,
Similar to u.s.: latest, export, <unk>, commerce, nonexecutive,
Similar to mr.: will, contractor, miles, spokesman, status,
Similar to n't: managers, preferences, $, investment, cutting,
Similar to would: york, factors, portfolios, city, montedison,

Average loss after epoch  2 :  28.4847692404
Similar to than: declines, teams, here, president, years,
Similar to his: six, money, department, uses, types,
Similar to we: made, spending, major, share, started,
Similar to last: appeals, dodge, into, believe, thing,
Similar to u.s.: latest, export, marks, described, nonexecutive,
Similar to mr.: will, status, contractor, miles, spokesman,
Similar to n't: managers, preferences, managing, cutting, investment,
Similar to would: factors, york, portfolios, concerns, city,

Average loss after epoch  3 :  19.1291707601
Similar to than: declines, teams, here, president, spinoff,
Similar to his: six, money, department, uses, caused,
Similar to we: made, spending, major, november, knowing,
Similar to last: appeals, believe, into, dodge, investor,
Similar to u.s.: latest, marks, export, described, nonexecutive,
Similar to mr.: will, status, contractor, miles, spokesman,
Similar to n't: managers, preferences, managing, cutting, investment,
Similar to would: factors, york, portfolios, concerns, survival,

Average loss after epoch  4 :  13.7645920408
Similar to than: declines, teams, here, president, snapped,
Similar to his: six, money, caused, department, uses,
Similar to we: made, major, spending, november, knowing,
Similar to last: appeals, believe, investor, dodge, into,
Similar to u.s.: marks, latest, export, described, labor,
Similar to mr.: status, will, contractor, miles, spokesman,
Similar to n't: managers, preferences, managing, cutting, stepping,
Similar to would: factors, york, portfolios, survival, concerns,

Average loss after epoch  5 :  10.4424061714
Similar to than: declines, teams, here, president, imbalances,
Similar to his: six, money, caused, department, gradual,
Similar to we: made, major, november, knowing, spending,
Similar to last: appeals, believe, investor, into, dodge,
Similar to u.s.: marks, latest, export, described, labor,
Similar to mr.: status, will, contractor, spokesman, miles,
Similar to n't: preferences, managers, managing, cutting, stepping,
Similar to would: factors, york, portfolios, survival, concerns,

Average loss after epoch  6 :  8.91055996907
Similar to than: declines, teams, here, president, snapped,
Similar to his: six, money, caused, department, gradual,
Similar to we: made, major, november, knowing, started,
Similar to last: appeals, believe, investor, into, thing,
Similar to u.s.: marks, labor, latest, export, described,
Similar to mr.: status, will, contractor, spokesman, engineers,
Similar to n't: preferences, managers, managing, cutting, stepping,
Similar to would: factors, survival, portfolios, york, city,

Average loss after epoch  7 :  6.77055571095
Similar to than: declines, teams, here, president, snapped,
Similar to his: six, caused, money, gradual, department,
Similar to we: made, november, major, knowing, started,
Similar to last: appeals, believe, investor, thing, into,
Similar to u.s.: marks, labor, latest, export, described,
Similar to mr.: status, contractor, will, spokesman, engineers,
Similar to n't: preferences, managers, managing, cutting, monetary,
Similar to would: factors, york, portfolios, survival, city,

Average loss after epoch  8 :  6.54217958068
Similar to than: declines, teams, here, president, snapped,
Similar to his: six, caused, money, gradual, department,
Similar to we: made, november, major, knowing, started,
Similar to last: appeals, believe, investor, thing, into,
Similar to u.s.: marks, labor, latest, described, image,
Similar to mr.: status, contractor, will, spokesman, engineers,
Similar to n't: preferences, managers, managing, monetary, cutting,
Similar to would: factors, portfolios, york, survival, city,

Average loss after epoch  9 :  5.45150865576
Similar to than: declines, teams, here, sharply, snapped,
Similar to his: six, caused, gradual, money, department,
Similar to we: made, november, major, started, knowing,
Similar to last: appeals, believe, investor, thing, into,
Similar to u.s.: marks, labor, latest, commerce, image,
Similar to mr.: status, contractor, spokesman, will, engineers,
Similar to n't: preferences, managers, managing, monetary, stepping,
Similar to would: factors, portfolios, survival, york, guterman,

The word2id and id2word code explained

import collections
counter=collections.Counter(['a','b','a','c','a','c'])
l=lambda x: (-x[1],x[0])
count_pairs=sorted(counter.items(),key=l)
words,_=list(zip(*count_pairs))
print(words)

word2id = dict(zip(words, range(len(words))))
print(word2id)
id2word = dict(zip(word2id.values(), word2id.keys()))
print(id2word)


('a', 'c', 'b')
{'c': 1, 'a': 0, 'b': 2}
{0: 'a', 1: 'c', 2: 'b'}
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            8.2 RNN in TensorFlow for Text Data (NLP)

import os

import numpy as np
np.random.seed(123)
print("NumPy:{}".format(np.__version__))

import tensorflow as tf
tf.set_random_seed(123)
print("TensorFlow:{}".format(tf.__version__))


NumPy:1.13.1
Pandas:0.21.0
Matplotlib:2.1.0
TensorFlow:1.4.1

DATASETSLIB_HOME = os.path.join(os.path.expanduser('~'),'dl-ts','datasetslib')
import sys
if not DATASETSLIB_HOME in sys.path:
    sys.path.append(DATASETSLIB_HOME)
%reload_ext autoreload
%autoreload 2
import datasetslib

from datasetslib import util as dsu
from datasetslib import nputil
datasetslib.datasets_root = os.path.join(os.path.expanduser('~'),'datasets')


Text Generation with Text8 Data in TensorFlow

Load and Prepare Text8 data

from datasetslib.text8 import Text8
text8 = Text8()
text8.load_data(clip_at=5000) # downloads data, converts words to ids, converts files to a list of ids
print('Train:', text8.part['train'][0:5])
print('Vocabulary Length = ',text8.vocab_len)


Already exists: /home/armando/datasets/text8/text8.zip
Train: [  8 497   7   5 116]
Vocabulary Length =  1457

def id2string(ids):
    return ' '.join([text8.id2word[x_i] for x_i in ids])
print(id2string(text8.part['train'][0:100]))


anarchism originated as a term of abuse first used against early working class radicals including the diggers of the english revolution and the sans culottes of the french revolution whilst the term is still used in a pejorative way to describe any act that used violent means to destroy the organization of society it has also been taken up as a positive label by self defined anarchists the word anarchism is derived from the greek without archons ruler chief king anarchism as a political philosophy is the belief that rulers are unnecessary and should be abolished although there are differing

# clear the effects of previous sessions in the Jupyter Notebook
tf.reset_default_graph()


# parameters

batch_size = 128
n_x = 5 # number of input words
n_y = 1 # number of output words
n_x_vars = 1 # in case of our text, there is only 1 variable at each timestep
n_y_vars = text8.vocab_len
state_size = 128
learning_rate = 0.001

x_p = tf.placeholder(tf.float32, [None, n_x, n_x_vars], name='x_p') 
y_p = tf.placeholder(tf.float32, [None, n_y_vars], name='y_p')


# make a list of tensors of length n_x
x_in = tf.unstack(x_p,axis=1,name='x_in')

# can also be done using this: 
# reshape x placeholder to [1, n_timesteps]
# x = tf.reshape(x_p,[-1,n_x])
# generate sequence of inputs, each input is n_timesteps long
# x = tf.split(x,n_x,1,name='x')


cell = tf.nn.rnn_cell.LSTMCell(state_size)
rnn_outputs, final_states = tf.nn.static_rnn(cell, x_in,dtype=tf.float32)


random5 = np.random.choice(n_x * 50, n_x, replace=False)
print('Random 5 words: ',id2string(random5))
first5 = text8.part['train'][0:n_x].copy()
print('First 5 words: ',id2string(first5))


Random 5 words:  free bolshevik be n another
First 5 words:  anarchism originated as a term

# pick the last output only

# output node parameters
w = tf.get_variable('w', [state_size, n_y_vars], initializer= tf.random_normal_initializer)
b = tf.get_variable('b', [n_y_vars], initializer=tf.constant_initializer(0.0))

y_out = tf.matmul(rnn_outputs[-1], w) + b


loss = tf.reduce_mean(tf.nn.softmax_cross_entropy_with_logits(logits=y_out, labels=y_p))
optimizer = tf.train.AdamOptimizer(learning_rate=learning_rate).minimize(loss)


n_correct_pred = tf.equal(tf.argmax(y_out,1), tf.argmax(y_p,1))
accuracy = tf.reduce_mean(tf.cast(n_correct_pred, tf.float32))


n_epochs = 1000
learning_rate = 0.001
text8.reset_index()
n_batches = text8.n_batches_seq(n_tx=n_x,n_ty=n_y)
n_epochs_display = 100

with tf.Session() as tfs:
    tf.global_variables_initializer().run()

    for epoch in range(n_epochs):
        epoch_loss = 0
        epoch_accuracy = 0
        for step in range(n_batches):
            x_batch, y_batch = text8.next_batch_seq(n_tx=n_x,n_ty=n_y)
            y_batch = nputil.to2d(y_batch,unit_axis=1)
            y_onehot = np.zeros(shape=[batch_size,text8.vocab_len],dtype=np.float32)
            for i in range(batch_size):
                y_onehot[i,y_batch[i]]=1

            feed_dict = {x_p: x_batch.reshape(-1, n_x, n_x_vars), y_p: y_onehot}

            _, batch_accuracy, batch_loss = tfs.run([optimizer, accuracy, loss], feed_dict=feed_dict)
            epoch_loss += batch_loss
            epoch_accuracy += batch_accuracy
        if (epoch+1) % (n_epochs_display) == 0:
            epoch_loss = epoch_loss / n_batches
            epoch_accuracy = epoch_accuracy / n_batches
            print('\nEpoch {0:}, Average loss:{1:}, Average accuracy:{2:}'.
              format(epoch,epoch_loss,epoch_accuracy ))

            y_pred_r5 = np.empty([10])
            y_pred_f5 = np.empty([10])

            x_test_r5 = random5.copy()
            x_test_f5 = first5.copy()
            # let us generate text of 20 words after feeding 5 words
            for i in range(10):
                for x,y in zip([x_test_r5,x_test_f5],[y_pred_r5,y_pred_f5]):
                    x_input = x.copy()
                    feed_dict = {x_p: x_input.reshape(-1, n_x, n_x_vars)}
                    y_pred = tfs.run(y_out, feed_dict=feed_dict)
                    y_pred_id = int(tf.argmax(y_pred, 1).eval())
                    y[i]=y_pred_id
                    x[:-1] = x[1:]
                    x[-1] = y_pred_id
            print('  Random 5 prediction:',id2string(y_pred_r5))
            print('  First 5 prediction:',id2string(y_pred_f5))


Epoch 99, Average loss:1.2983208000659943, Average accuracy:0.84375
  Random 5 prediction: century warren own supported supported without without without without strongly
  First 5 prediction: market argued individualist warren without without without without strongly strongly

Epoch 199, Average loss:0.5452078034480413, Average accuracy:0.939453125
  Random 5 prediction: been cnt also also also called syndicalism syndicalist operation syndicalists
  First 5 prediction: spain force like politics ricardo key mag mag mag mag

Epoch 299, Average loss:1.193410764137904, Average accuracy:0.8717447916666666
  Random 5 prediction: tolstoy goods aiming anarchistic anarchistic anarchistic anarchistic anarchistic anarchistic anarchistic
  First 5 prediction: their social groups groups authoritarian authoritarian authoritarian authoritarian authoritarian authoritarian

Epoch 399, Average loss:1.2231902281443279, Average accuracy:0.8704427083333334
  Random 5 prediction: long long associated associated anti anti left left authoritarian left
  First 5 prediction: has movement anarchy post post post post post post post

Epoch 499, Average loss:0.7656367868185043, Average accuracy:0.9140625
  Random 5 prediction: noted mutual stirner warren warren tucker tucker tucker tucker tucker
  First 5 prediction: her liberty noted own warren warren tucker tucker tucker tucker

Epoch 599, Average loss:1.107410545150439, Average accuracy:0.8756510416666666
  Random 5 prediction: syndicalists syndicalists propaganda propaganda propaganda ricardo national national mag mag
  First 5 prediction: spanish force working syndicalists syndicalists propaganda propaganda propaganda ricardo national

Epoch 699, Average loss:0.9093838532765707, Average accuracy:0.8854166666666666
  Random 5 prediction: teachings jesus directive directive antifa antifa official relying relying relying
  First 5 prediction: right who within communities tolstoy communities nonviolent official directive christianity

Epoch 799, Average loss:0.752622996767362, Average accuracy:0.890625
  Random 5 prediction: important generalizations bob hakim hakim hakim hakim hakim hakim hakim
  First 5 prediction: individual include associated important important important bey bey bey bey

Epoch 899, Average loss:0.41430705537398654, Average accuracy:0.9440104166666666
  Random 5 prediction: benjamin egoism tucker tucker tucker tucker tucker tucker tucker tucker
  First 5 prediction: self century tucker warren tucker tucker tucker tucker tucker tucker

Epoch 999, Average loss:0.33439325789610547, Average accuracy:0.9485677083333334
  Random 5 prediction: syndicalists syndicalists t syndicalists syndicalists unity t syndicalists syndicalists management
  First 5 prediction: spain century syndicalist self spain syndicalist french spain propaganda management
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            8.3 RNN in Keras for Text Data (NLP)

import os

import numpy as np
np.random.seed(123)
print("NumPy:{}".format(np.__version__))

import matplotlib as mpl
import matplotlib.pyplot as plt
from matplotlib.pylab import rcParams
rcParams['figure.figsize']=15,10
print("Matplotlib:{}".format(mpl.__version__))

import tensorflow as tf
tf.set_random_seed(123)
print("TensorFlow:{}".format(tf.__version__))

from keras.models import Sequential
from keras.layers import Dense, LSTM, Activation
from keras.losses import mean_squared_error as k_mse
from keras.backend import sqrt as k_sqrt
import keras.backend as K
import keras
print("Keras:{}".format(keras.__version__))


NumPy:1.13.1
Matplotlib:2.1.0
TensorFlow:1.4.1


Using TensorFlow backend.


Keras:2.0.9

DATASETSLIB_HOME = os.path.join(os.path.expanduser('~'),'dl-ts','datasetslib')
import sys
if not DATASETSLIB_HOME in sys.path:
    sys.path.append(DATASETSLIB_HOME)
%reload_ext autoreload
%autoreload 2
import datasetslib

from datasetslib import util as dsu
datasetslib.datasets_root = os.path.join(os.path.expanduser('~'),'datasets')


Text Generation with Text8 Data in Keras

Load and Prepare Text8 data

from datasetslib.text8 import Text8
text8 = Text8()
text8.load_data(clip_at=5000) # downloads data, converts words to ids, converts files to a list of ids
print('Train:', text8.part['train'][0:5])
#print(text8.part['test'][0:5])
#print(text8.part['valid'][0:5])
print('Vocabulary Length = ',text8.vocab_len)


Already exists: /home/armando/datasets/text8/text8.zip
Train: [  8 497   7   5 116]
Vocabulary Length =  1457

def id2string(ids):
    return ' '.join([text8.id2word[x_i] for x_i in ids])
print(id2string(text8.part['train'][0:100]))


anarchism originated as a term of abuse first used against early working class radicals including the diggers of the english revolution and the sans culottes of the french revolution whilst the term is still used in a pejorative way to describe any act that used violent means to destroy the organization of society it has also been taken up as a positive label by self defined anarchists the word anarchism is derived from the greek without archons ruler chief king anarchism as a political philosophy is the belief that rulers are unnecessary and should be abolished although there are differing

# parameters

n_x = 5 # number of input words
n_y = 1 # number of output words
n_x_vars = 1 # in case of our text, there is only 1 variable at each timestep
n_y_vars = text8.vocab_len

random5 = np.random.choice(n_x * 50, n_x, replace=False)
print('Random 5 words: ',id2string(random5))
first5 = text8.part['train'][0:n_x].copy()
print('First 5 words: ',id2string(first5))


Random 5 words:  free bolshevik be n another
First 5 words:  anarchism originated as a term

# reset the jupyter buffers
tf.reset_default_graph()
keras.backend.clear_session()


# get the data
x_train, y_train = text8.seq_to_xy(seq=text8.part['train'],n_tx=n_x,n_ty=n_y)

# reshape input to be [samples, time steps, features]
x_train = x_train.reshape(x_train.shape[0], x_train.shape[1],1)
#x_test = x_test.reshape(x_test.shape[0], X_train.shape[1], 1)
y_onehot = np.zeros(shape=[y_train.shape[0],text8.vocab_len],dtype=np.float32)
for i in range(y_train.shape[0]):
    y_onehot[i,y_train[i]]=1


# parameters
n_epochs = 1000
batch_size=128
state_size=128
n_epochs_display=100

# create and fit the LSTM model
model = Sequential()
model.add(LSTM(units=state_size, 
               input_shape=(x_train.shape[1], x_train.shape[2]),
               return_sequences=False
              )
         )
model.add(Dense(text8.vocab_len))
model.add(Activation('softmax'))

model.compile(loss='categorical_crossentropy', optimizer='adam')
model.summary()

#random5 = np.random.choice(n_x * 100, n_x, replace=False)
print('Random 5 words: ',id2string(random5))
#first5 = text8.part['train'][0:n_x].copy()
print('First 5 words: ',id2string(first5))

print('\nLet\'s train and predict now:\n')
for j in range(n_epochs // n_epochs_display):
    model.fit(x_train, y_onehot, epochs=n_epochs_display, batch_size=batch_size,verbose=0)

    # generate text
    y_pred_r5 = np.empty([10])
    y_pred_f5 = np.empty([10])

    x_test_r5 = random5.copy()
    x_test_f5 = first5.copy()
    # let us generate text of 10 words after feeding 5 words
    for i in range(10):
        for x,y in zip([x_test_r5,x_test_f5],[y_pred_r5,y_pred_f5]):
            x_input = x.copy()
            x_input = x_input.reshape(-1, n_x, n_x_vars)
            y_pred = model.predict(x_input)[0]
            y_pred_id = np.argmax(y_pred)
            y[i]=y_pred_id
            x[:-1] = x[1:]
            x[-1] = y_pred_id
    print('Epoch: ',((j+1) * n_epochs_display)-1)
    print('  Random5 prediction:',id2string(y_pred_r5))
    print('  First5 prediction:',id2string(y_pred_f5))


_________________________________________________________________
Layer (type)                 Output Shape              Param #   
=================================================================
lstm_1 (LSTM)                (None, 128)               66560     
_________________________________________________________________
dense_1 (Dense)              (None, 1457)              187953    
_________________________________________________________________
activation_1 (Activation)    (None, 1457)              0         
=================================================================
Total params: 254,513
Trainable params: 254,513
Non-trainable params: 0
_________________________________________________________________
Random 5 words:  free bolshevik be n another
First 5 words:  anarchism originated as a term

Let's train and predict now:

Epoch:  99
  Random5 prediction: anarchistic anarchistic wrote wrote wrote wrote wrote wrote wrote wrote
  First5 prediction: self nature nature war than than than than than than
Epoch:  199
  Random5 prediction: anarchistic anarchistic wrote wrote wrote wrote wrote wrote wrote wrote
  First5 prediction: self i nature french french french french french french french
Epoch:  299
  Random5 prediction: anarchistic anarchistic wrote wrote wrote wrote wrote wrote wrote wrote
  First5 prediction: term i revolutionary revolutionary french french french french french french
Epoch:  399
  Random5 prediction: anarchistic anarchistic amongst wrote wrote wrote wrote wrote wrote wrote
  First5 prediction: term i revolutionary revolutionary french french french french french french
Epoch:  499
  Random5 prediction: tolstoy anarchistic amongst wrote wrote wrote wrote wrote wrote wrote
  First5 prediction: term i revolutionary revolutionary french french french french french french
Epoch:  599
  Random5 prediction: tolstoy anarchistic true wrote wrote wrote wrote wrote wrote wrote
  First5 prediction: term i revolutionary revolutionary french french french french french french
Epoch:  699
  Random5 prediction: tolstoy anarchistic true tolstoy tolstoy tolstoy tolstoy tolstoy tolstoy tolstoy
  First5 prediction: term i revolutionary revolutionary had french french french french french
Epoch:  799
  Random5 prediction: tolstoy anarchistic tolstoy tolstoy tolstoy tolstoy tolstoy tolstoy tolstoy tolstoy
  First5 prediction: term i revolutionary revolutionary french french french french french french
Epoch:  899
  Random5 prediction: tolstoy anarchistic tolstoy tolstoy tolstoy tolstoy tolstoy tolstoy tolstoy tolstoy
  First5 prediction: term i revolutionary revolutionary had french french french french french
Epoch:  999
  Random5 prediction: tolstoy anarchistic tolstoy tolstoy tolstoy tolstoy tolstoy tolstoy tolstoy tolstoy
  First5 prediction: term i revolutionary revolutionary had french french french french french


        

    



        
    



        

    
        9.1 CNN for MNIST with TensorFlow and Keras

        
            9.1 CNN for MNIST with TensorFlow and Keras

import os

import numpy as np
np.random.seed(123)
print("NumPy:{}".format(np.__version__))

import tensorflow as tf
tf.set_random_seed(123)
print("TensorFlow:{}".format(tf.__version__))


NumPy:1.13.1
TensorFlow:1.4.1

DATASETSLIB_HOME = '../datasetslib'
import sys
if not DATASETSLIB_HOME in sys.path:
    sys.path.append(DATASETSLIB_HOME)
%reload_ext autoreload
%autoreload 2
import datasetslib

datasetslib.datasets_root = os.path.join(os.path.expanduser('~'),'datasets')


Get the MNIST data

from tensorflow.examples.tutorials.mnist import input_data
mnist = input_data.read_data_sets(os.path.join(datasetslib.datasets_root,'mnist'), one_hot=True)

X_train = mnist.train.images
X_test = mnist.test.images
Y_train = mnist.train.labels
Y_test = mnist.test.labels


Extracting /home/armando/datasets/mnist/train-images-idx3-ubyte.gz
Extracting /home/armando/datasets/mnist/train-labels-idx1-ubyte.gz
Extracting /home/armando/datasets/mnist/t10k-images-idx3-ubyte.gz
Extracting /home/armando/datasets/mnist/t10k-labels-idx1-ubyte.gz

CNN with TensorFlow for MNIST Data

tf.reset_default_graph()


# parameters
n_classes = 10  # 0-9 digits
n_width = 28
n_height = 28
n_depth = 1
n_inputs = n_height * n_width * n_depth  # total pixels

learning_rate = 0.001
n_epochs = 10
batch_size = 100
n_batches = int(mnist.train.num_examples/batch_size)


# input images in shape n_samples,n_pixels
x = tf.placeholder(dtype=tf.float32, name="x", shape=[None, n_inputs]) 
# output labels
y = tf.placeholder(dtype=tf.float32, name="y", shape=[None, n_classes]) 

# reshape input to (n_samples,n_width,n_height,n_depth)
x_ = tf.reshape(x, shape=[-1, n_width, n_height, n_depth])

# create first set of convolutional layers
layer1_w = tf.Variable(tf.random_normal(shape=[4,4,n_depth,32],
                                        stddev=0.1),
                       name='l1_w')
layer1_b = tf.Variable(tf.random_normal([32]),
                       name='l1_b')
layer1_conv = tf.nn.relu(tf.nn.conv2d(x_,
                                      layer1_w,
                                      strides=[1,1,1,1],
                                      padding='SAME'
                                     ) + 
                         layer1_b 
                        )
layer1_pool = tf.nn.max_pool(layer1_conv,
                             ksize=[1,2,2,1],
                             strides=[1,2,2,1],
                             padding='SAME'
                            )

layer2_w = tf.Variable(tf.random_normal(shape=[4,4,32,64],
                                        stddev=0.1),
                       name='l2_w')
layer2_b = tf.Variable(tf.random_normal([64]),
                       name='l2_b')
layer2_conv = tf.nn.relu(tf.nn.conv2d(layer1_pool,
                                      layer2_w,
                                      strides=[1,1,1,1],
                                      padding='SAME'
                                     ) + 
                         layer2_b 
                        )
layer2_pool = tf.nn.max_pool(layer2_conv,
                             ksize=[1,2,2,1],
                             strides=[1,2,2,1],
                             padding='SAME'
                            )


layer3_w = tf.Variable(tf.random_normal(shape=[64*7*7*1,1024],
                                        stddev=0.1),
                       name='l3_w')
layer3_b = tf.Variable(tf.random_normal([1024]),
                       name='l3_b')
layer3_fc = tf.nn.relu(tf.matmul(tf.reshape(layer2_pool,
                                            [-1, 64*7*7*1]),
                                 layer3_w) +
                       layer3_b
                      )

layer4_w = tf.Variable(tf.random_normal(shape=[1024, n_classes],
                                        stddev=0.1),
                       name='l4_w'
                      )
layer4_b = tf.Variable(tf.random_normal([n_classes]),name='l4_b')

layer4_out = tf.matmul(layer3_fc,layer4_w)+layer4_b

model = layer4_out

# loss function
entropy = tf.nn.softmax_cross_entropy_with_logits(logits=model, labels=y)
loss = tf.reduce_mean(entropy)
# optimizer function
optimizer = tf.train.AdamOptimizer(learning_rate=learning_rate).minimize(loss)


# train and evaluate
with tf.Session() as tfs:
    tf.global_variables_initializer().run()
    for epoch in range(n_epochs):
        total_loss = 0.0
        for batch in range(n_batches):
            batch_x,batch_y = mnist.train.next_batch(batch_size)
            feed_dict={x:batch_x, y: batch_y}
            batch_loss,_ = tfs.run([loss, optimizer],
                                   feed_dict=feed_dict
                                  )
            total_loss += batch_loss 
        average_loss = total_loss / n_batches
        print("Epoch: {0:04d}   loss = {1:0.6f}".format(epoch,average_loss))
    print("Model Trained.")

    predictions_check = tf.equal(tf.argmax(model,1),tf.argmax(y,1))
    accuracy = tf.reduce_mean(tf.cast(predictions_check, tf.float32))
    feed_dict = {x:mnist.test.images, y:mnist.test.labels}
    print("Accuracy:", accuracy.eval(feed_dict=feed_dict))


Epoch: 0000   loss = 2.142813
Epoch: 0001   loss = 0.108121
Epoch: 0002   loss = 0.077320
Epoch: 0003   loss = 0.062054
Epoch: 0004   loss = 0.050821
Epoch: 0005   loss = 0.044723
Epoch: 0006   loss = 0.034373
Epoch: 0007   loss = 0.030643
Epoch: 0008   loss = 0.029777
Epoch: 0009   loss = 0.024144
Model Trained.
Accuracy: 0.9854

CNN with Keras for MNIST Data

import keras
from keras.models import Sequential
from keras.layers import Conv2D,MaxPooling2D, Dense, Flatten, Reshape
from keras.optimizers import SGD


Using TensorFlow backend.

tf.reset_default_graph()
keras.backend.clear_session()

n_filters=[32,64]

learning_rate = 0.01
n_epochs = 10
batch_size = 100

model = Sequential()

model.add(Reshape(target_shape=(n_width,n_height,n_depth), 
                  input_shape=(n_inputs,)
                 )
         )

model.add(Conv2D(filters=n_filters[0], 
                 kernel_size=4, 
                 padding='SAME', 
                 activation='relu' 
                ) 
         )

model.add(MaxPooling2D(pool_size=(2,2), 
                       strides=(2,2) 
                      ) 
         )

model.add(Conv2D(filters=n_filters[1], 
                 kernel_size=4, 
                 padding='SAME', 
                 activation='relu', 
                ) 
         )

model.add(MaxPooling2D(pool_size=(2,2), 
                       strides=(2,2) 
                      ) 
         )

model.add(Flatten())

model.add(Dense(units=1024, activation='relu'))
model.add(Dense(units=n_classes, activation='softmax'))
model.summary()

model.compile(loss='categorical_crossentropy',
              optimizer=SGD(lr=learning_rate),
              metrics=['accuracy'])

model.fit(X_train, Y_train,
                    batch_size=batch_size,
                    epochs=n_epochs)

score = model.evaluate(X_test, Y_test)
print('\nTest loss:', score[0])
print('Test accuracy:', score[1])


_________________________________________________________________
Layer (type)                 Output Shape              Param #   
=================================================================
reshape_1 (Reshape)          (None, 28, 28, 1)         0         
_________________________________________________________________
conv2d_1 (Conv2D)            (None, 28, 28, 32)        544       
_________________________________________________________________
max_pooling2d_1 (MaxPooling2 (None, 14, 14, 32)        0         
_________________________________________________________________
conv2d_2 (Conv2D)            (None, 14, 14, 64)        32832     
_________________________________________________________________
max_pooling2d_2 (MaxPooling2 (None, 7, 7, 64)          0         
_________________________________________________________________
flatten_1 (Flatten)          (None, 3136)              0         
_________________________________________________________________
dense_1 (Dense)              (None, 1024)              3212288   
_________________________________________________________________
dense_2 (Dense)              (None, 10)                10250     
=================================================================
Total params: 3,255,914
Trainable params: 3,255,914
Non-trainable params: 0
_________________________________________________________________
Epoch 1/10
55000/55000 [==============================] - 5s 86us/step - loss: 0.9424 - acc: 0.7545
Epoch 2/10
55000/55000 [==============================] - 5s 86us/step - loss: 0.2490 - acc: 0.9253
Epoch 3/10
55000/55000 [==============================] - 5s 84us/step - loss: 0.1760 - acc: 0.9473
Epoch 4/10
55000/55000 [==============================] - 5s 83us/step - loss: 0.1368 - acc: 0.9597
Epoch 5/10
55000/55000 [==============================] - 4s 81us/step - loss: 0.1125 - acc: 0.9661
Epoch 6/10
55000/55000 [==============================] - 5s 86us/step - loss: 0.0961 - acc: 0.9712
Epoch 7/10
55000/55000 [==============================] - 5s 85us/step - loss: 0.0842 - acc: 0.9752
Epoch 8/10
55000/55000 [==============================] - 4s 81us/step - loss: 0.0751 - acc: 0.9778
Epoch 9/10
55000/55000 [==============================] - 5s 82us/step - loss: 0.0686 - acc: 0.9800
Epoch 10/10
55000/55000 [==============================] - 5s 90us/step - loss: 0.0623 - acc: 0.9811
10000/10000 [==============================] - 1s 57us/step

Test loss: 0.0613170108855
Test accuracy: 0.9796
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import os

import numpy as np
np.random.seed(123)
print("NumPy:{}".format(np.__version__))

import tensorflow as tf
tf.set_random_seed(123)
print("TensorFlow:{}".format(tf.__version__))


NumPy:1.13.1
TensorFlow:1.4.1

DATASETSLIB_HOME = '../datasetslib'
import sys
if not DATASETSLIB_HOME in sys.path:
    sys.path.append(DATASETSLIB_HOME)
%reload_ext autoreload
%autoreload 2
import datasetslib

datasetslib.datasets_root = os.path.join(os.path.expanduser('~'),'datasets')


Get the CIFAR10 Data

from datasetslib.cifar import cifar10
from datasetslib import imutil
dataset = cifar10()
dataset.x_layout=imutil.LAYOUT_NHWC
dataset.load_data()
dataset.scaleX()


Already exists: /home/armando/datasets/cifar10/cifar-10-python.tar.gz
Extracting  /home/armando/datasets/cifar10/cifar-10-python.tar.gz

CNN with TensorFlow for CIFAR10 Data

tf.reset_default_graph()


# define the hyperparameters
n_filters=[32,64]
learning_rate = 0.001

# input images of shape = (n_samples,n_width,n_height,n_depth)
x = tf.placeholder(dtype=tf.float32, name="x", 
                   shape=[None, dataset.width, dataset.height, dataset.depth]
                  ) 
# target output placeholder
y = tf.placeholder(dtype=tf.float32, name="y", shape=[None,dataset.n_classes]) 

keep_prob = tf.placeholder(tf.float32)

# create convolutional and pooling layers

# convolutional layer 1
layer1_w = tf.Variable(tf.random_normal(shape=[4,4,dataset.depth,n_filters[0]],
                                        stddev=0.01),
                       name='l1_w'
                      )
layer1_b = tf.Variable(tf.random_normal([n_filters[0]]),name='l1_b')
layer1_conv = tf.nn.relu(tf.nn.conv2d(x,
                                      layer1_w,
                                      strides=[1,1,1,1],
                                      padding='SAME'
                                     ) + 
                         layer1_b 
                        )
# pooling layer 1
layer1_pool = tf.nn.max_pool(layer1_conv,
                             ksize=[1,2,2,1],
                             strides=[1,2,2,1],
                             padding='SAME')
layer1_pool = tf.nn.dropout(layer1_pool, keep_prob)

# convolutional layer 2
layer2_w = tf.Variable(tf.random_normal(shape=[4,4,32,n_filters[1]],
                                        stddev=0.01),
                       name='l2_w'
                      )
layer2_b = tf.Variable(tf.random_normal([n_filters[1]]),
                       name='l2_b'
                      )
layer2_conv = tf.nn.relu(tf.nn.conv2d(layer1_pool,
                                      layer2_w,
                                      strides=[1,1,1,1],
                                      padding='SAME'
                                     ) + 
                         layer2_b 
                        )
# pooling layer 2
layer2_pool = tf.nn.max_pool(layer2_conv,
                             ksize=[1,2,2,1],
                             strides=[1,2,2,1],
                             padding='SAME')
layer2_pool = tf.nn.dropout(layer2_pool, keep_prob)

# fully connected layer
layer3_w = tf.Variable(tf.random_normal(shape=[8*8*64,1024],
                                        stddev=0.01),
                       name='l3_w')
layer3_b = tf.Variable(tf.random_normal([1024]),name='l3_b')
layer3_fc = tf.nn.relu(tf.matmul(tf.reshape(layer2_pool,[-1, 8*8*64]),
                                 layer3_w) +
                       layer3_b
                      )
layer3_fc = tf.nn.dropout(layer3_fc, keep_prob)

# output layer
layer4_w = tf.Variable(tf.random_normal(shape=[1024,dataset.n_classes],
                                        stddev=0.01),
                       name='l4_w')
layer4_b = tf.Variable(tf.random_normal([dataset.n_classes]),name='l4_b')

layer4_out = tf.matmul(layer3_fc,layer4_w)+layer4_b

model = layer4_out

# loss function
entropy = tf.nn.softmax_cross_entropy_with_logits(logits=model, 
                                                  labels=y
                                                 )
loss = tf.reduce_mean(entropy)

# optimizer function
optimizer = tf.train.RMSPropOptimizer(learning_rate=learning_rate).minimize(loss)


n_epochs = 20
dataset.y_onehot = True
dataset.batch_size = 128
dataset.batch_shuffle = True
n_batches = int(dataset.n_train/dataset.batch_size)

with tf.Session() as tfs:
    tf.global_variables_initializer().run()
    for epoch in range(n_epochs):
        total_loss = 0.0
        for batch in range(n_batches):
            batch_x,batch_y = dataset.next_batch()
            feed_dict={x:batch_x, y: batch_y, keep_prob: 1.0}
            batch_loss,_ = tfs.run([loss,optimizer],feed_dict=feed_dict)
            total_loss += batch_loss  
        average_loss = total_loss / n_batches
        print("Epoch: {0:04d}   loss = {1:0.6f}".format(epoch,average_loss))
    print("Model Trained.")

    predictions_check = tf.equal(tf.argmax(model,1),tf.argmax(y,1))
    accuracy = tf.reduce_mean(tf.cast(predictions_check, tf.float32))
    feed_dict = {x:dataset.X_test, y:dataset.Y_test, keep_prob: 1.0}
    print("Accuracy:", accuracy.eval(feed_dict=feed_dict))


Epoch: 0000   loss = 2.187322
Epoch: 0001   loss = 1.823086
Epoch: 0002   loss = 1.605821
Epoch: 0003   loss = 1.477520
Epoch: 0004   loss = 1.360107
Epoch: 0005   loss = 1.255211
Epoch: 0006   loss = 1.152037
Epoch: 0007   loss = 1.051977
Epoch: 0008   loss = 0.951648
Epoch: 0009   loss = 0.861205
Epoch: 0010   loss = 0.767075
Epoch: 0011   loss = 0.679820
Epoch: 0012   loss = 0.601895
Epoch: 0013   loss = 0.517342
Epoch: 0014   loss = 0.443260
Epoch: 0015   loss = 0.378645
Epoch: 0016   loss = 0.319791
Epoch: 0017   loss = 0.267103
Epoch: 0018   loss = 0.227229
Epoch: 0019   loss = 0.192739
Model Trained.
Accuracy: 0.6295

CNN with Keras for CIFAR10 Data

import keras
from keras.models import Sequential
from keras.layers import Conv2D,MaxPooling2D, Dense, Flatten, Reshape, Dropout
from keras.optimizers import RMSprop


Using TensorFlow backend.

tf.reset_default_graph()
keras.backend.clear_session()

n_filters=[32,64]

learning_rate=0.001

n_epochs = 10
batch_size = 100

model = Sequential()

model.add(Conv2D(filters=n_filters[0], 
                 kernel_size=4, 
                 padding='same',
                 activation='relu',
                 input_shape=(dataset.height,
                              dataset.width,dataset.depth)
                ) 
         )

model.add(MaxPooling2D(pool_size=(2,2)))
model.add(Dropout(0.2))

model.add(Conv2D(filters=n_filters[1], 
                 kernel_size=4, 
                 padding='same', 
                 activation='relu'
                ) 
         )

model.add(MaxPooling2D(pool_size=(2,2)))
model.add(Dropout(0.2))

model.add(Flatten())

model.add(Dense(units=1024, activation='relu'))
model.add(Dropout(0.2))

model.add(Dense(units=dataset.n_classes, activation='softmax'))
model.summary()

model.compile(loss='categorical_crossentropy',
              optimizer=RMSprop(lr=learning_rate),
              metrics=['accuracy'])

model.fit(dataset.X_train, dataset.Y_train, batch_size=dataset.batch_size,
          epochs=n_epochs)

score = model.evaluate(dataset.X_test, dataset.Y_test)
print('\nTest loss:', score[0])
print('Test accuracy:', score[1])


_________________________________________________________________
Layer (type)                 Output Shape              Param #   
=================================================================
conv2d_1 (Conv2D)            (None, 32, 32, 32)        1568      
_________________________________________________________________
max_pooling2d_1 (MaxPooling2 (None, 16, 16, 32)        0         
_________________________________________________________________
dropout_1 (Dropout)          (None, 16, 16, 32)        0         
_________________________________________________________________
conv2d_2 (Conv2D)            (None, 16, 16, 64)        32832     
_________________________________________________________________
max_pooling2d_2 (MaxPooling2 (None, 8, 8, 64)          0         
_________________________________________________________________
dropout_2 (Dropout)          (None, 8, 8, 64)          0         
_________________________________________________________________
flatten_1 (Flatten)          (None, 4096)              0         
_________________________________________________________________
dense_1 (Dense)              (None, 1024)              4195328   
_________________________________________________________________
dropout_3 (Dropout)          (None, 1024)              0         
_________________________________________________________________
dense_2 (Dense)              (None, 10)                10250     
=================================================================
Total params: 4,239,978
Trainable params: 4,239,978
Non-trainable params: 0
_________________________________________________________________
Epoch 1/10
50000/50000 [==============================] - 6s 121us/step - loss: 1.6297 - acc: 0.4202
Epoch 2/10
50000/50000 [==============================] - 6s 120us/step - loss: 1.1793 - acc: 0.5852
Epoch 3/10
50000/50000 [==============================] - 6s 117us/step - loss: 1.0087 - acc: 0.6475
Epoch 4/10
50000/50000 [==============================] - 6s 121us/step - loss: 0.8868 - acc: 0.6913
Epoch 5/10
50000/50000 [==============================] - 6s 119us/step - loss: 0.7828 - acc: 0.7277
Epoch 6/10
50000/50000 [==============================] - 6s 118us/step - loss: 0.6869 - acc: 0.7595
Epoch 7/10
50000/50000 [==============================] - 6s 119us/step - loss: 0.6005 - acc: 0.7922
Epoch 8/10
50000/50000 [==============================] - 6s 119us/step - loss: 0.5290 - acc: 0.8167
Epoch 9/10
50000/50000 [==============================] - 6s 117us/step - loss: 0.4559 - acc: 0.8418
Epoch 10/10
50000/50000 [==============================] - 6s 121us/step - loss: 0.4020 - acc: 0.8611
10000/10000 [==============================] - 1s 86us/step

Test loss: 0.95237200985
Test accuracy: 0.7126
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import os

import numpy as np
np.random.seed(123)
print("NumPy:{}".format(np.__version__))

import matplotlib as mpl
import matplotlib.pyplot as plt
from matplotlib.pylab import rcParams
rcParams['figure.figsize']=15,10
print("Matplotlib:{}".format(mpl.__version__))

import tensorflow as tf
tf.set_random_seed(123)
print("TensorFlow:{}".format(tf.__version__))

import keras
print("Keras:{}".format(keras.__version__))


NumPy:1.13.1
Matplotlib:2.1.0
TensorFlow:1.4.1


Using TensorFlow backend.


Keras:2.0.9

DATASETSLIB_HOME = '../datasetslib'
import sys
if not DATASETSLIB_HOME in sys.path:
    sys.path.append(DATASETSLIB_HOME)
%reload_ext autoreload
%autoreload 2
import datasetslib

datasetslib.datasets_root = os.path.join(os.path.expanduser('~'),'datasets')


Get the MNIST data

from tensorflow.examples.tutorials.mnist import input_data
dataset_home = os.path.join(datasetslib.datasets_root,'mnist') 
mnist = input_data.read_data_sets(dataset_home,one_hot=False)

X_train = mnist.train.images
X_test = mnist.test.images
Y_train = mnist.train.labels
Y_test = mnist.test.labels

pixel_size = 28


Extracting /home/armando/datasets/mnist/train-images-idx3-ubyte.gz
Extracting /home/armando/datasets/mnist/train-labels-idx1-ubyte.gz
Extracting /home/armando/datasets/mnist/t10k-images-idx3-ubyte.gz
Extracting /home/armando/datasets/mnist/t10k-labels-idx1-ubyte.gz

# Get four distinct images and labels from train and test data
while True:
    train_images,train_labels = mnist.train.next_batch(4)
    if len(set(train_labels))==4:
        break
while True:
    test_images,test_labels = mnist.test.next_batch(4)
    if len(set(test_labels))==4:
        break


import random

# Function to display the images and labels
# images should be in NHW or NHWC format
def display_images(images, labels, count=0, one_hot=False):
    # if number of images to display is not provided, then display all the images
    if (count==0):
        count = images.shape[0]

    idx_list = random.sample(range(len(labels)),count)
    for i in range(count):
        plt.subplot(4, 4, i+1)
        plt.title(labels[i])
        plt.imshow(images[i])
        plt.axis('off')
    plt.tight_layout()
    plt.show()


Simple AutoEncoder in TensorFlow

# hyperparameters
learning_rate = 0.001
n_epochs = 20
batch_size = 100
n_batches = int(mnist.train.num_examples/batch_size)

# number of pixels in the MNIST image as number of inputs
n_inputs = 784
n_outputs = n_inputs

# input images
x = tf.placeholder(dtype=tf.float32, name="x", shape=[None, n_inputs]) 
# output images
y = tf.placeholder(dtype=tf.float32, name="y", shape=[None, n_outputs]) 

# number of hidden layers
n_layers = 2
# neurons in each hidden layer
n_neurons = [512,256]
# add decoder layers:
n_neurons.extend(list(reversed(n_neurons)))
n_layers = n_layers * 2

# definew and b parameters
w=[]
b=[]

for i in range(n_layers):
    w.append(tf.Variable(tf.random_normal([n_inputs if i==0 else n_neurons[i-1],
                                           n_neurons[i]]),
                         name="w_{0:04d}".format(i) 
                        )
            ) 
    b.append(tf.Variable(tf.zeros([n_neurons[i]]),
                         name="b_{0:04d}".format(i) 
                        )
            )                   
w.append(tf.Variable(tf.random_normal([n_neurons[n_layers-1] if n_layers > 0 else n_inputs,
                                       n_outputs]),
                     name="w_out"
                    )
        )
b.append(tf.Variable(tf.zeros([n_outputs]),name="b_out"))

# x is input layer
layer = x

# add hidden layers
for i in range(n_layers):
    layer = tf.nn.sigmoid(tf.matmul(layer, w[i]) + b[i]) 

# add output layer
layer = tf.nn.sigmoid(tf.matmul(layer, w[n_layers]) + b[n_layers])

model = layer

mse = tf.losses.mean_squared_error
loss = mse(predictions=model, labels=y)
optimizer = tf.train.AdamOptimizer(learning_rate=learning_rate)
optimizer = optimizer.minimize(loss)


with tf.Session() as tfs:
    tf.global_variables_initializer().run()
    for epoch in range(n_epochs):
        epoch_loss = 0.0
        for batch in range(n_batches):
            X_batch, _ = mnist.train.next_batch(batch_size)
            feed_dict={x: X_batch,y: X_batch}
            _,batch_loss = tfs.run([optimizer,loss], feed_dict)
            epoch_loss += batch_loss 
        if (epoch%10==9) or (epoch==0):
            average_loss = epoch_loss / n_batches
            print('epoch: {0:04d}   loss = {1:0.6f}'
                  .format(epoch,
                          average_loss))

    # predict images using trained autoencoder model            
    Y_train_pred = tfs.run(model, feed_dict={x: train_images})
    Y_test_pred = tfs.run(model, feed_dict={x: test_images})


epoch: 0000   loss = 0.156697
epoch: 0009   loss = 0.091331
epoch: 0019   loss = 0.078746

display_images(train_images.reshape(-1,pixel_size,pixel_size),train_labels)
display_images(Y_train_pred.reshape(-1,pixel_size,pixel_size),train_labels)


[image: png]

[image: png]

display_images(test_images.reshape(-1,pixel_size,pixel_size),test_labels)
display_images(Y_test_pred.reshape(-1,pixel_size,pixel_size),test_labels)


[image: png]

[image: png]

Stacked AutoEncoder in Keras

tf.reset_default_graph()
keras.backend.clear_session()


import keras
from keras.layers import Dense
from keras.models import Sequential

# hyperparameters
learning_rate = 0.001
n_epochs = 20
batch_size = 100
n_batches = int(mnist.train.num_examples/batch_size)

# number of pixels in the MNIST image as number of inputs
n_inputs = 784
n_outputs = n_inputs

# number of hidden layers
n_layers = 2
# neurons in each hidden layer
n_neurons = [512,256]
# add decoder layers:
n_neurons.extend(list(reversed(n_neurons)))
n_layers = n_layers * 2

model = Sequential()

# add input to first layer
model.add(Dense(units=n_neurons[0], activation='relu', 
                input_shape=(n_inputs,)))

for i in range(1,n_layers):
    model.add(Dense(units=n_neurons[i], activation='relu'))

# add last layer as output layer
model.add(Dense(units=n_outputs, activation='linear'))
model.summary()

model.compile(loss='mse',
              optimizer=keras.optimizers.Adam(lr=learning_rate),
              metrics=['accuracy'])

model.fit(X_train, X_train,
                    batch_size=batch_size,
                    epochs=n_epochs)

Y_train_pred = model.predict(train_images)
Y_test_pred = model.predict(test_images)


_________________________________________________________________
Layer (type)                 Output Shape              Param #   
=================================================================
dense_1 (Dense)              (None, 512)               401920    
_________________________________________________________________
dense_2 (Dense)              (None, 256)               131328    
_________________________________________________________________
dense_3 (Dense)              (None, 256)               65792     
_________________________________________________________________
dense_4 (Dense)              (None, 512)               131584    
_________________________________________________________________
dense_5 (Dense)              (None, 784)               402192    
=================================================================
Total params: 1,132,816
Trainable params: 1,132,816
Non-trainable params: 0
_________________________________________________________________
Epoch 1/20
55000/55000 [==============================] - 2s 37us/step - loss: 0.0194 - acc: 0.0121
Epoch 2/20
55000/55000 [==============================] - 2s 36us/step - loss: 0.0087 - acc: 0.0135
Epoch 3/20
55000/55000 [==============================] - 2s 42us/step - loss: 0.0071 - acc: 0.0139
Epoch 4/20
55000/55000 [==============================] - 2s 41us/step - loss: 0.0063 - acc: 0.0143
Epoch 5/20
55000/55000 [==============================] - 2s 44us/step - loss: 0.0059 - acc: 0.0147
Epoch 6/20
55000/55000 [==============================] - 2s 36us/step - loss: 0.0056 - acc: 0.0153
Epoch 7/20
55000/55000 [==============================] - 2s 40us/step - loss: 0.0054 - acc: 0.0151
Epoch 8/20
55000/55000 [==============================] - 2s 40us/step - loss: 0.0053 - acc: 0.0151
Epoch 9/20
55000/55000 [==============================] - 2s 38us/step - loss: 0.0051 - acc: 0.0151
Epoch 10/20
55000/55000 [==============================] - 2s 39us/step - loss: 0.0050 - acc: 0.0159
Epoch 11/20
55000/55000 [==============================] - 2s 36us/step - loss: 0.0049 - acc: 0.0165
Epoch 12/20
55000/55000 [==============================] - 3s 46us/step - loss: 0.0049 - acc: 0.0158
Epoch 13/20
55000/55000 [==============================] - 2s 44us/step - loss: 0.0048 - acc: 0.0164
Epoch 14/20
55000/55000 [==============================] - 2s 38us/step - loss: 0.0047 - acc: 0.0160
Epoch 15/20
55000/55000 [==============================] - 2s 37us/step - loss: 0.0047 - acc: 0.0162
Epoch 16/20
55000/55000 [==============================] - 2s 33us/step - loss: 0.0046 - acc: 0.0160
Epoch 17/20
55000/55000 [==============================] - 2s 33us/step - loss: 0.0046 - acc: 0.0165
Epoch 18/20
55000/55000 [==============================] - 3s 50us/step - loss: 0.0046 - acc: 0.0159
Epoch 19/20
55000/55000 [==============================] - 2s 40us/step - loss: 0.0046 - acc: 0.0167
Epoch 20/20
55000/55000 [==============================] - 2s 36us/step - loss: 0.0045 - acc: 0.0168

display_images(train_images.reshape(-1,pixel_size,pixel_size),train_labels)
display_images(Y_train_pred.reshape(-1,pixel_size,pixel_size),train_labels)


[image: png]

[image: png]

display_images(test_images.reshape(-1,pixel_size,pixel_size),test_labels)
display_images(Y_test_pred.reshape(-1,pixel_size,pixel_size),test_labels)


[image: png]

[image: png]

Add noise to test images

def add_noise(X):
    return X + 0.5 * np.random.randn(X.shape[0],X.shape[1])


test_images_noisy = add_noise(test_images)


Denoising AutoEncoder in TensorFlow

tf.reset_default_graph()
keras.backend.clear_session()


# hyperparameters
learning_rate = 0.001
n_epochs = 20
batch_size = 100
n_batches = int(mnist.train.num_examples/batch_size)

# number of pixels in the MNIST image as number of inputs
n_inputs = 784
n_outputs = n_inputs

# input images
x = tf.placeholder(dtype=tf.float32, name="x", shape=[None, n_inputs]) 

# output images
y = tf.placeholder(dtype=tf.float32, name="y", shape=[None, n_outputs]) 

# number of hidden layers
n_layers = 2
# neurons in each hidden layer
n_neurons = [512,256]

# add decoder layers:
n_neurons.extend(list(reversed(n_neurons)))
n_layers = n_layers * 2

w=[]
b=[]

for i in range(n_layers):
    # weights
    w.append(tf.Variable(tf.random_normal([n_inputs if i==0 else n_neurons[i-1],
                                           n_neurons[i]]),
                         name="w_{0:04d}".format(i) 
                        )
            ) 
    # biases
    b.append(tf.Variable(tf.zeros([n_neurons[i]]),
                         name="b_{0:04d}".format(i) 
                        )
            )                   
w.append(tf.Variable(tf.random_normal([n_neurons[n_layers-1] if n_layers > 0 else n_inputs,
                                       n_outputs]),
                     name="w_out"
                    )
        )
b.append(tf.Variable(tf.zeros([n_outputs]),name="b_out"))

# x is input layer
layer = x

# add hidden layers
for i in range(n_layers):
    layer = tf.nn.sigmoid(tf.matmul(layer, w[i]) + b[i]) 

# add output layer
layer = tf.nn.sigmoid(tf.matmul(layer, w[n_layers]) + b[n_layers])

model = layer

mse=tf.losses.mean_squared_error
loss = mse(predictions=model, labels=y)
optimizer = tf.train.AdamOptimizer(learning_rate=learning_rate)
optimizer = optimizer.minimize(loss)


n_epochs = 100

with tf.Session() as tfs:
    tf.global_variables_initializer().run()
    for epoch in range(n_epochs):
        epoch_loss = 0.0
        for batch in range(n_batches):
            X_batch, _ = mnist.train.next_batch(batch_size)
            X_batch_noisy = add_noise(X_batch)
            feed_dict={x: X_batch_noisy, y: X_batch}
            _,batch_loss = tfs.run([optimizer,loss], feed_dict=feed_dict)
            epoch_loss += batch_loss 
        if (epoch%10==9) or (epoch==0):
            average_loss = epoch_loss / n_batches
            print('epoch: {0:04d}   loss = {1:0.6f}'
                  .format(epoch,average_loss))

    Y_test_pred1 = tfs.run(model, feed_dict={x: test_images})
    Y_test_pred2 = tfs.run(model, feed_dict={x: test_images_noisy})


epoch: 0000   loss = 0.147567
epoch: 0009   loss = 0.097514
epoch: 0019   loss = 0.087566
epoch: 0029   loss = 0.080724
epoch: 0039   loss = 0.077055
epoch: 0049   loss = 0.075069
epoch: 0059   loss = 0.073064
epoch: 0069   loss = 0.072101
epoch: 0079   loss = 0.071337
epoch: 0089   loss = 0.070251
epoch: 0099   loss = 0.069607

display_images(test_images.reshape(-1,pixel_size,pixel_size),test_labels)
display_images(Y_test_pred1.reshape(-1,pixel_size,pixel_size),test_labels)


[image: png]

[image: png]

display_images(test_images_noisy.reshape(-1,pixel_size,pixel_size),test_labels)
display_images(Y_test_pred2.reshape(-1,pixel_size,pixel_size),test_labels)


[image: png]

[image: png]

Denoising AutoEncoder in Keras

X_train_noisy = add_noise(X_train)


tf.reset_default_graph()
keras.backend.clear_session()


import keras
from keras.layers import Dense
from keras.models import Sequential

# hyperparameters
learning_rate = 0.001
batch_size = 100
n_batches = int(mnist.train.num_examples/batch_size)

# number of pixels in the MNIST image as number of inputs
n_inputs = 784
n_outputs = n_inputs

# number of hidden layers
n_layers = 2
# neurons in each hidden layer
n_neurons = [512,256]

# add decoder layers:
n_neurons.extend(list(reversed(n_neurons)))

n_layers = n_layers * 2

model = Sequential()

# add input to first layer
model.add(Dense(units=n_neurons[0], activation='relu', 
                input_shape=(n_inputs,)))

for i in range(1,n_layers):
    model.add(Dense(units=n_neurons[i], activation='relu'))

# add last layer to output layer
model.add(Dense(units=n_outputs, activation='linear'))
model.summary()

model.compile(loss='mse',
              optimizer=keras.optimizers.Adam(lr=learning_rate)
             )


_________________________________________________________________
Layer (type)                 Output Shape              Param #   
=================================================================
dense_1 (Dense)              (None, 512)               401920    
_________________________________________________________________
dense_2 (Dense)              (None, 256)               131328    
_________________________________________________________________
dense_3 (Dense)              (None, 256)               65792     
_________________________________________________________________
dense_4 (Dense)              (None, 512)               131584    
_________________________________________________________________
dense_5 (Dense)              (None, 784)               402192    
=================================================================
Total params: 1,132,816
Trainable params: 1,132,816
Non-trainable params: 0
_________________________________________________________________

n_epochs=100

model.fit(x=X_train_noisy, y=X_train,
                batch_size=batch_size,
                epochs=n_epochs,
                verbose=0)

Y_test_pred1 = model.predict(test_images)
Y_test_pred2 = model.predict(test_images_noisy)


display_images(test_images.reshape(-1,pixel_size,pixel_size),test_labels)
display_images(Y_test_pred1.reshape(-1,pixel_size,pixel_size),test_labels)


[image: png]

[image: png]

display_images(test_images_noisy.reshape(-1,pixel_size,pixel_size),test_labels)
display_images(Y_test_pred2.reshape(-1,pixel_size,pixel_size),test_labels)
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Variational Autoencoder in TensorFlow

tf.reset_default_graph()
keras.backend.clear_session()


# hyperparameters
learning_rate = 0.001
n_epochs = 20
batch_size = 100
n_batches = int(mnist.train.num_examples/batch_size)

# number of pixels in the MNIST image as number of inputs
n_inputs = 784
n_outputs = n_inputs


# define parameter ditionary
params={}

# number of hidden layers
n_layers = 2
# neurons in each hidden layer
n_neurons = [512,256]  

n_neurons_z = 128 # the dimensions of latent variables

activation = tf.nn.tanh

# input images
x = tf.placeholder(dtype=tf.float32, name='x', shape=[None, n_inputs]) 
# output images
y = tf.placeholder(dtype=tf.float32, name='y', shape=[None, n_outputs]) 

# x is input layer
layer = x

# add recognition / inference / probablistic encoder network weights, biases and layers

for i in range(0,n_layers):
    name='w_e_{0:04d}'.format(i)
    params[name] = tf.get_variable(name=name, 
                                   shape=[n_inputs if i==0 else n_neurons[i-1],
                                          n_neurons[i]], 
                                   initializer=tf.glorot_uniform_initializer()
                                  )
    name='b_e_{0:04d}'.format(i)
    params[name] = tf.Variable(tf.zeros([n_neurons[i]]),
                               name=name
                              )

    layer = activation(tf.matmul(layer,
                                 params['w_e_{0:04d}'.format(i)]
                                ) + params['b_e_{0:04d}'.format(i)]
                      )

name='w_e_z_mean'
params[name] = tf.get_variable(name=name,
                               shape=[n_neurons[n_layers-1], n_neurons_z],
                               initializer=tf.glorot_uniform_initializer()
                              )
name='b_e_z_mean'
params[name] = tf.Variable(tf.zeros([n_neurons_z]),
                           name=name
                          )
z_mean = tf.matmul(layer, params['w_e_z_mean']) + params['b_e_z_mean']

name='w_e_z_log_var'
params[name] = tf.get_variable(name=name,
                               shape=[n_neurons[n_layers-1], n_neurons_z],
                               initializer=tf.glorot_uniform_initializer()
                              )
name='b_e_z_log_var'
params[name] = tf.Variable(tf.zeros([n_neurons_z]),
                     name='b_e_z_log_var'
                    )

z_log_var = tf.matmul(layer, params['w_e_z_log_var']) + params['b_e_z_log_var']

# noise distribution
epsilon = tf.random_normal(tf.shape(z_log_var), 
                           mean=0, 
                           stddev=1.0,
                           dtype=tf.float32, 
                           name='epsilon'
                          )
# posterior distribution
z = z_mean + tf.exp(z_log_var * 0.5) * epsilon     


# add generator / probablistic decoder network weights, biases and layers
layer = z

for i in range(n_layers-1,-1,-1):
    name='w_d_{0:04d}'.format(i)
    params[name] = tf.get_variable(name=name, 
                                   shape=[n_neurons_z if i==n_layers-1 else n_neurons[i+1],
                                          n_neurons[i]], 
                                   initializer=tf.glorot_uniform_initializer()
                                  )
    name='b_d_{0:04d}'.format(i)
    params[name] = tf.Variable(tf.zeros([n_neurons[i]]),
                         name=name 
                        )
    layer = activation(tf.matmul(layer, params['w_d_{0:04d}'.format(i)]) + 
                          params['b_d_{0:04d}'.format(i)])    


name='w_d_z_mean'
params[name] = tf.get_variable(name=name,
                               shape=[n_neurons[0],n_outputs],
                               initializer=tf.glorot_uniform_initializer()
                              )
name='b_d_z_mean'
params[name] = tf.Variable(tf.zeros([n_outputs]),
                     name=name
                    )
name='w_d_z_log_var'    
params[name] = tf.Variable(tf.random_normal([n_neurons[0],
                                             n_outputs]),
                           name=name
                          )
name='b_d_z_log_var'
params[name] = tf.Variable(tf.zeros([n_outputs]),
                           name=name
                          )

layer = tf.nn.sigmoid(tf.matmul(layer, params['w_d_z_mean']) + 
                          params['b_d_z_mean'])

model = layer

# loss function
rec_loss = -tf.reduce_sum(y 
                          * tf.log(1e-10 + model) 
                          + (1-y) 
                          * tf.log(1e-10 + 1 - model),
                          1
                         )
reg_loss = -0.5 * tf.reduce_sum(1 
                                + z_log_var 
                                - tf.square(z_mean) 
                                - tf.exp(z_log_var), 
                                1
                               )            
loss = tf.reduce_mean(rec_loss+reg_loss)
# optimizer function
optimizer = tf.train.AdamOptimizer(learning_rate=learning_rate)
optimizer = optimizer.minimize(loss)


with tf.Session() as tfs:
    tf.global_variables_initializer().run()
    for epoch in range(n_epochs):
        epoch_loss = 0.0
        for batch in range(n_batches):
            X_batch, _ = mnist.train.next_batch(batch_size)
            feed_dict={x: X_batch,y: X_batch}
            _,batch_loss = tfs.run([optimizer,loss], feed_dict=feed_dict)
            epoch_loss += batch_loss 
        if (epoch%10==9) or (epoch==0):
            average_loss = epoch_loss / n_batches
            print('epoch: {0:04d}   loss = {1:0.6f}'
                  .format(epoch,average_loss))

    # predict images using autoencoder model trained            
    Y_test_pred1 = tfs.run(model, feed_dict={x: test_images})
    Y_test_pred2 = tfs.run(model, feed_dict={x: test_images_noisy})


epoch: 0000   loss = 178.974197
epoch: 0009   loss = 106.536299
epoch: 0019   loss = 102.442220

display_images(test_images.reshape(-1,pixel_size,pixel_size),test_labels)
display_images(Y_test_pred1.reshape(-1,pixel_size,pixel_size),test_labels)
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display_images(test_images_noisy.reshape(-1,pixel_size,pixel_size),test_labels)
display_images(Y_test_pred2.reshape(-1,pixel_size,pixel_size),test_labels)
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Variational Autoencoder in Keras

tf.reset_default_graph()
keras.backend.clear_session()


import keras
from keras.layers import Lambda, Dense, Input, Layer
from keras.models import Model
from keras import backend as K

# hyperparameters
learning_rate = 0.001
batch_size = 100
n_batches = int(mnist.train.num_examples/batch_size)

# number of pixels in the MNIST image as number of inputs
n_inputs = 784
n_outputs = n_inputs

# number of hidden layers
n_layers = 2
# neurons in each hidden layer
n_neurons = [512,256]
# the dimensions of latent variables
n_neurons_z = 128 

x = Input(shape=(n_inputs,), name='input')

layer = x

# build encoder
for i in range(n_layers):
    layer = Dense(units=n_neurons[i], activation='relu',name='enc_{0}'.format(i))(layer)

z_mean = Dense(units=n_neurons_z,name='z_mean')(layer)
z_log_var = Dense(units=n_neurons_z,name='z_log_v')(layer)


# noise distribution
epsilon = K.random_normal(shape=K.shape(z_log_var), 
                           mean=0, 
                           stddev=1.0
                         )

# posterior distribution
#z = Lambda(z_mean + K.exp(z_log_var * 0.5) * epsilon,
z = Lambda(lambda zargs: zargs[0] + K.exp(zargs[1] * 0.5) * epsilon,
           name='z'
          )([z_mean,z_log_var])

# add generator / probablistic decoder network layers
layer = z

for i in range(n_layers-1,-1,-1):
    layer = Dense(units=n_neurons[i], activation='relu',name='dec_{0}'.format(i))(layer)

y_hat = Dense(units=n_outputs, activation='sigmoid',name='output')(layer)

#y_hat = VAELossLayer()([x,layer])

model = Model(x,y_hat)
model.summary()

def vae_loss(y, y_hat):
        rec_loss = -K.sum(y * K.log(1e-10 + y_hat) + (1-y) * K.log(1e-10 + 1 - y_hat), 
                          axis=-1)
        reg_loss = -0.5 * K.sum(1 + z_log_var - K.square(z_mean) - K.exp(z_log_var), axis=-1) 

        loss = K.mean(rec_loss+reg_loss)
        return loss

model.compile(loss=vae_loss,
              optimizer=keras.optimizers.Adam(lr=learning_rate)
             )


__________________________________________________________________________________________________
Layer (type)                    Output Shape         Param #     Connected to                     
==================================================================================================
input (InputLayer)              (None, 784)          0                                            
__________________________________________________________________________________________________
enc_0 (Dense)                   (None, 512)          401920      input[0][0]                      
__________________________________________________________________________________________________
enc_1 (Dense)                   (None, 256)          131328      enc_0[0][0]                      
__________________________________________________________________________________________________
z_mean (Dense)                  (None, 128)          32896       enc_1[0][0]                      
__________________________________________________________________________________________________
z_log_v (Dense)                 (None, 128)          32896       enc_1[0][0]                      
__________________________________________________________________________________________________
z (Lambda)                      (None, 128)          0           z_mean[0][0]                     
                                                                 z_log_v[0][0]                    
__________________________________________________________________________________________________
dec_1 (Dense)                   (None, 256)          33024       z[0][0]                          
__________________________________________________________________________________________________
dec_0 (Dense)                   (None, 512)          131584      dec_1[0][0]                      
__________________________________________________________________________________________________
output (Dense)                  (None, 784)          402192      dec_0[0][0]                      
==================================================================================================
Total params: 1,165,840
Trainable params: 1,165,840
Non-trainable params: 0
__________________________________________________________________________________________________

n_epochs=50

model.fit(x=X_train_noisy, y=X_train,
                batch_size=batch_size,
                epochs=n_epochs,
                verbose=0)

Y_test_pred1 = model.predict(test_images)
Y_test_pred2 = model.predict(test_images_noisy)


display_images(test_images.reshape(-1,pixel_size,pixel_size),test_labels)
display_images(Y_test_pred1.reshape(-1,pixel_size,pixel_size),test_labels)
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display_images(test_images_noisy.reshape(-1,pixel_size,pixel_size),test_labels)
display_images(Y_test_pred2.reshape(-1,pixel_size,pixel_size),test_labels)
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encoder=Model(x,z_mean)
decoder_input = Input(shape=(n_neurons_z,))
decoder_layer = decoder_input
for i in range(n_layers-1,-1,-1):
    decoder_layer = model.get_layer('dec_{0}'.format(i))(decoder_layer)

y_decoded = model.get_layer('output')(decoder_layer)
generator = Model(decoder_input,y_decoded)
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            11.1 Saving and Restoring TensorFlow Models

import os

import numpy as np
np.random.seed(123)
print("NumPy:{}".format(np.__version__))

import tensorflow as tf
tf.set_random_seed(123)
print("TensorFlow:{}".format(tf.__version__))


NumPy:1.13.3
Pandas:0.21.0
Matplotlib:2.1.0
TensorFlow:1.4.0


Using TensorFlow backend.


Keras:2.0.9

DATASETSLIB_HOME = os.path.expanduser('~/dl-ts/datasetslib')
import sys
if not DATASETSLIB_HOME in sys.path:
    sys.path.append(DATASETSLIB_HOME)
%reload_ext autoreload
%autoreload 2
import datasetslib

from datasetslib import util as dsu
datasetslib.datasets_root = os.path.join(os.path.expanduser('~'),'datasets')
models_root = os.path.join(os.path.expanduser('~'),'models')


Saving / Restoring Model in TensorFlow

Saving all variables in a graph

# Saving all variables in a graph

tf.reset_default_graph()

# Assume Linear Model y = w * x + b
# Define model parameters
w = tf.Variable([.3], tf.float32)
b = tf.Variable([-.3], tf.float32)
# Define model input and output
x = tf.placeholder(tf.float32)
y = w * x + b
output = 0

# create saver object
saver = tf.train.Saver()

with tf.Session() as tfs:
    # initialize and print the variable y
    tfs.run(tf.global_variables_initializer())
    output = tfs.run(y,{x:[1,2,3,4]})
    saved_model_file = saver.save(tfs,'saved-models/full-graph-save-example.ckpt')
    print('Model saved in {}'.format(saved_model_file))
    print('Values of variables w,b: {}{}'.format(w.eval(),b.eval()))
    print('output={}'.format(output))


Model saved in saved-models/full-graph-save-example.ckpt
Values of variables w,b: [ 0.30000001][-0.30000001]
output=[ 0.          0.30000001  0.60000002  0.90000004]

Restoring all variables from a graph

tf.reset_default_graph()

# Assume Linear Model y = w * x + b
# Define model parameters
w = tf.Variable([0], dtype=tf.float32)
b = tf.Variable([0], dtype=tf.float32)
# Define model input and output
x = tf.placeholder(dtype=tf.float32)
y = w * x + b
output = 0

# create saver object
saver = tf.train.Saver()

with tf.Session() as tfs:
    saved_model_file = saver.restore(tfs,'saved-models/full-graph-save-example.ckpt')
    print('Values of variables w,b: {}{}'.format(w.eval(),b.eval()))
    output = tfs.run(y,{x:[1,2,3,4]})
    print('output={}'.format(output))


INFO:tensorflow:Restoring parameters from saved-models/full-graph-save-example.ckpt
Values of variables w,b: [ 0.30000001][-0.30000001]
output=[ 0.          0.30000001  0.60000002  0.90000004]

Saving selected variables in a graph

# Saving selected variables in a graph in TensorFlow

tf.reset_default_graph()

# Assume Linear Model y = w * x + b
# Define model parameters
w = tf.Variable([.3], tf.float32)
b = tf.Variable([-.3], tf.float32)
# Define model input and output
x = tf.placeholder(tf.float32)
y = w * x + b
output = 0

# create saver object
saver = tf.train.Saver({'weights': w})

with tf.Session() as tfs:
    # initialize and print the variable y
    tfs.run(tf.global_variables_initializer())
    output = tfs.run(y,{x:[1,2,3,4]})
    saved_model_file = saver.save(tfs,'saved-models/weights-save-example.ckpt')
    print('Model saved in {}'.format(saved_model_file))
    print('Values of variables w,b: {}{}'.format(w.eval(),b.eval()))
    print('output={}'.format(output))


Model saved in saved-models/weights-save-example.ckpt
Values of variables w,b: [ 0.30000001][-0.30000001]
output=[ 0.          0.30000001  0.60000002  0.90000004]

Restoring selected variables in a graph

# Restoring selected variables in a graph in TensorFlow

tf.reset_default_graph()

# Assume Linear Model y = w * x + b
# Define model parameters
w = tf.Variable([0], dtype=tf.float32)
b = tf.Variable([0], dtype=tf.float32)
# Define model input and output
x = tf.placeholder(dtype=tf.float32)
y = w * x + b
output = 0

# create saver object
saver = tf.train.Saver({'weights': w})

with tf.Session() as tfs:
    b.initializer.run()
    saved_model_file = saver.restore(tfs,'saved-models/weights-save-example.ckpt')
    print('Values of variables w,b: {}{}'.format(w.eval(),b.eval()))
    output = tfs.run(y,{x:[1,2,3,4]})
    print('output={}'.format(output))


INFO:tensorflow:Restoring parameters from saved-models/weights-save-example.ckpt
Values of variables w,b: [ 0.30000001][ 0.]
output=[ 0.30000001  0.60000002  0.90000004  1.20000005]
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            11.2 Saving TF Models with SavedModel for TF Serving

import math
import os

import numpy as np
np.random.seed(123)
print("NumPy:{}".format(np.__version__))

import tensorflow as tf
tf.set_random_seed(123)
print("TensorFlow:{}".format(tf.__version__))


NumPy:1.13.3
Pandas:0.21.0
Matplotlib:2.1.0
TensorFlow:1.4.0
Keras:2.0.9


Using TensorFlow backend.

DATASETSLIB_HOME = os.path.expanduser('~/dl-ts/datasetslib')
import sys
if not DATASETSLIB_HOME in sys.path:
    sys.path.append(DATASETSLIB_HOME)
%reload_ext autoreload
%autoreload 2
import datasetslib

from datasetslib import util as dsu
datasetslib.datasets_root = os.path.join(os.path.expanduser('~'),'datasets')
models_root = os.path.join(os.path.expanduser('~'),'models')


Serving Model in TensorFlow

Saving model with SavedModel

# Restart kernel to run the flag setting again
#tf.flags.DEFINE_integer('model_version', 1, 'version number of the model.')
model_name = 'mnist'
model_version = '1'
model_dir = os.path.join(models_root,model_name,model_version)


# get the MNIST Data

from tensorflow.examples.tutorials.mnist import input_data
mnist = input_data.read_data_sets(os.path.join(datasetslib.datasets_root,'mnist'), one_hot=True)

x_train = mnist.train.images
x_test = mnist.test.images
y_train = mnist.train.labels
y_test = mnist.test.labels

# parameters
pixel_size = 28 
num_outputs = 10  # 0-9 digits
num_inputs = 784  # total pixels


Extracting /home/armando/datasets/mnist/train-images-idx3-ubyte.gz
Extracting /home/armando/datasets/mnist/train-labels-idx1-ubyte.gz
Extracting /home/armando/datasets/mnist/t10k-images-idx3-ubyte.gz
Extracting /home/armando/datasets/mnist/t10k-labels-idx1-ubyte.gz

def mlp(x, num_inputs, num_outputs,num_layers,num_neurons):
    w=[]
    b=[]
    for i in range(num_layers):
        # weights
        w.append(tf.Variable(tf.random_normal( \
                              [num_inputs if i==0 else num_neurons[i-1], \
                               num_neurons[i]]), \
                             name="w_{0:04d}".format(i) \
                            ) \
                ) 
        # biases
        b.append(tf.Variable(tf.random_normal( \
                              [num_neurons[i]]), \
                             name="b_{0:04d}".format(i) \
                            ) \
                )                   
    w.append(tf.Variable(tf.random_normal(
                          [num_neurons[num_layers-1] if num_layers > 0 else num_inputs,
                           num_outputs]),name="w_out"))
    b.append(tf.Variable(tf.random_normal([num_outputs]),name="b_out"))

    # x is input layer
    layer = x
    # add hidden layers
    for i in range(num_layers):
        layer = tf.nn.relu(tf.matmul(layer, w[i]) + b[i])
    # add output layer
    layer = tf.matmul(layer, w[num_layers]) + b[num_layers]
    model = layer
    probs = tf.nn.softmax(model)

    return model,probs


tf.reset_default_graph()


# input images
serialized_tf_example = tf.placeholder(tf.string, name='tf_example')
feature_configs = {'x': tf.FixedLenFeature(shape=[784], dtype=tf.float32),}
tf_example = tf.parse_example(serialized_tf_example, feature_configs)
x_p = tf.identity(tf_example['x'], name='x_p')  # use tf.identity() to assign name

# target output
y_p = tf.placeholder(dtype=tf.float32, name="y_p", shape=[None, num_outputs])


num_layers = 2
num_neurons = []
for i in range(num_layers):
    num_neurons.append(256)

learning_rate = 0.01
n_epochs = 50
batch_size = 100
n_batches = mnist.train.num_examples//batch_size

model,probs = mlp(x=x_p, 
            num_inputs=num_inputs, 
            num_outputs=num_outputs, 
            num_layers=num_layers, 
            num_neurons=num_neurons)

# loss function
#loss = tf.reduce_mean(-tf.reduce_sum(y * tf.log(model), axis=1))
loss = tf.reduce_mean(tf.nn.softmax_cross_entropy_with_logits(logits=model, labels=y_p))
# optimizer function
optimizer = tf.train.GradientDescentOptimizer(learning_rate=learning_rate)

train_op = optimizer.minimize(loss)

predictions_check = tf.equal(tf.argmax(probs,1), tf.argmax(y_p,1))
accuracy_function = tf.reduce_mean(tf.cast(predictions_check, tf.float32))

values, indices = tf.nn.top_k(probs, 10)
table = tf.contrib.lookup.index_to_string_table_from_tensor(
  tf.constant([str(i) for i in range(10)]))
prediction_classes = table.lookup(tf.to_int64(indices))

with tf.Session() as tfs:
    tfs.run(tf.global_variables_initializer())
    for epoch in range(n_epochs):
        epoch_loss = 0.0
        for batch in range(n_batches):
            x_batch, y_batch = mnist.train.next_batch(batch_size)
            _,batch_loss = tfs.run([train_op,loss], feed_dict={x_p: x_batch, y_p: y_batch})
            epoch_loss += batch_loss 
        average_loss = epoch_loss / n_batches
        print("epoch: {0:04d}   loss = {1:0.6f}".format(epoch,average_loss))
    accuracy_score = tfs.run(accuracy_function, feed_dict={x_p: x_test, y_p: y_test })
    print("accuracy={0:.8f}".format(accuracy_score))

    # save the model

    # definitions for saving the models
    builder = tf.saved_model.builder.SavedModelBuilder(model_dir)

    # build signature_def_map

    classification_inputs = tf.saved_model.utils.build_tensor_info(
      serialized_tf_example)
    classification_outputs_classes = tf.saved_model.utils.build_tensor_info(
      prediction_classes)
    classification_outputs_scores = tf.saved_model.utils.build_tensor_info(values)

    classification_signature = (
      tf.saved_model.signature_def_utils.build_signature_def(
          inputs={
              tf.saved_model.signature_constants.CLASSIFY_INPUTS:
                  classification_inputs
          },
          outputs={
              tf.saved_model.signature_constants.CLASSIFY_OUTPUT_CLASSES:
                  classification_outputs_classes,
              tf.saved_model.signature_constants.CLASSIFY_OUTPUT_SCORES:
                  classification_outputs_scores
          },
          method_name=tf.saved_model.signature_constants.CLASSIFY_METHOD_NAME))

    tensor_info_x = tf.saved_model.utils.build_tensor_info(x_p)
    tensor_info_y = tf.saved_model.utils.build_tensor_info(probs)

    prediction_signature = (
          tf.saved_model.signature_def_utils.build_signature_def(
              inputs={'inputs': tensor_info_x},
              outputs={'outputs': tensor_info_y},
              method_name=tf.saved_model.signature_constants.PREDICT_METHOD_NAME))

    legacy_init_op = tf.group(tf.tables_initializer(), name='legacy_init_op')
    builder.add_meta_graph_and_variables(
      tfs, [tf.saved_model.tag_constants.SERVING],
      signature_def_map={
          'predict_images':
              prediction_signature,
          tf.saved_model.signature_constants.DEFAULT_SERVING_SIGNATURE_DEF_KEY:
              classification_signature,
      },
      legacy_init_op=legacy_init_op)

    builder.save()

print('Run following command:')
print('tensorflow_model_server --model_name=mnist --model_base_path={}'
      .format(os.path.join(models_root,model_name)))


epoch: 0000   loss = 58.275672
epoch: 0001   loss = 12.980265
epoch: 0002   loss = 7.946372
epoch: 0003   loss = 5.640132
epoch: 0004   loss = 4.194648
epoch: 0005   loss = 3.293190
epoch: 0006   loss = 2.660178
epoch: 0007   loss = 2.217029
epoch: 0008   loss = 1.806662
epoch: 0009   loss = 1.527517
epoch: 0010   loss = 1.308219
epoch: 0011   loss = 1.115864
epoch: 0012   loss = 0.957490
epoch: 0013   loss = 0.846164
epoch: 0014   loss = 0.733891
epoch: 0015   loss = 0.622274
epoch: 0016   loss = 0.540578
epoch: 0017   loss = 0.473720
epoch: 0018   loss = 0.416551
epoch: 0019   loss = 0.364625
epoch: 0020   loss = 0.326988
epoch: 0021   loss = 0.272674
epoch: 0022   loss = 0.243471
epoch: 0023   loss = 0.207583
epoch: 0024   loss = 0.183325
epoch: 0025   loss = 0.153376
epoch: 0026   loss = 0.135717
epoch: 0027   loss = 0.119947
epoch: 0028   loss = 0.103426
epoch: 0029   loss = 0.085863
epoch: 0030   loss = 0.076752
epoch: 0031   loss = 0.069757
epoch: 0032   loss = 0.056827
epoch: 0033   loss = 0.046720
epoch: 0034   loss = 0.041128
epoch: 0035   loss = 0.033346
epoch: 0036   loss = 0.029719
epoch: 0037   loss = 0.026037
epoch: 0038   loss = 0.022546
epoch: 0039   loss = 0.018932
epoch: 0040   loss = 0.016667
epoch: 0041   loss = 0.013022
epoch: 0042   loss = 0.013127
epoch: 0043   loss = 0.008736
epoch: 0044   loss = 0.006944
epoch: 0045   loss = 0.004991
epoch: 0046   loss = 0.004136
epoch: 0047   loss = 0.003154
epoch: 0048   loss = 0.002946
epoch: 0049   loss = 0.002317
accuracy=0.92979997
INFO:tensorflow:No assets to save.
INFO:tensorflow:No assets to write.
INFO:tensorflow:SavedModel written to: b'/home/armando/models/mnist/1/saved_model.pb'
Go to folder where the notebooks are and run following command:
tensorflow_model_server --port=9000 --model_name=mnist --model_base_path=/home/armando/models/mnist
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# From : https://github.com/tensorflow/serving/blob/master/tensorflow_serving/example/mnist_input_data.py
"""Functions for downloading and reading MNIST data."""

from __future__ import print_function

import gzip
import os

import numpy
from six.moves import urllib

# CVDF mirror of http://yann.lecun.com/exdb/mnist/
SOURCE_URL = 'https://storage.googleapis.com/cvdf-datasets/mnist/'
TRAIN_IMAGES = 'train-images-idx3-ubyte.gz'
TRAIN_LABELS = 'train-labels-idx1-ubyte.gz'
TEST_IMAGES = 't10k-images-idx3-ubyte.gz'
TEST_LABELS = 't10k-labels-idx1-ubyte.gz'
VALIDATION_SIZE = 5000


def maybe_download(filename, work_directory):
  """Download the data from Yann's website, unless it's already here."""
  if not os.path.exists(work_directory):
    os.mkdir(work_directory)
  filepath = os.path.join(work_directory, filename)
  if not os.path.exists(filepath):
    filepath, _ = urllib.request.urlretrieve(SOURCE_URL + filename, filepath)
    statinfo = os.stat(filepath)
    print('Successfully downloaded %s %d bytes.' % (filename, statinfo.st_size))
  return filepath


def _read32(bytestream):
  dt = numpy.dtype(numpy.uint32).newbyteorder('>')
  return numpy.frombuffer(bytestream.read(4), dtype=dt)[0]


def extract_images(filename):
  """Extract the images into a 4D uint8 numpy array [index, y, x, depth]."""
  print('Extracting %s' % filename)
  with gzip.open(filename) as bytestream:
    magic = _read32(bytestream)
    if magic != 2051:
      raise ValueError(
          'Invalid magic number %d in MNIST image file: %s' %
          (magic, filename))
    num_images = _read32(bytestream)
    rows = _read32(bytestream)
    cols = _read32(bytestream)
    buf = bytestream.read(rows * cols * num_images)
    data = numpy.frombuffer(buf, dtype=numpy.uint8)
    data = data.reshape(num_images, rows, cols, 1)
    return data


def dense_to_one_hot(labels_dense, num_classes=10):
  """Convert class labels from scalars to one-hot vectors."""
  num_labels = labels_dense.shape[0]
  index_offset = numpy.arange(num_labels) * num_classes
  labels_one_hot = numpy.zeros((num_labels, num_classes))
  labels_one_hot.flat[index_offset + labels_dense.ravel()] = 1
  return labels_one_hot


def extract_labels(filename, one_hot=False):
  """Extract the labels into a 1D uint8 numpy array [index]."""
  print('Extracting %s' % filename)
  with gzip.open(filename) as bytestream:
    magic = _read32(bytestream)
    if magic != 2049:
      raise ValueError(
          'Invalid magic number %d in MNIST label file: %s' %
          (magic, filename))
    num_items = _read32(bytestream)
    buf = bytestream.read(num_items)
    labels = numpy.frombuffer(buf, dtype=numpy.uint8)
    if one_hot:
      return dense_to_one_hot(labels)
    return labels


class DataSet(object):
  """Class encompassing test, validation and training MNIST data set."""

  def __init__(self, images, labels, fake_data=False, one_hot=False):
    """Construct a DataSet. one_hot arg is used only if fake_data is true."""

    if fake_data:
      self._num_examples = 10000
      self.one_hot = one_hot
    else:
      assert images.shape[0] == labels.shape[0], (
          'images.shape: %s labels.shape: %s' % (images.shape,
                                                 labels.shape))
      self._num_examples = images.shape[0]

      # Convert shape from [num examples, rows, columns, depth]
      # to [num examples, rows*columns] (assuming depth == 1)
      assert images.shape[3] == 1
      images = images.reshape(images.shape[0],
                              images.shape[1] * images.shape[2])
      # Convert from [0, 255] -> [0.0, 1.0].
      images = images.astype(numpy.float32)
      images = numpy.multiply(images, 1.0 / 255.0)
    self._images = images
    self._labels = labels
    self._epochs_completed = 0
    self._index_in_epoch = 0

  @property
  def images(self):
    return self._images

  @property
  def labels(self):
    return self._labels

  @property
  def num_examples(self):
    return self._num_examples

  @property
  def epochs_completed(self):
    return self._epochs_completed

  def next_batch(self, batch_size, fake_data=False):
    """Return the next `batch_size` examples from this data set."""
    if fake_data:
      fake_image = [1] * 784
      if self.one_hot:
        fake_label = [1] + [0] * 9
      else:
        fake_label = 0
      return [fake_image for _ in range(batch_size)], [
          fake_label for _ in range(batch_size)
      ]
    start = self._index_in_epoch
    self._index_in_epoch += batch_size
    if self._index_in_epoch > self._num_examples:
      # Finished epoch
      self._epochs_completed += 1
      # Shuffle the data
      perm = numpy.arange(self._num_examples)
      numpy.random.shuffle(perm)
      self._images = self._images[perm]
      self._labels = self._labels[perm]
      # Start next epoch
      start = 0
      self._index_in_epoch = batch_size
      assert batch_size <= self._num_examples
    end = self._index_in_epoch
    return self._images[start:end], self._labels[start:end]


def read_data_sets(train_dir, fake_data=False, one_hot=False):
  """Return training, validation and testing data sets."""

  class DataSets(object):
    pass

  data_sets = DataSets()

  if fake_data:
    data_sets.train = DataSet([], [], fake_data=True, one_hot=one_hot)
    data_sets.validation = DataSet([], [], fake_data=True, one_hot=one_hot)
    data_sets.test = DataSet([], [], fake_data=True, one_hot=one_hot)
    return data_sets

  local_file = maybe_download(TRAIN_IMAGES, train_dir)
  train_images = extract_images(local_file)

  local_file = maybe_download(TRAIN_LABELS, train_dir)
  train_labels = extract_labels(local_file, one_hot=one_hot)

  local_file = maybe_download(TEST_IMAGES, train_dir)
  test_images = extract_images(local_file)

  local_file = maybe_download(TEST_LABELS, train_dir)
  test_labels = extract_labels(local_file, one_hot=one_hot)

  validation_images = train_images[:VALIDATION_SIZE]
  validation_labels = train_labels[:VALIDATION_SIZE]
  train_images = train_images[VALIDATION_SIZE:]
  train_labels = train_labels[VALIDATION_SIZE:]

  data_sets.train = DataSet(train_images, train_labels)
  data_sets.validation = DataSet(validation_images, validation_labels)
  data_sets.test = DataSet(test_images, test_labels)

  return data_sets

# From https://github.com/tensorflow/serving/blob/master/tensorflow_serving/example/mnist_client.py

from __future__ import print_function

import sys
import threading

from grpc.beta import implementations
import numpy
import tensorflow as tf

from tensorflow_serving.apis import predict_pb2
from tensorflow_serving.apis import prediction_service_pb2

class _ResultCounter(object):
  """Counter for the prediction results."""

  def __init__(self, num_tests, concurrency):
    self._num_tests = num_tests
    self._concurrency = concurrency
    self._error = 0
    self._done = 0
    self._active = 0
    self._condition = threading.Condition()

  def inc_error(self):
    with self._condition:
      self._error += 1

  def inc_done(self):
    with self._condition:
      self._done += 1
      self._condition.notify()

  def dec_active(self):
    with self._condition:
      self._active -= 1
      self._condition.notify()

  def get_error_rate(self):
    with self._condition:
      while self._done != self._num_tests:
        self._condition.wait()
      return self._error / float(self._num_tests)

  def throttle(self):
    with self._condition:
      while self._active == self._concurrency:
        self._condition.wait()
      self._active += 1


def _create_rpc_callback(label, result_counter):
  """Creates RPC callback function.
  Args:
    label: The correct label for the predicted example.
    result_counter: Counter for the prediction result.
  Returns:
    The callback function.
  """
  def _callback(result_future):
    """Callback function.
    Calculates the statistics for the prediction result.
    Args:
      result_future: Result future of the RPC.
    """
    exception = result_future.exception()
    if exception:
      result_counter.inc_error()
      print(exception)
    else:
      sys.stdout.write('.')
      sys.stdout.flush()
      response = numpy.array(
          result_future.result().outputs['outputs'].float_val)
      prediction = numpy.argmax(response)
      if label != prediction:
        result_counter.inc_error()
    result_counter.inc_done()
    result_counter.dec_active()
  return _callback


def do_inference(hostport, work_dir, concurrency, num_tests):
  """Tests PredictionService with concurrent requests.
  Args:
    hostport: Host:port address of the PredictionService.
    work_dir: The full path of working directory for test data set.
    concurrency: Maximum number of concurrent requests.
    num_tests: Number of test images to use.
  Returns:
    The classification error rate.
  Raises:
    IOError: An error occurred processing test data set.
  """
  test_data_set = read_data_sets(work_dir).test #mnist_input_data.read_data_sets(work_dir).test
  host, port = hostport.split(':')
  channel = implementations.insecure_channel(host, int(port))
  stub = prediction_service_pb2.beta_create_PredictionService_stub(channel)
  result_counter = _ResultCounter(num_tests, concurrency)
  for i in range(num_tests):
    request = predict_pb2.PredictRequest()
    request.model_spec.name = 'mnist'
    request.model_spec.signature_name = 'predict_images'
    image, label = test_data_set.next_batch(1)
    request.inputs['inputs'].CopyFrom(
        tf.contrib.util.make_tensor_proto(image[0], shape=[1, image[0].size]))
    result_counter.throttle()
    result_future = stub.Predict.future(request, 5.0)  # 5 seconds
    result_future.add_done_callback(
        _create_rpc_callback(label[0], result_counter))
    if i%50==0:
         sys.stdout.write('\n')
  return result_counter.get_error_rate()

error_rate = do_inference(hostport='0.0.0.0:8500', 
                          work_dir='/home/armando/datasets/mnist',
                          concurrency=1, 
                          num_tests=100)
print('\nInference error rate: %s%%' % (error_rate * 100))

Extracting /home/armando/datasets/mnist/train-images-idx3-ubyte.gz
Extracting /home/armando/datasets/mnist/train-labels-idx1-ubyte.gz
Extracting /home/armando/datasets/mnist/t10k-images-idx3-ubyte.gz
Extracting /home/armando/datasets/mnist/t10k-labels-idx1-ubyte.gz

..................................................
..................................................
Inference error rate: 7.0%
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import os

import numpy as np
np.random.seed(123)
print("NumPy:{}".format(np.__version__))

import matplotlib as mpl
import matplotlib.pyplot as plt
import matplotlib.image as mpimg
from matplotlib.pylab import rcParams
rcParams['figure.figsize']=15,10
print("Matplotlib:{}".format(mpl.__version__))

import tensorflow as tf
tf.set_random_seed(123)
print("TensorFlow:{}".format(tf.__version__))
from tensorflow.contrib import slim


NumPy:1.13.1
Matplotlib:2.1.0
TensorFlow:1.4.1

DATASETSLIB_HOME = os.path.expanduser('~/dl-ts/datasetslib')
import sys
if not DATASETSLIB_HOME in sys.path:
    sys.path.append(DATASETSLIB_HOME)
%reload_ext autoreload
%autoreload 2
import datasetslib

from datasetslib import util as dsu
from datasetslib import nputil
datasetslib.datasets_root = os.path.join(os.path.expanduser('~'),'datasets')
models_root = os.path.join(os.path.expanduser('~'),'models')


VGG16 Model in TensorFlow

Load the pretrained VGG model

# download the checkpoint file

model_name='vgg_16'
model_url='http://download.tensorflow.org/models/'
model_files=['vgg_16_2016_08_28.tar.gz']
model_home=os.path.join(models_root,model_name)        

dsu.download_dataset(source_url=model_url,
                        source_files=model_files,
                        dest_dir = model_home,
                        force=False,
                        extract=True)


Already exists: /home/armando/models/vgg_16/vgg_16_2016_08_28.tar.gz





['vgg_16_2016_08_28.tar.gz']

# helper function

def disp(images,id2label=None,probs=None,n_top=5,scale=False):
    if scale:
        imgs = np.abs(images + np.array([[[[123.68, 116.78, 103.94]]]]))/255.0
    else:
        imgs = images

    ids={}
    for j in range(len(images)):
        if scale:
            plt.figure(figsize=(5,5))
            plt.imshow(imgs[j])
        else:
            plt.imshow(imgs[j].astype(np.uint8) )
        plt.show()
        if probs is not None:
            ids[j] = [i[0] for i in sorted(enumerate(-probs[j]), key=lambda x:x[1])]
            for k in range(n_top):
                id = ids[j][k]
                print('Probability {0:1.2f}% of [{1:}]'
                      .format(100*probs[j,id],id2label[id]))


Load Coco Animals Dataset

# Load the dataset
from datasetslib.coco import coco_animals

coco = coco_animals()
x_train_files, y_train, x_val_files, x_val = coco.load_data()
#x_test = [x_train_files[0],x_train_files[245]]
x_test = [x_val_files[25*x] for x in range(8)]


Already exists: /home/armando/datasets/coco-animals/coco-animals.zip

images=np.array([mpimg.imread(x) for x in x_test])
disp(images)
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[image: png]

print([x.shape for x in images])


[(356, 640, 3), (360, 640, 3), (375, 500, 3), (334, 500, 3), (480, 640, 3), (640, 556, 3), (361, 640, 3), (640, 434, 3)]

images_test=np.array([coco.preprocess_for_vgg(x) for x in x_test])
print(images_test.shape)


(8, 224, 224, 3)

disp(images_test)
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disp(images_test,scale=True)
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Load ImageNet dataset for labels

### Load ImageNet dataset for labels
from datasetslib.imagenet import imageNet
inet = imageNet()
inet.load_data(n_classes=1000)


imports and common variables for VGG16

### imports and common variables for VGG16
from tensorflow.contrib import slim
from tensorflow.contrib.slim.nets import vgg
image_height=vgg.vgg_16.default_image_size
image_width=vgg.vgg_16.default_image_size


Predict coco animals images using VGG16

tf.reset_default_graph()


x_p = tf.placeholder(shape=(None,
                            image_height, 
                            image_width,
                            3
                           ),
                     dtype=tf.float32,
                     name='x_p'
                    )
print(x_p)


Tensor("x_p:0", shape=(?, 224, 224, 3), dtype=float32)

with slim.arg_scope(vgg.vgg_arg_scope()):
    logits,_ = vgg.vgg_16(x_p,
                          num_classes=inet.n_classes,
                          is_training=False
                         )
probabilities = tf.nn.softmax(logits)

init = slim.assign_from_checkpoint_fn(
        os.path.join(model_home, '{}.ckpt'.format(model_name)),
        slim.get_variables_to_restore())


with tf.Session() as tfs:
    init(tfs)
    probs = tfs.run([probabilities],feed_dict={x_p:images_test})
    probs=probs[0]


INFO:tensorflow:Restoring parameters from /home/armando/models/vgg_16/vgg_16.ckpt

disp(images_test,id2label=inet.id2label,probs=probs,scale=True)
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Probability 9.77% of [barn]
Probability 7.35% of [worm fence, snake fence, snake-rail fence, Virginia fence]
Probability 6.71% of [water tower]
Probability 6.63% of [rapeseed]
Probability 4.86% of [hay]

[image: png]

Probability 100.00% of [zebra]
Probability 0.00% of [gazelle]
Probability 0.00% of [ostrich, Struthio camelus]
Probability 0.00% of [impala, Aepyceros melampus]
Probability 0.00% of [hartebeest]

[image: png]

Probability 60.31% of [vizsla, Hungarian pointer]
Probability 20.54% of [redbone]
Probability 9.00% of [Chesapeake Bay retriever]
Probability 7.32% of [Rhodesian ridgeback]
Probability 0.68% of [Weimaraner]

[image: png]

Probability 99.98% of [zebra]
Probability 0.01% of [gazelle]
Probability 0.00% of [impala, Aepyceros melampus]
Probability 0.00% of [hartebeest]
Probability 0.00% of [ostrich, Struthio camelus]

[image: png]

Probability 100.00% of [ram, tup]
Probability 0.00% of [bighorn, bighorn sheep, cimarron, Rocky Mountain bighorn, Rocky Mountain sheep, Ovis canadensis]
Probability 0.00% of [llama]
Probability 0.00% of [kuvasz]
Probability 0.00% of [komondor]
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Probability 25.51% of [oxygen mask]
Probability 16.66% of [gasmask, respirator, gas helmet]
Probability 7.88% of [muzzle]
Probability 2.55% of [Weimaraner]
Probability 2.38% of [mask]
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Probability 19.33% of [kelpie]
Probability 15.84% of [Appenzeller]
Probability 10.26% of [Greater Swiss Mountain dog]
Probability 9.51% of [EntleBucher]
Probability 6.43% of [Border collie]

[image: png]

Probability 9.62% of [jinrikisha, ricksha, rickshaw]
Probability 8.20% of [minibus]
Probability 6.38% of [academic gown, academic robe, judge's robe]
Probability 5.05% of [minivan]
Probability 4.11% of [garbage truck, dustcart]

Predict coco animals images using VGG16 - Preprocessing in TF

tf.reset_default_graph()


def tf_preprocess(filelist):
    images=[]
    for filename in filelist:
        image_string = tf.read_file(filename)
        image_decoded = tf.image.decode_jpeg(image_string, channels=3)
        image_float = tf.cast(image_decoded, tf.float32)
        resize_fn = tf.image.resize_image_with_crop_or_pad
        image_resized = resize_fn(image_float, image_height, image_width)
        means = tf.reshape(tf.constant([123.68, 116.78, 103.94]), [1, 1, 3])
        image = image_resized - means
        images.append(image)

    images = tf.stack(images)
    return images


images=tf_preprocess([x for x in x_test])
print(images)


Tensor("stack_24:0", shape=(8, 224, 224, 3), dtype=float32)

with slim.arg_scope(vgg.vgg_arg_scope()):
    logits,_ = vgg.vgg_16(images,
                          num_classes=inet.n_classes,
                          is_training=False
                         )
probabilities = tf.nn.softmax(logits)

init = slim.assign_from_checkpoint_fn(
        os.path.join(model_home, '{}.ckpt'.format(model_name)),
        slim.get_variables_to_restore())


with tf.Session() as tfs:
    init(tfs)
    np_images,probs = tfs.run([images,probabilities])


INFO:tensorflow:Restoring parameters from /home/armando/models/vgg_16/vgg_16.ckpt

disp(np_images,id2label=inet.id2label,probs=probs,scale=True)
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Probability 10.68% of [barn]
Probability 7.73% of [worm fence, snake fence, snake-rail fence, Virginia fence]
Probability 6.94% of [rapeseed]
Probability 6.56% of [water tower]
Probability 5.03% of [hay]
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Probability 100.00% of [zebra]
Probability 0.00% of [gazelle]
Probability 0.00% of [ostrich, Struthio camelus]
Probability 0.00% of [impala, Aepyceros melampus]
Probability 0.00% of [hartebeest]
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Probability 62.53% of [vizsla, Hungarian pointer]
Probability 18.38% of [redbone]
Probability 8.99% of [Chesapeake Bay retriever]
Probability 7.35% of [Rhodesian ridgeback]
Probability 0.67% of [Weimaraner]
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Probability 99.98% of [zebra]
Probability 0.01% of [gazelle]
Probability 0.00% of [impala, Aepyceros melampus]
Probability 0.00% of [hartebeest]
Probability 0.00% of [ostrich, Struthio camelus]
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Probability 100.00% of [ram, tup]
Probability 0.00% of [bighorn, bighorn sheep, cimarron, Rocky Mountain bighorn, Rocky Mountain sheep, Ovis canadensis]
Probability 0.00% of [llama]
Probability 0.00% of [kuvasz]
Probability 0.00% of [komondor]
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Probability 23.94% of [oxygen mask]
Probability 14.33% of [gasmask, respirator, gas helmet]
Probability 7.46% of [muzzle]
Probability 4.08% of [Weimaraner]
Probability 2.81% of [cowboy hat, ten-gallon hat]
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Probability 21.35% of [kelpie]
Probability 15.19% of [Appenzeller]
Probability 10.27% of [EntleBucher]
Probability 9.49% of [Greater Swiss Mountain dog]
Probability 5.98% of [Border collie]
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Probability 9.12% of [jinrikisha, ricksha, rickshaw]
Probability 8.37% of [minibus]
Probability 6.30% of [academic gown, academic robe, judge's robe]
Probability 5.04% of [minivan]
Probability 4.19% of [garbage truck, dustcart]

Predict coco animals images using retrained VGG16

tf.reset_default_graph()


is_training = tf.placeholder(tf.bool,name='is_training')
x_p = tf.placeholder(shape=(None,
                            image_height, 
                            image_width,
                            3
                           ),
                     dtype=tf.float32,
                     name='x_p')
y_p = tf.placeholder(shape=(None,1),dtype=tf.int32,name='y_p')


with slim.arg_scope(vgg.vgg_arg_scope()):
    logits, _ = vgg.vgg_16(x_p,
                           num_classes=coco.n_classes,
                           is_training=is_training
                          )

probabilities = tf.nn.softmax(logits)

# restore except last last layer fc8
restore_fn = tf.contrib.framework.get_variables_to_restore
fc7_variables = restore_fn(exclude=['vgg_16/fc8'])

fc7_init = tf.contrib.framework.assign_from_checkpoint_fn(
    os.path.join(model_home, '{}.ckpt'.format(model_name)),
    fc7_variables)

# fc8 layer
fc8_variables = tf.contrib.framework.get_variables('vgg_16/fc8')
fc8_init = tf.variables_initializer(fc8_variables)


tf.losses.sparse_softmax_cross_entropy(labels=y_p, logits=logits)
loss = tf.losses.get_total_loss()


learning_rate = 0.001
fc8_optimizer = tf.train.GradientDescentOptimizer(learning_rate = learning_rate)
fc8_train_op = fc8_optimizer.minimize(loss, var_list=fc8_variables)

full_optimizer = tf.train.GradientDescentOptimizer(learning_rate=learning_rate)
full_train_op = full_optimizer.minimize(loss)


y_pred = tf.to_int32(tf.argmax(logits, 1))
n_correct_pred = tf.equal(y_pred, y_p)
accuracy = tf.reduce_mean(tf.cast(n_correct_pred, tf.float32))


fc8_epochs = 10
full_epochs = 10
coco.y_onehot = False
coco.batch_size = 32
coco.batch_shuffle = True

total_images = len(x_train_files)
n_batches = total_images // coco.batch_size

with tf.Session() as tfs:
        fc7_init(tfs)  
        tfs.run(fc8_init)  

        for epoch in range(fc8_epochs):
            print('Starting fc8 epoch ',epoch)
            coco.reset_index()
            epoch_accuracy=0
            for batch in range(n_batches):
                try
                    x_batch, y_batch = coco.next_batch()
                    images=np.array([coco.preprocess_for_vgg(x) for x in x_batch])

                    feed_dict = {x_p: images,y_p: y_batch,is_training: True}
                    tfs.run(fc8_train_op, feed_dict = feed_dict)

                    feed_dict={x_p: images, y_p: y_batch,is_training: False}
                    batch_accuracy = tfs.run(accuracy,feed_dict=feed_dict)
                    epoch_accuracy += batch_accuracy
                except Exception as ex:
                    print('error in fc8 epoch {} batch {}'.format(epoch,batch))
                    raise(ex)
            epoch_accuracy /= n_batches
            print('Train accuracy in epoch {}:{}'.format(epoch,epoch_accuracy))

        for epoch in range(full_epochs):
            print('Starting full epoch ',epoch)
            coco.reset_index()
            epoch_accuracy=0
            for batch in range(n_batches):
                try:
                    x_batch, y_batch = coco.next_batch()
                    images=np.array([coco.preprocess_for_vgg(x) for x in x_batch])

                    feed_dict = {x_p: images,y_p: y_batch,is_training: True}
                    tfs.run(full_train_op, feed_dict = feed_dict )

                    feed_dict={x_p: images, y_p: y_batch,is_training: False}
                    batch_accuracy = tfs.run(accuracy,feed_dict=feed_dict)
                    epoch_accuracy += batch_accuracy
                except:
                    print('error in full epoch {} batch {}'.format(epoch,batch))
                    raise(ex)
            epoch_accuracy /= n_batches
            print('Train accuracy in epoch {}:{}'.format(epoch,epoch_accuracy))

        # now run the predictions
        feed_dict={x_p:images_test,is_training: False}
        probs = tfs.run([probabilities],feed_dict=feed_dict)
        probs=probs[0]


INFO:tensorflow:Restoring parameters from /home/armando/models/vgg_16/vgg_16.ckpt
Starting fc8 epoch  0
Train accuracy in epoch 0:0.1312109375
Starting fc8 epoch  1
Train accuracy in epoch 1:0.143671875
Starting fc8 epoch  2
Train accuracy in epoch 2:0.1450390625
Starting fc8 epoch  3
Train accuracy in epoch 3:0.149296875
Starting fc8 epoch  4
Train accuracy in epoch 4:0.1437890625
Starting fc8 epoch  5
Train accuracy in epoch 5:0.146015625
Starting fc8 epoch  6
Train accuracy in epoch 6:0.144609375
Starting fc8 epoch  7
Train accuracy in epoch 7:0.1539453125
Starting fc8 epoch  8
Train accuracy in epoch 8:0.1437890625
Starting fc8 epoch  9
Train accuracy in epoch 9:0.1438671875
Starting full epoch  0
Train accuracy in epoch 0:0.1503515625
Starting full epoch  1
Train accuracy in epoch 1:0.1541015625
Starting full epoch  2
Train accuracy in epoch 2:0.1484765625
Starting full epoch  3
Train accuracy in epoch 3:0.1476171875
Starting full epoch  4
Train accuracy in epoch 4:0.156640625
Starting full epoch  5
Train accuracy in epoch 5:0.153671875
Starting full epoch  6
Train accuracy in epoch 6:0.1532421875
Starting full epoch  7
Train accuracy in epoch 7:0.146015625
Starting full epoch  8
Train accuracy in epoch 8:0.151875
Starting full epoch  9
Train accuracy in epoch 9:0.15125

disp(images_test,id2label=coco.id2label,probs=probs,scale=True)


[image: png]

Probability 86.44% of [horse]
Probability 8.76% of [sheep]
Probability 2.81% of [dog]
Probability 0.82% of [zebra]
Probability 0.61% of [giraffe]

[image: png]

Probability 100.00% of [zebra]
Probability 0.00% of [giraffe]
Probability 0.00% of [horse]
Probability 0.00% of [cat]
Probability 0.00% of [sheep]

[image: png]

Probability 99.94% of [dog]
Probability 0.04% of [giraffe]
Probability 0.01% of [horse]
Probability 0.00% of [bear]
Probability 0.00% of [cat]

[image: png]

Probability 100.00% of [zebra]
Probability 0.00% of [horse]
Probability 0.00% of [giraffe]
Probability 0.00% of [bird]
Probability 0.00% of [sheep]

[image: png]

Probability 100.00% of [sheep]
Probability 0.00% of [horse]
Probability 0.00% of [bear]
Probability 0.00% of [dog]
Probability 0.00% of [zebra]

[image: png]

Probability 99.88% of [horse]
Probability 0.08% of [giraffe]
Probability 0.02% of [sheep]
Probability 0.01% of [dog]
Probability 0.01% of [bear]

[image: png]

Probability 99.99% of [dog]
Probability 0.00% of [cat]
Probability 0.00% of [horse]
Probability 0.00% of [bear]
Probability 0.00% of [zebra]

[image: png]

Probability 99.83% of [horse]
Probability 0.09% of [dog]
Probability 0.04% of [bird]
Probability 0.02% of [sheep]
Probability 0.01% of [bear]
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import math
import os

import numpy as np
np.random.seed(123)
print("NumPy:{}".format(np.__version__))

import pandas as pd
print("Pandas:{}".format(pd.__version__))

import matplotlib as mpl
import matplotlib.pyplot as plt
import matplotlib.image as mpimg
from matplotlib.pylab import rcParams
rcParams['figure.figsize']=15,10
print("Matplotlib:{}".format(mpl.__version__))

import tensorflow as tf
tf.set_random_seed(123)
print("TensorFlow:{}".format(tf.__version__))

import keras
print("Keras:{}".format(keras.__version__))

from tensorflow.contrib import slim


NumPy:1.13.3
Pandas:0.21.0
Matplotlib:2.1.0
TensorFlow:1.4.0


Using TensorFlow backend.


Keras:2.0.9

DATASETSLIB_HOME = os.path.expanduser('~/dl-ts/datasetslib')
import sys
if not DATASETSLIB_HOME in sys.path:
    sys.path.append(DATASETSLIB_HOME)
%reload_ext autoreload
%autoreload 2
import datasetslib

from datasetslib import util as dsu
datasetslib.datasets_root = os.path.join(os.path.expanduser('~'),'datasets')
models_root = os.path.join(os.path.expanduser('~'),'models')


VGG16 Model in Keras

# helper function

def disp(images,labels,id2label=None,probs=None,n_top=5,scale=False):
    if scale:
        imgs = np.abs(images + np.array([[[[123.68, 116.78, 103.94]]]]))/255.0
    else:
        imgs = images

    ids={}
    for j in range(len(images)):
        if scale:
            plt.figure(figsize=(5,5))
            plt.imshow(imgs[j])
        else:
            plt.imshow(imgs[j].astype(np.uint8) )
        plt.show()
        if probs is not None:
            ids[j] = [i[0] for i in sorted(enumerate(-probs[j]), key=lambda x:x[1])]
            for k in range(n_top):
                id = ids[j][k]
                print('Probability {0:1.2f}% of [{1:}]'
                      .format(100*probs[j,id],id2label[id]))


Load Coco Animals Dataset

# Load the dataset
from datasetslib.coco import coco_animals

coco = coco_animals()
x_train_files, y_train, x_val_files, x_val = coco.load_data()
x_test = [x_val_files[25*x] for x in range(8)]


Already exists: /home/armando/datasets/coco-animals/coco-animals.zip

images=np.array([mpimg.imread(x) for x in x_test])

disp(images)
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[image: png]
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[image: png]

[image: png]

print([x.shape for x in images])


[(640, 425, 3), (373, 500, 3), (367, 640, 3), (427, 640, 3), (428, 640, 3), (426, 640, 3), (480, 640, 3), (612, 612, 3)]

images_test=np.array([coco.preprocess_image(x) for x in x_test])
print(images_test.shape)


(8, 224, 224, 3)

disp(images_test)


[image: png]
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disp(images_test,scale=True)


[image: png]
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Load ImageNet dataset for labels

### Load ImageNet dataset for labels
from datasetslib.imagenet import imageNet
inet = imageNet()
inet.load_data()


Predict coco animals images using VGG16

tf.reset_default_graph()
keras.backend.clear_session()

# load the vgg model
from keras.applications import VGG16

model=VGG16(weights='imagenet')

probs = model.predict(images_test)
print(probs.shape)


(8, 1000)

disp(images_test,id2label=inet.id2label,probs=probs,scale=True)


[image: png]

Probability 99.41% of [zebra]
Probability 0.19% of [tiger cat]
Probability 0.13% of [goose]
Probability 0.09% of [tiger, Panthera tigris]
Probability 0.02% of [mushroom]

[image: png]

Probability 87.50% of [horse cart, horse-cart]
Probability 5.58% of [Arabian camel, dromedary, Camelus dromedarius]
Probability 4.72% of [plow, plough]
Probability 1.03% of [dogsled, dog sled, dog sleigh]
Probability 0.31% of [wreck]

[image: png]

Probability 34.96% of [Siamese cat, Siamese]
Probability 12.71% of [toy terrier]
Probability 10.15% of [Boston bull, Boston terrier]
Probability 6.53% of [Italian greyhound]
Probability 6.01% of [Cardigan, Cardigan Welsh corgi]

[image: png]

Probability 56.41% of [junco, snowbird]
Probability 38.08% of [chickadee]
Probability 1.93% of [bulbul]
Probability 1.35% of [hummingbird]
Probability 1.09% of [house finch, linnet, Carpodacus mexicanus]

[image: png]

Probability 54.19% of [brown bear, bruin, Ursus arctos]
Probability 28.07% of [lion, king of beasts, Panthera leo]
Probability 0.87% of [Norwich terrier]
Probability 0.82% of [Lakeland terrier]
Probability 0.73% of [wild boar, boar, Sus scrofa]

[image: png]

Probability 88.64% of [brown bear, bruin, Ursus arctos]
Probability 7.22% of [American black bear, black bear, Ursus americanus, Euarctos americanus]
Probability 4.13% of [sloth bear, Melursus ursinus, Ursus ursinus]
Probability 0.00% of [badger]
Probability 0.00% of [wombat]

[image: png]

Probability 38.70% of [jaguar, panther, Panthera onca, Felis onca]
Probability 33.78% of [leopard, Panthera pardus]
Probability 14.22% of [cheetah, chetah, Acinonyx jubatus]
Probability 6.15% of [banded gecko]
Probability 1.53% of [snow leopard, ounce, Panthera uncia]

[image: png]

Probability 12.54% of [shower curtain]
Probability 2.82% of [binder, ring-binder]
Probability 2.28% of [toilet tissue, toilet paper, bathroom tissue]
Probability 2.12% of [accordion, piano accordion, squeeze box]
Probability 2.05% of [bath towel]

Predict coco animals images using retrained VGG16

tf.reset_default_graph()
keras.backend.clear_session()

# load the vgg model
from keras.applications import VGG16

base_model=VGG16(weights='imagenet',
                 include_top=False, 
                 input_shape=(224,224,3)
                )


from keras.models import Sequential, Model
from keras.layers import Dropout, Flatten, Dense
from keras import optimizers

# build a classifier model to put on top of the VGG model
top_model = Sequential()
top_model.add(Flatten(input_shape=base_model.output_shape[1:]))
top_model.add(Dense(256, activation='relu'))
top_model.add(Dropout(0.5))
top_model.add(Dense(coco.n_classes, activation='softmax'))

# add the model on top of the VGG base
model=Model(inputs=base_model.input, outputs=top_model(base_model.output))

# freeze 15 layers
for layer in model.layers[:15]:
    layer.trainable = False


model.compile(loss='categorical_crossentropy',
              optimizer=optimizers.SGD(lr=1e-4, momentum=0.9),
              metrics=['accuracy'])
model.summary()


_________________________________________________________________
Layer (type)                 Output Shape              Param #   
=================================================================
input_1 (InputLayer)         (None, 224, 224, 3)       0         
_________________________________________________________________
block1_conv1 (Conv2D)        (None, 224, 224, 64)      1792      
_________________________________________________________________
block1_conv2 (Conv2D)        (None, 224, 224, 64)      36928     
_________________________________________________________________
block1_pool (MaxPooling2D)   (None, 112, 112, 64)      0         
_________________________________________________________________
block2_conv1 (Conv2D)        (None, 112, 112, 128)     73856     
_________________________________________________________________
block2_conv2 (Conv2D)        (None, 112, 112, 128)     147584    
_________________________________________________________________
block2_pool (MaxPooling2D)   (None, 56, 56, 128)       0         
_________________________________________________________________
block3_conv1 (Conv2D)        (None, 56, 56, 256)       295168    
_________________________________________________________________
block3_conv2 (Conv2D)        (None, 56, 56, 256)       590080    
_________________________________________________________________
block3_conv3 (Conv2D)        (None, 56, 56, 256)       590080    
_________________________________________________________________
block3_pool (MaxPooling2D)   (None, 28, 28, 256)       0         
_________________________________________________________________
block4_conv1 (Conv2D)        (None, 28, 28, 512)       1180160   
_________________________________________________________________
block4_conv2 (Conv2D)        (None, 28, 28, 512)       2359808   
_________________________________________________________________
block4_conv3 (Conv2D)        (None, 28, 28, 512)       2359808   
_________________________________________________________________
block4_pool (MaxPooling2D)   (None, 14, 14, 512)       0         
_________________________________________________________________
block5_conv1 (Conv2D)        (None, 14, 14, 512)       2359808   
_________________________________________________________________
block5_conv2 (Conv2D)        (None, 14, 14, 512)       2359808   
_________________________________________________________________
block5_conv3 (Conv2D)        (None, 14, 14, 512)       2359808   
_________________________________________________________________
block5_pool (MaxPooling2D)   (None, 7, 7, 512)         0         
_________________________________________________________________
sequential_1 (Sequential)    (None, 8)                 6424840   
=================================================================
Total params: 21,139,528
Trainable params: 13,504,264
Non-trainable params: 7,635,264
_________________________________________________________________

from keras.utils import np_utils

coco.y_onehot = True
coco.batch_size = 32
coco.batch_shuffle = True
n_epochs=20

total_images = len(x_train_files)
n_batches = total_images // coco.batch_size

for epoch in range(n_epochs):
    print('Starting epoch ',epoch)
    coco.reset_index()
    for batch in range(n_batches):
        try:
            x_batch, y_batch = coco.next_batch()
            images=np.array([coco.preprocess_image(x) for x in x_batch])
            model.fit(x=images,y=y_batch,verbose=0)
        except Exception as ex:
            print('error in epoch {} batch {}'.format(epoch,batch))
            raise(ex)

probs = model.predict(images_test)


Starting epoch  0
Starting epoch  1
Starting epoch  2
Starting epoch  3
Starting epoch  4
Starting epoch  5
Starting epoch  6
Starting epoch  7
Starting epoch  8
Starting epoch  9
Starting epoch  10
Starting epoch  11
Starting epoch  12
Starting epoch  13
Starting epoch  14
Starting epoch  15
Starting epoch  16
Starting epoch  17
Starting epoch  18
Starting epoch  19
(8, 8)

disp(images_test,id2label=coco.id2label,probs=probs,scale=True)


[image: png]

Probability 100.00% of [zebra]
Probability 0.00% of [dog]
Probability 0.00% of [horse]
Probability 0.00% of [giraffe]
Probability 0.00% of [bear]

[image: png]

Probability 96.11% of [horse]
Probability 1.85% of [cat]
Probability 0.77% of [bird]
Probability 0.43% of [giraffe]
Probability 0.40% of [sheep]

[image: png]

Probability 99.75% of [dog]
Probability 0.22% of [cat]
Probability 0.03% of [horse]
Probability 0.00% of [bear]
Probability 0.00% of [zebra]

[image: png]

Probability 99.88% of [bird]
Probability 0.11% of [horse]
Probability 0.00% of [giraffe]
Probability 0.00% of [bear]
Probability 0.00% of [cat]

[image: png]

Probability 65.28% of [bear]
Probability 27.09% of [sheep]
Probability 4.34% of [bird]
Probability 1.71% of [giraffe]
Probability 0.63% of [dog]

[image: png]

Probability 100.00% of [bear]
Probability 0.00% of [sheep]
Probability 0.00% of [dog]
Probability 0.00% of [cat]
Probability 0.00% of [giraffe]

[image: png]

Probability 100.00% of [giraffe]
Probability 0.00% of [bird]
Probability 0.00% of [bear]
Probability 0.00% of [sheep]
Probability 0.00% of [zebra]

[image: png]

Probability 81.05% of [cat]
Probability 15.68% of [dog]
Probability 1.64% of [bird]
Probability 0.90% of [horse]
Probability 0.43% of [bear]
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import os

import numpy as np
np.random.seed(123)
print("NumPy:{}".format(np.__version__))

import matplotlib as mpl
import matplotlib.pyplot as plt
import matplotlib.image as mpimg
from matplotlib.pylab import rcParams
rcParams['figure.figsize']=15,10
print("Matplotlib:{}".format(mpl.__version__))

import tensorflow as tf
tf.set_random_seed(123)
print("TensorFlow:{}".format(tf.__version__))

from tensorflow.contrib import slim


NumPy:1.13.1
Matplotlib:2.1.0
TensorFlow:1.4.1

DATASETSLIB_HOME = os.path.expanduser('~/dl-ts/datasetslib')
import sys
if not DATASETSLIB_HOME in sys.path:
    sys.path.append(DATASETSLIB_HOME)
%reload_ext autoreload
%autoreload 2
import datasetslib

from datasetslib import util as dsu
datasetslib.datasets_root = os.path.join(os.path.expanduser('~'),'datasets')
models_root = os.path.join(os.path.expanduser('~'),'models')


Inception V3 Model in TensorFlow

Load the pretrained Inception model

# load the inception v3 model
model_name='inception_v3'
model_url='http://download.tensorflow.org/models/'
model_files=['inception_v3_2016_08_28.tar.gz']
model_home=os.path.join(models_root,model_name)        

dsu.download_dataset(source_url=model_url,
                        source_files=model_files,
                        dest_dir = model_home,
                        force=False,
                        extract=True)


Already exists: /home/armando/models/inception_v3/inception_v3_2016_08_28.tar.gz





['inception_v3_2016_08_28.tar.gz']

# helper function

def disp(images,id2label=None,probs=None,n_top=5,scale=False):
    if scale:
        imgs = (images / 2.0) + 0.5
    else:
        imgs = images

    ids={}
    for j in range(len(images)):
        if scale:
            plt.figure(figsize=(5,5))
            plt.imshow(imgs[j])
        else:
            plt.imshow(imgs[j].astype(np.uint8) )
        plt.show()
        if probs is not None:
            ids[j] = [i[0] for i in sorted(enumerate(-probs[j]), key=lambda x:x[1])]
            for k in range(n_top):
                id = ids[j][k]
                print('Probability {0:1.2f}% of [{1:}]'
                      .format(100*probs[j,id],id2label[id]))


Load Coco Animals Dataset

# Load the dataset
from datasetslib.coco import coco_animals

coco = coco_animals()
x_train_files, y_train, x_val_files, x_val = coco.load_data()
x_test = [x_val_files[25*x] for x in range(8)]
images_test=np.array([coco.preprocess_for_inception(x) for x in x_test])


Already exists: /home/armando/datasets/coco-animals/coco-animals.zip

images=np.array([mpimg.imread(x) for x in x_test])

disp(images)
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print([x.shape for x in images])


[(356, 640, 3), (360, 640, 3), (375, 500, 3), (334, 500, 3), (480, 640, 3), (640, 556, 3), (361, 640, 3), (640, 434, 3)]

print(images_test.shape)


(8, 299, 299, 3)

disp(images_test)
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disp(images_test,scale=True)
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Load ImageNet dataset for labels

### Load ImageNet dataset for labels
from datasetslib.imagenet import imageNet
inet = imageNet()
inet.load_data(n_classes=1001)


define common imports and variables

### define common imports and variables
from tensorflow.contrib.slim.nets import inception
image_height=inception.inception_v3.default_image_size
image_width=inception.inception_v3.default_image_size


Predict coco animals images using Inception V3

tf.reset_default_graph()


x_p = tf.placeholder(shape=(None,image_height, image_width,3),
                     dtype=tf.float32,
                     name='x_p'
                    )
print(x_p)


Tensor("x_p:0", shape=(?, 299, 299, 3), dtype=float32)

with slim.arg_scope(inception.inception_v3_arg_scope()):
    logits,_ = inception.inception_v3(x_p,
                                      num_classes=inet.n_classes,
                                      is_training=False
                                     )
probabilities = tf.nn.softmax(logits)

init = slim.assign_from_checkpoint_fn(
        os.path.join(model_home, '{}.ckpt'.format(model_name)),
        slim.get_variables_to_restore())


with tf.Session() as tfs:
    init(tfs)
    probs = tfs.run([probabilities],feed_dict={x_p:images_test})
    probs=probs[0]


INFO:tensorflow:Restoring parameters from /home/armando/models/inception_v3/inception_v3.ckpt

disp(images_test,id2label=inet.id2label,probs=probs,scale=True)


[image: png]

Probability 93.16% of [hay]
Probability 1.31% of [barn]
Probability 0.41% of [rapeseed]
Probability 0.40% of [harvester, reaper]
Probability 0.38% of [worm fence, snake fence, snake-rail fence, Virginia fence]

[image: png]

Probability 94.31% of [zebra]
Probability 0.11% of [hartebeest]
Probability 0.07% of [ostrich, Struthio camelus]
Probability 0.05% of [whistle]
Probability 0.04% of [gondola]

[image: png]

Probability 44.88% of [vizsla, Hungarian pointer]
Probability 32.04% of [Chesapeake Bay retriever]
Probability 13.81% of [redbone]
Probability 5.08% of [Weimaraner]
Probability 0.41% of [quilt, comforter, comfort, puff]

[image: png]

Probability 94.92% of [zebra]
Probability 0.16% of [hartebeest]
Probability 0.09% of [ostrich, Struthio camelus]
Probability 0.06% of [impala, Aepyceros melampus]
Probability 0.04% of [hyena, hyaena]
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Probability 99.33% of [ram, tup]
Probability 0.12% of [kelpie]
Probability 0.09% of [bighorn, bighorn sheep, cimarron, Rocky Mountain bighorn, Rocky Mountain sheep, Ovis canadensis]
Probability 0.09% of [llama]
Probability 0.02% of [Border collie]
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Probability 47.23% of [muzzle]
Probability 6.42% of [oxygen mask]
Probability 6.37% of [llama]
Probability 3.23% of [gasmask, respirator, gas helmet]
Probability 1.76% of [sorrel]
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Probability 55.71% of [Appenzeller]
Probability 19.74% of [EntleBucher]
Probability 10.86% of [Greater Swiss Mountain dog]
Probability 3.87% of [beagle]
Probability 0.71% of [bluetick]
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Probability 13.47% of [golfcart, golf cart]
Probability 8.90% of [forklift]
Probability 7.64% of [minibus]
Probability 4.99% of [garbage truck, dustcart]
Probability 4.52% of [trolleybus, trolley coach, trackless trolley]

Predict coco animals images using Inception V3 - Preprocessing in TF

tf.reset_default_graph()


def tf_preprocess(filelist):
    images=[]
    for filename in filelist:
        image_string = tf.read_file(filename)
        image_decoded = tf.image.decode_jpeg(image_string, channels=3)
        image_float = tf.cast(image_decoded, tf.float32)
        resize_fn = tf.image.resize_image_with_crop_or_pad
        image_resized = resize_fn(image_float, 
                                  image_height, 
                                  image_width
                                 )
        image =  ((image_resized / 255.0) - 0.5) * 2.0
        images.append(image)

    images = tf.stack(images)
    return images


images=tf_preprocess([x for x in x_test])
print(images)


Tensor("stack_24:0", shape=(8, 299, 299, 3), dtype=float32)

with slim.arg_scope(inception.inception_v3_arg_scope()):
    logits,_ = inception.inception_v3(images,
                                      num_classes=inet.n_classes,
                                      is_training=False
                                     )
probabilities = tf.nn.softmax(logits)

init = slim.assign_from_checkpoint_fn(
        os.path.join(model_home, '{}.ckpt'.format(model_name)),
        slim.get_variables_to_restore())


with tf.Session() as tfs:
    init(tfs)
    np_images,probs = tfs.run([images,probabilities])


INFO:tensorflow:Restoring parameters from /home/armando/models/inception_v3/inception_v3.ckpt

disp(np_images,id2label=inet.id2label,probs=probs,scale=True)
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Probability 93.52% of [hay]
Probability 1.09% of [barn]
Probability 0.37% of [rapeseed]
Probability 0.36% of [worm fence, snake fence, snake-rail fence, Virginia fence]
Probability 0.31% of [harvester, reaper]
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Probability 94.24% of [zebra]
Probability 0.11% of [hartebeest]
Probability 0.07% of [ostrich, Struthio camelus]
Probability 0.05% of [whistle]
Probability 0.04% of [gondola]
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Probability 85.64% of [vizsla, Hungarian pointer]
Probability 7.37% of [redbone]
Probability 3.94% of [Chesapeake Bay retriever]
Probability 1.49% of [Weimaraner]
Probability 0.22% of [Rhodesian ridgeback]
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Probability 94.75% of [zebra]
Probability 0.16% of [hartebeest]
Probability 0.10% of [ostrich, Struthio camelus]
Probability 0.06% of [impala, Aepyceros melampus]
Probability 0.04% of [hyena, hyaena]
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Probability 99.37% of [ram, tup]
Probability 0.12% of [kelpie]
Probability 0.10% of [bighorn, bighorn sheep, cimarron, Rocky Mountain bighorn, Rocky Mountain sheep, Ovis canadensis]
Probability 0.06% of [llama]
Probability 0.02% of [Border collie]
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Probability 55.89% of [muzzle]
Probability 5.42% of [llama]
Probability 3.84% of [oxygen mask]
Probability 2.58% of [gasmask, respirator, gas helmet]
Probability 1.78% of [sorrel]
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Probability 64.89% of [Appenzeller]
Probability 14.47% of [EntleBucher]
Probability 4.66% of [Greater Swiss Mountain dog]
Probability 2.52% of [beagle]
Probability 1.09% of [kelpie]
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Probability 14.43% of [golfcart, golf cart]
Probability 8.57% of [minibus]
Probability 8.24% of [forklift]
Probability 4.62% of [garbage truck, dustcart]
Probability 4.59% of [trolleybus, trolley coach, trackless trolley]

Predict coco animals images using retrained Inception V3

tf.reset_default_graph()


is_training = tf.placeholder(tf.bool,name='is_training')
x_p = tf.placeholder(shape=(None,
                            image_height, 
                            image_width,
                            3
                           ),
                     dtype=tf.float32,
                     name='x_p')
y_p = tf.placeholder(shape=(None,coco.n_classes),
                     dtype=tf.int32,
                     name='y_p')


with slim.arg_scope(inception.inception_v3_arg_scope()):
    logits,_ = inception.inception_v3(x_p,
                                      num_classes=coco.n_classes,
                                      is_training=True
                                     )
probabilities = tf.nn.softmax(logits)

# restore except last layer
checkpoint_exclude_scopes=["InceptionV3/Logits", "InceptionV3/AuxLogits"]
exclusions = [scope.strip() for scope in checkpoint_exclude_scopes]

variables_to_restore = []
for var in slim.get_model_variables():
    excluded = False
    for exclusion in exclusions:
        if var.op.name.startswith(exclusion):
            excluded = True
            break
    if not excluded:
        variables_to_restore.append(var)

init_fn = slim.assign_from_checkpoint_fn(
    os.path.join(model_home, '{}.ckpt'.format(model_name)),
    variables_to_restore)


tf.losses.softmax_cross_entropy(onehot_labels=y_p, logits=logits)
loss = tf.losses.get_total_loss()


learning_rate = 0.001
optimizer = tf.train.GradientDescentOptimizer(learning_rate = learning_rate)
train_op = optimizer.minimize(loss)


#y_pred = tf.to_int32(tf.argmax(logits, 1))
#n_correct_pred = tf.equal(y_pred, y_p)
#accuracy = tf.reduce_mean(tf.cast(n_correct_pred, tf.float32))


n_epochs=10
coco.y_onehot = True
coco.batch_size = 32
coco.batch_shuffle = True
total_images = len(x_train_files)
n_batches = total_images // coco.batch_size

with tf.Session() as tfs:
        tfs.run(tf.global_variables_initializer())
        init_fn(tfs)  

        for epoch in range(n_epochs):
            print('Starting epoch ',epoch)
            coco.reset_index()
            epoch_accuracy=0
            epoch_loss=0
            for batch in range(n_batches):
                try:
                    x_batch, y_batch = coco.next_batch()
                    images=np.array([coco.preprocess_for_inception(x) for x in x_batch])

                    feed_dict = {x_p: images,y_p: y_batch,is_training: True}
                    batch_loss,_ = tfs.run([loss,train_op], feed_dict = feed_dict)

                    #feed_dict={x_p: images, y_p: y_onehot,is_training: False}
                    #batch_accuracy = tfs.run(accuracy,feed_dict=feed_dict)
                    epoch_loss += batch_loss 
                    #epoch_accuracy += batch_accuracy
                except Exception as ex:
                    print('error in epoch {} batch {}'.format(epoch,batch))
                    print(ex)
            #epoch_accuracy /= n_batches
            epoch_loss /= n_batches

            print('Train loss in epoch {}:{}'.format(epoch,epoch_loss))

        # now run the predictions
        feed_dict={x_p:images_test,is_training: False}
        probs = tfs.run([probabilities],feed_dict=feed_dict)
        probs=probs[0]


INFO:tensorflow:Restoring parameters from /home/armando/models/inception_v3/inception_v3.ckpt
Starting epoch  0
Train loss in epoch 0:2.518094177246094
Starting epoch  1
Train loss in epoch 1:1.6292894506454467
Starting epoch  2
Train loss in epoch 2:1.171158368587494
Starting epoch  3
Train loss in epoch 3:0.969682149887085
Starting epoch  4
Train loss in epoch 4:0.8514272093772888
Starting epoch  5
Train loss in epoch 5:0.6981807744503021
Starting epoch  6
Train loss in epoch 6:0.6355322015285492
Starting epoch  7
Train loss in epoch 7:0.5994894957542419
Starting epoch  8
Train loss in epoch 8:0.512144820690155
Starting epoch  9
Train loss in epoch 9:0.47834158658981324

disp(images_test,id2label=coco.id2label,probs=probs,scale=True)
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Probability 0.61% of [cat]
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Probability 0.05% of [horse]
Probability 0.05% of [bird]
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Probability 8.83% of [giraffe]
Probability 5.57% of [cat]
Probability 2.16% of [bear]
Probability 1.16% of [sheep]
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Probability 97.40% of [dog]
Probability 1.36% of [bear]
Probability 0.67% of [cat]
Probability 0.28% of [bird]
Probability 0.23% of [zebra]
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Probability 76.51% of [horse]
Probability 10.57% of [bird]
Probability 5.31% of [dog]
Probability 4.06% of [bear]
Probability 2.54% of [cat]
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            13.1 Reinforcement Learning

Exploring OpenAI

import numpy as np
np.random.seed(123)
print("NumPy:{}".format(np.__version__))

import tensorflow as tf
tf.set_random_seed(123)
print("TensorFlow:{}".format(tf.__version__))

import keras
print("Keras:{}".format(keras.__version__))

import gym
print('OpenAI Gym:',gym.__version__)


NumPy:1.13.1
TensorFlow:1.4.1


Using TensorFlow backend.


Keras:2.0.9
OpenAI Gym: 0.9.4

OpenAI 101

# print how many environments available

all_env = list(gym.envs.registry.all())

print('Total Environments in Gym version {} : {}'.format(gym.__version__,len(all_env)))


Total Environments in Gym version 0.9.4 : 777

for e in list(all_env):
    print(e)


EnvSpec(Assault-ramDeterministic-v0)
EnvSpec(AirRaidNoFrameskip-v4)
EnvSpec(UpNDown-ram-v4)
EnvSpec(Robotank-ramNoFrameskip-v4)
EnvSpec(Kangaroo-ram-v0)
EnvSpec(Kangaroo-ramNoFrameskip-v0)
EnvSpec(CrazyClimber-ramNoFrameskip-v4)
EnvSpec(SemisuperPendulumNoise-v0)
EnvSpec(MsPacman-ramNoFrameskip-v4)
EnvSpec(CrazyClimber-ram-v0)
EnvSpec(InvertedDoublePendulum-v1)
EnvSpec(VentureNoFrameskip-v4)
EnvSpec(ChopperCommand-ramDeterministic-v0)
EnvSpec(OffSwitchCartpoleProb-v0)
EnvSpec(AssaultDeterministic-v0)
EnvSpec(Freeway-ram-v0)
EnvSpec(BoxingDeterministic-v4)
EnvSpec(Venture-ramNoFrameskip-v0)
EnvSpec(Hero-ramNoFrameskip-v0)
EnvSpec(Assault-v0)
EnvSpec(WizardOfWorNoFrameskip-v4)
EnvSpec(Freeway-ramDeterministic-v4)
EnvSpec(Berzerk-ram-v4)
EnvSpec(Boxing-ram-v0)
EnvSpec(RoadRunner-ramDeterministic-v0)
EnvSpec(Frostbite-ram-v4)
EnvSpec(AlienNoFrameskip-v4)
EnvSpec(Bowling-ram-v4)
EnvSpec(Breakout-ramDeterministic-v4)
EnvSpec(BeamRider-ramDeterministic-v4)
EnvSpec(Zaxxon-ramDeterministic-v0)
EnvSpec(ElevatorAction-v4)
EnvSpec(Jamesbond-ramNoFrameskip-v0)
EnvSpec(AirRaid-ram-v4)
EnvSpec(Amidar-v0)
EnvSpec(PongNoFrameskip-v4)
EnvSpec(Tutankham-ram-v4)
EnvSpec(Pooyan-v4)
EnvSpec(Gravitar-v4)
EnvSpec(CentipedeNoFrameskip-v4)
EnvSpec(TennisNoFrameskip-v4)
EnvSpec(RoadRunnerNoFrameskip-v0)
EnvSpec(Robotank-ramNoFrameskip-v0)
EnvSpec(FishingDerby-ram-v0)
EnvSpec(Striker-v0)
EnvSpec(VideoPinball-ramDeterministic-v0)
EnvSpec(KungFuMaster-v0)
EnvSpec(WizardOfWorNoFrameskip-v0)
EnvSpec(Breakout-ramNoFrameskip-v0)
EnvSpec(NameThisGameNoFrameskip-v4)
EnvSpec(UpNDown-v4)
EnvSpec(PitfallNoFrameskip-v0)
EnvSpec(Pong-v0)
EnvSpec(FishingDerby-ramDeterministic-v0)
EnvSpec(DemonAttackDeterministic-v0)
EnvSpec(Solaris-ram-v4)
EnvSpec(Assault-ramNoFrameskip-v0)
EnvSpec(BeamRider-ramNoFrameskip-v4)
EnvSpec(StarGunner-ram-v0)
EnvSpec(Thrower-v0)
EnvSpec(TimePilotNoFrameskip-v0)
EnvSpec(HalfCheetah-v1)
EnvSpec(QbertDeterministic-v4)
EnvSpec(AsteroidsNoFrameskip-v0)
EnvSpec(Phoenix-v4)
EnvSpec(SpaceInvaders-v0)
EnvSpec(BattleZone-ram-v0)
EnvSpec(Jamesbond-ram-v0)
EnvSpec(RiverraidDeterministic-v4)
EnvSpec(RiverraidDeterministic-v0)
EnvSpec(ElevatorAction-ram-v0)
EnvSpec(JourneyEscape-v0)
EnvSpec(PrivateEye-ramNoFrameskip-v4)
EnvSpec(Carnival-v0)
EnvSpec(Berzerk-ramNoFrameskip-v4)
EnvSpec(SkiingNoFrameskip-v4)
EnvSpec(FrozenLake8x8-v0)
EnvSpec(Hero-ramDeterministic-v0)
EnvSpec(Centipede-ramDeterministic-v0)
EnvSpec(KrullNoFrameskip-v4)
EnvSpec(IceHockey-ram-v4)
EnvSpec(Riverraid-ramNoFrameskip-v0)
EnvSpec(Freeway-ramNoFrameskip-v4)
EnvSpec(PredictObsCartpole-v0)
EnvSpec(IceHockey-ram-v0)
EnvSpec(ChopperCommand-ramNoFrameskip-v0)
EnvSpec(BerzerkDeterministic-v0)
EnvSpec(AmidarNoFrameskip-v0)
EnvSpec(Phoenix-v0)
EnvSpec(Tennis-ramDeterministic-v4)
EnvSpec(Tennis-ramNoFrameskip-v0)
EnvSpec(MsPacman-v0)
EnvSpec(RoadRunner-v4)
EnvSpec(YarsRevengeNoFrameskip-v0)
EnvSpec(Solaris-ramNoFrameskip-v0)
EnvSpec(PitfallDeterministic-v0)
EnvSpec(Breakout-ram-v4)
EnvSpec(Assault-ram-v0)
EnvSpec(Carnival-ram-v0)
EnvSpec(Tennis-v0)
EnvSpec(Krull-v0)
EnvSpec(AtlantisNoFrameskip-v0)
EnvSpec(TimePilot-ramNoFrameskip-v0)
EnvSpec(AmidarDeterministic-v4)
EnvSpec(JourneyEscapeDeterministic-v4)
EnvSpec(Gopher-ramDeterministic-v4)
EnvSpec(Pong-ramDeterministic-v4)
EnvSpec(ZaxxonNoFrameskip-v4)
EnvSpec(IceHockeyDeterministic-v4)
EnvSpec(DemonAttack-ramDeterministic-v0)
EnvSpec(Gopher-ramNoFrameskip-v4)
EnvSpec(Roulette-v0)
EnvSpec(Pong-ramNoFrameskip-v0)
EnvSpec(BeamRider-v4)
EnvSpec(NameThisGame-v4)
EnvSpec(BeamRider-v0)
EnvSpec(JourneyEscape-ramNoFrameskip-v4)
EnvSpec(TimePilotNoFrameskip-v4)
EnvSpec(Amidar-ram-v4)
EnvSpec(BeamRiderDeterministic-v4)
EnvSpec(Hero-v4)
EnvSpec(Riverraid-v4)
EnvSpec(SkiingDeterministic-v0)
EnvSpec(HumanoidStandup-v1)
EnvSpec(Carnival-ramDeterministic-v4)
EnvSpec(Breakout-v4)
EnvSpec(SkiingNoFrameskip-v0)
EnvSpec(EnduroDeterministic-v4)
EnvSpec(BowlingDeterministic-v0)
EnvSpec(GopherDeterministic-v0)
EnvSpec(TwoRoundDeterministicReward-v0)
EnvSpec(CrazyClimberDeterministic-v0)
EnvSpec(Asteroids-v4)
EnvSpec(NameThisGameDeterministic-v0)
EnvSpec(JourneyEscape-ramDeterministic-v4)
EnvSpec(DemonAttack-ram-v4)
EnvSpec(BoxingNoFrameskip-v4)
EnvSpec(VideoPinball-ramNoFrameskip-v4)
EnvSpec(NameThisGame-ramDeterministic-v0)
EnvSpec(Taxi-v2)
EnvSpec(PhoenixNoFrameskip-v0)
EnvSpec(Pooyan-v0)
EnvSpec(DoubleDunk-ramNoFrameskip-v4)
EnvSpec(ElevatorActionNoFrameskip-v4)
EnvSpec(ConvergenceControl-v0)
EnvSpec(SpaceInvaders-ramDeterministic-v0)
EnvSpec(Enduro-ram-v0)
EnvSpec(Bowling-ramNoFrameskip-v4)
EnvSpec(RoadRunner-ramDeterministic-v4)
EnvSpec(AirRaid-ram-v0)
EnvSpec(CarRacing-v0)
EnvSpec(JourneyEscapeDeterministic-v0)
EnvSpec(Humanoid-v1)
EnvSpec(VideoPinballNoFrameskip-v4)
EnvSpec(DemonAttack-ram-v0)
EnvSpec(IceHockey-ramNoFrameskip-v4)
EnvSpec(JamesbondDeterministic-v0)
EnvSpec(BattleZone-ramNoFrameskip-v4)
EnvSpec(Boxing-ramDeterministic-v4)
EnvSpec(BattleZone-ramDeterministic-v0)
EnvSpec(ZaxxonNoFrameskip-v0)
EnvSpec(CentipedeDeterministic-v0)
EnvSpec(NameThisGame-ramNoFrameskip-v0)
EnvSpec(Phoenix-ramNoFrameskip-v0)
EnvSpec(BreakoutDeterministic-v4)
EnvSpec(DemonAttack-v4)
EnvSpec(BowlingNoFrameskip-v4)
EnvSpec(BankHeist-ramNoFrameskip-v0)
EnvSpec(KangarooDeterministic-v4)
EnvSpec(IceHockey-ramDeterministic-v4)
EnvSpec(FrozenLake-v0)
EnvSpec(Atlantis-v4)
EnvSpec(Assault-v4)
EnvSpec(QbertNoFrameskip-v0)
EnvSpec(NameThisGameDeterministic-v4)
EnvSpec(FishingDerbyDeterministic-v0)
EnvSpec(ElevatorActionDeterministic-v0)
EnvSpec(AsterixDeterministic-v4)
EnvSpec(MsPacman-ram-v4)
EnvSpec(Kangaroo-v0)
EnvSpec(Assault-ramDeterministic-v4)
EnvSpec(MontezumaRevenge-ram-v4)
EnvSpec(CarnivalDeterministic-v0)
EnvSpec(DemonAttack-ramDeterministic-v4)
EnvSpec(OneRoundDeterministicReward-v0)
EnvSpec(BowlingDeterministic-v4)
EnvSpec(HeroDeterministic-v4)
EnvSpec(CarnivalNoFrameskip-v4)
EnvSpec(Freeway-v4)
EnvSpec(Qbert-ramDeterministic-v4)
EnvSpec(FreewayDeterministic-v0)
EnvSpec(Berzerk-ramNoFrameskip-v0)
EnvSpec(SeaquestDeterministic-v4)
EnvSpec(Freeway-v0)
EnvSpec(Bowling-ramDeterministic-v0)
EnvSpec(Venture-ramNoFrameskip-v4)
EnvSpec(OneRoundNondeterministicReward-v0)
EnvSpec(FreewayNoFrameskip-v0)
EnvSpec(GravitarNoFrameskip-v4)
EnvSpec(CrazyClimber-ramNoFrameskip-v0)
EnvSpec(Pong-ramDeterministic-v0)
EnvSpec(Krull-ram-v0)
EnvSpec(PrivateEye-v0)
EnvSpec(BoxingDeterministic-v0)
EnvSpec(StarGunner-ramDeterministic-v4)
EnvSpec(BeamRider-ram-v4)
EnvSpec(ChopperCommand-ramNoFrameskip-v4)
EnvSpec(Bowling-ramDeterministic-v4)
EnvSpec(Pooyan-ramNoFrameskip-v4)
EnvSpec(IceHockey-ramNoFrameskip-v0)
EnvSpec(PrivateEye-ram-v4)
EnvSpec(Zaxxon-ram-v0)
EnvSpec(AlienNoFrameskip-v0)
EnvSpec(AsterixDeterministic-v0)
EnvSpec(Go19x19-v0)
EnvSpec(Gopher-v0)
EnvSpec(Solaris-ramDeterministic-v4)
EnvSpec(YarsRevenge-ram-v0)
EnvSpec(PongDeterministic-v0)
EnvSpec(GravitarNoFrameskip-v0)
EnvSpec(UpNDown-ram-v0)
EnvSpec(Gravitar-ramDeterministic-v4)
EnvSpec(Jamesbond-ramDeterministic-v4)
EnvSpec(TwoRoundNondeterministicReward-v0)
EnvSpec(BerzerkDeterministic-v4)
EnvSpec(Gravitar-ramNoFrameskip-v4)
EnvSpec(Robotank-ramDeterministic-v4)
EnvSpec(Centipede-v0)
EnvSpec(BattleZone-v4)
EnvSpec(Seaquest-ram-v0)
EnvSpec(EnduroDeterministic-v0)
EnvSpec(VideoPinball-ramNoFrameskip-v0)
EnvSpec(KungFuMaster-ramNoFrameskip-v4)
EnvSpec(CartPole-v0)
EnvSpec(Krull-ramNoFrameskip-v4)
EnvSpec(VideoPinball-ram-v4)
EnvSpec(Asteroids-ramDeterministic-v4)
EnvSpec(Centipede-ramNoFrameskip-v0)
EnvSpec(Enduro-ramNoFrameskip-v0)
EnvSpec(VentureDeterministic-v0)
EnvSpec(ElevatorAction-ramNoFrameskip-v0)
EnvSpec(KungFuMasterDeterministic-v0)
EnvSpec(ChopperCommandDeterministic-v4)
EnvSpec(EnduroNoFrameskip-v4)
EnvSpec(Carnival-ramNoFrameskip-v4)
EnvSpec(Pooyan-ramDeterministic-v4)
EnvSpec(ReversedAddition3-v0)
EnvSpec(Qbert-ramDeterministic-v0)
EnvSpec(DoubleDunkNoFrameskip-v0)
EnvSpec(WizardOfWor-v4)
EnvSpec(Walker2d-v1)
EnvSpec(Robotank-ramDeterministic-v0)
EnvSpec(JourneyEscape-ramNoFrameskip-v0)
EnvSpec(WizardOfWor-ramDeterministic-v0)
EnvSpec(Bowling-v0)
EnvSpec(Berzerk-ramDeterministic-v4)
EnvSpec(Tennis-ram-v0)
EnvSpec(TimePilot-ramDeterministic-v0)
EnvSpec(Go9x9-v0)
EnvSpec(Zaxxon-v0)
EnvSpec(GuessingGame-v0)
EnvSpec(AsteroidsNoFrameskip-v4)
EnvSpec(Ant-v1)
EnvSpec(AirRaidDeterministic-v4)
EnvSpec(Alien-ramNoFrameskip-v4)
EnvSpec(TutankhamDeterministic-v0)
EnvSpec(FrostbiteDeterministic-v4)
EnvSpec(Qbert-ramNoFrameskip-v0)
EnvSpec(TimePilot-ram-v4)
EnvSpec(PhoenixDeterministic-v4)
EnvSpec(Pitfall-ramNoFrameskip-v4)
EnvSpec(SeaquestDeterministic-v0)
EnvSpec(BeamRiderDeterministic-v0)
EnvSpec(Asteroids-ramNoFrameskip-v0)
EnvSpec(Phoenix-ram-v4)
EnvSpec(RepeatCopy-v0)
EnvSpec(MontezumaRevenge-ramNoFrameskip-v4)
EnvSpec(StarGunnerNoFrameskip-v4)
EnvSpec(ElevatorActionNoFrameskip-v0)
EnvSpec(ElevatorAction-ram-v4)
EnvSpec(AirRaid-v0)
EnvSpec(Pooyan-ramDeterministic-v0)
EnvSpec(PrivateEye-v4)
EnvSpec(KrullNoFrameskip-v0)
EnvSpec(Krull-ram-v4)
EnvSpec(CarnivalDeterministic-v4)
EnvSpec(OffSwitchCartpole-v0)
EnvSpec(BerzerkNoFrameskip-v0)
EnvSpec(DoubleDunkDeterministic-v0)
EnvSpec(ChopperCommandNoFrameskip-v0)
EnvSpec(WizardOfWor-ramNoFrameskip-v4)
EnvSpec(Pitfall-ramDeterministic-v0)
EnvSpec(Hero-ram-v4)
EnvSpec(KungFuMaster-ramDeterministic-v0)
EnvSpec(SolarisNoFrameskip-v0)
EnvSpec(Reacher-v1)
EnvSpec(BankHeist-ramDeterministic-v4)
EnvSpec(Atlantis-ram-v0)
EnvSpec(Gravitar-ramDeterministic-v0)
EnvSpec(IceHockeyDeterministic-v0)
EnvSpec(AmidarDeterministic-v0)
EnvSpec(DoubleDunk-v4)
EnvSpec(Kangaroo-v4)
EnvSpec(Alien-v4)
EnvSpec(KellyCoinflip-v0)
EnvSpec(Bowling-ramNoFrameskip-v0)
EnvSpec(BankHeist-ram-v0)
EnvSpec(MontezumaRevenge-ramNoFrameskip-v0)
EnvSpec(PitfallDeterministic-v4)
EnvSpec(Venture-ram-v0)
EnvSpec(NameThisGame-v0)
EnvSpec(WizardOfWor-ramNoFrameskip-v0)
EnvSpec(RoadRunner-ramNoFrameskip-v4)
EnvSpec(TutankhamDeterministic-v4)
EnvSpec(Carnival-ramDeterministic-v0)
EnvSpec(NameThisGameNoFrameskip-v0)
EnvSpec(Asterix-ramDeterministic-v0)
EnvSpec(YarsRevengeNoFrameskip-v4)
EnvSpec(HeroNoFrameskip-v4)
EnvSpec(MontezumaRevengeDeterministic-v4)
EnvSpec(BattleZone-ramNoFrameskip-v0)
EnvSpec(MsPacmanNoFrameskip-v4)
EnvSpec(BreakoutNoFrameskip-v0)
EnvSpec(Solaris-v0)
EnvSpec(ChopperCommand-v4)
EnvSpec(StarGunnerNoFrameskip-v0)
EnvSpec(Gopher-ramNoFrameskip-v0)
EnvSpec(JourneyEscapeNoFrameskip-v4)
EnvSpec(SpaceInvadersNoFrameskip-v0)
EnvSpec(Krull-ramDeterministic-v4)
EnvSpec(Gravitar-v0)
EnvSpec(Alien-ram-v4)
EnvSpec(Riverraid-ramDeterministic-v0)
EnvSpec(EnduroNoFrameskip-v0)
EnvSpec(IceHockey-v4)
EnvSpec(Seaquest-ramNoFrameskip-v0)
EnvSpec(RoadRunner-v0)
EnvSpec(SpaceInvadersNoFrameskip-v4)
EnvSpec(AirRaid-ramDeterministic-v4)
EnvSpec(ElevatorAction-ramDeterministic-v0)
EnvSpec(TutankhamNoFrameskip-v0)
EnvSpec(AsterixNoFrameskip-v0)
EnvSpec(Alien-ram-v0)
EnvSpec(Riverraid-ramNoFrameskip-v4)
EnvSpec(CrazyClimber-ram-v4)
EnvSpec(SkiingDeterministic-v4)
EnvSpec(Hero-ram-v0)
EnvSpec(RobotankDeterministic-v0)
EnvSpec(Breakout-v0)
EnvSpec(Venture-ram-v4)
EnvSpec(MontezumaRevengeNoFrameskip-v4)
EnvSpec(Zaxxon-ramNoFrameskip-v4)
EnvSpec(FrostbiteDeterministic-v0)
EnvSpec(NameThisGame-ram-v0)
EnvSpec(Seaquest-v4)
EnvSpec(BerzerkNoFrameskip-v4)
EnvSpec(Riverraid-ram-v4)
EnvSpec(UpNDown-v0)
EnvSpec(Pong-ram-v0)
EnvSpec(Pooyan-ram-v0)
EnvSpec(Pitfall-v4)
EnvSpec(KangarooDeterministic-v0)
EnvSpec(RiverraidNoFrameskip-v4)
EnvSpec(MontezumaRevengeNoFrameskip-v0)
EnvSpec(ChopperCommand-ram-v0)
EnvSpec(Reverse-v0)
EnvSpec(Frostbite-v0)
EnvSpec(Skiing-ram-v0)
EnvSpec(CrazyClimberDeterministic-v4)
EnvSpec(Centipede-ram-v0)
EnvSpec(MsPacman-ramDeterministic-v4)
EnvSpec(MountainCarContinuous-v0)
EnvSpec(TimePilotDeterministic-v4)
EnvSpec(GravitarDeterministic-v4)
EnvSpec(Acrobot-v1)
EnvSpec(FishingDerbyNoFrameskip-v0)
EnvSpec(Breakout-ramDeterministic-v0)
EnvSpec(DemonAttack-v0)
EnvSpec(DuplicatedInput-v0)
EnvSpec(Enduro-ram-v4)
EnvSpec(AtlantisDeterministic-v0)
EnvSpec(SolarisNoFrameskip-v4)
EnvSpec(Pong-ram-v4)
EnvSpec(SpaceInvaders-ram-v4)
EnvSpec(Hero-ramDeterministic-v4)
EnvSpec(Amidar-v4)
EnvSpec(YarsRevenge-v0)
EnvSpec(Gravitar-ramNoFrameskip-v0)
EnvSpec(Jamesbond-v4)
EnvSpec(BoxingNoFrameskip-v0)
EnvSpec(CartPole-v1)
EnvSpec(Assault-ram-v4)
EnvSpec(FrostbiteNoFrameskip-v0)
EnvSpec(MontezumaRevengeDeterministic-v0)
EnvSpec(Berzerk-v4)
EnvSpec(BeamRider-ramDeterministic-v0)
EnvSpec(Frostbite-v4)
EnvSpec(IceHockeyNoFrameskip-v4)
EnvSpec(Bowling-v4)
EnvSpec(KungFuMaster-v4)
EnvSpec(Skiing-ramDeterministic-v4)
EnvSpec(PooyanNoFrameskip-v0)
EnvSpec(AirRaid-v4)
EnvSpec(Tutankham-ram-v0)
EnvSpec(Asteroids-ramDeterministic-v0)
EnvSpec(Tutankham-v4)
EnvSpec(PrivateEyeNoFrameskip-v4)
EnvSpec(Amidar-ramDeterministic-v0)
EnvSpec(Berzerk-ram-v0)
EnvSpec(DoubleDunk-ram-v0)
EnvSpec(FreewayNoFrameskip-v4)
EnvSpec(TennisDeterministic-v4)
EnvSpec(DoubleDunk-v0)
EnvSpec(Asterix-ramNoFrameskip-v4)
EnvSpec(Asterix-ramDeterministic-v4)
EnvSpec(ChopperCommandNoFrameskip-v4)
EnvSpec(PrivateEyeDeterministic-v4)
EnvSpec(StarGunner-v4)
EnvSpec(PrivateEye-ramDeterministic-v4)
EnvSpec(SeaquestNoFrameskip-v4)
EnvSpec(GopherNoFrameskip-v0)
EnvSpec(SolarisDeterministic-v4)
EnvSpec(BeamRider-ram-v0)
EnvSpec(RobotankDeterministic-v4)
EnvSpec(Solaris-v4)
EnvSpec(SolarisDeterministic-v0)
EnvSpec(ElevatorAction-v0)
EnvSpec(DoubleDunk-ram-v4)
EnvSpec(BankHeistDeterministic-v0)
EnvSpec(AsteroidsDeterministic-v0)
EnvSpec(Atlantis-ram-v4)
EnvSpec(Blackjack-v0)
EnvSpec(Alien-v0)
EnvSpec(Atlantis-ramNoFrameskip-v4)
EnvSpec(FishingDerbyNoFrameskip-v4)
EnvSpec(Kangaroo-ramDeterministic-v0)
EnvSpec(TimePilotDeterministic-v0)
EnvSpec(YarsRevengeDeterministic-v0)
EnvSpec(StarGunner-ramNoFrameskip-v4)
EnvSpec(SeaquestNoFrameskip-v0)
EnvSpec(KungFuMasterNoFrameskip-v4)
EnvSpec(FishingDerby-ram-v4)
EnvSpec(Qbert-v4)
EnvSpec(MountainCar-v0)
EnvSpec(FishingDerby-ramDeterministic-v4)
EnvSpec(Enduro-v4)
EnvSpec(Centipede-ram-v4)
EnvSpec(RiverraidNoFrameskip-v0)
EnvSpec(Qbert-v0)
EnvSpec(JourneyEscape-v4)
EnvSpec(AtlantisNoFrameskip-v4)
EnvSpec(Riverraid-v0)
EnvSpec(Pong-ramNoFrameskip-v4)
EnvSpec(FishingDerby-ramNoFrameskip-v0)
EnvSpec(Gopher-ram-v0)
EnvSpec(Seaquest-ramDeterministic-v0)
EnvSpec(TimePilot-v4)
EnvSpec(Solaris-ramDeterministic-v0)
EnvSpec(DemonAttackDeterministic-v4)
EnvSpec(VideoPinballDeterministic-v0)
EnvSpec(StarGunner-ramNoFrameskip-v0)
EnvSpec(Asteroids-ramNoFrameskip-v4)
EnvSpec(LunarLanderContinuous-v2)
EnvSpec(Zaxxon-ramDeterministic-v4)
EnvSpec(YarsRevenge-v4)
EnvSpec(Swimmer-v1)
EnvSpec(AirRaid-ramDeterministic-v0)
EnvSpec(UpNDown-ramDeterministic-v0)
EnvSpec(AsterixNoFrameskip-v4)
EnvSpec(ChopperCommandDeterministic-v0)
EnvSpec(Seaquest-ram-v4)
EnvSpec(PooyanNoFrameskip-v4)
EnvSpec(Kangaroo-ramDeterministic-v4)
EnvSpec(SpaceInvaders-v4)
EnvSpec(Seaquest-ramNoFrameskip-v4)
EnvSpec(Jamesbond-v0)
EnvSpec(TimePilot-ramDeterministic-v4)
EnvSpec(Tutankham-ramNoFrameskip-v0)
EnvSpec(AssaultNoFrameskip-v4)
EnvSpec(RobotankNoFrameskip-v4)
EnvSpec(MontezumaRevenge-ramDeterministic-v4)
EnvSpec(Solaris-ram-v0)
EnvSpec(Amidar-ramDeterministic-v4)
EnvSpec(Robotank-v4)
EnvSpec(NameThisGame-ramNoFrameskip-v4)
EnvSpec(CNNClassifierTraining-v0)
EnvSpec(Pooyan-ramNoFrameskip-v0)
EnvSpec(SpaceInvadersDeterministic-v0)
EnvSpec(DemonAttackNoFrameskip-v0)
EnvSpec(Gravitar-ram-v4)
EnvSpec(Atlantis-v0)
EnvSpec(Qbert-ramNoFrameskip-v4)
EnvSpec(KungFuMaster-ramDeterministic-v4)
EnvSpec(VideoPinball-ram-v0)
EnvSpec(Tutankham-ramNoFrameskip-v4)
EnvSpec(Breakout-ram-v0)
EnvSpec(PrivateEyeNoFrameskip-v0)
EnvSpec(NameThisGame-ramDeterministic-v4)
EnvSpec(WizardOfWor-ram-v0)
EnvSpec(BattleZoneDeterministic-v4)
EnvSpec(Tutankham-ramDeterministic-v0)
EnvSpec(BowlingNoFrameskip-v0)
EnvSpec(UpNDownNoFrameskip-v4)
EnvSpec(Berzerk-v0)
EnvSpec(Hex9x9-v0)
EnvSpec(Asterix-ram-v4)
EnvSpec(DemonAttack-ramNoFrameskip-v0)
EnvSpec(HeroNoFrameskip-v0)
EnvSpec(CrazyClimber-ramDeterministic-v0)
EnvSpec(MontezumaRevenge-v0)
EnvSpec(StarGunnerDeterministic-v4)
EnvSpec(IceHockey-v0)
EnvSpec(Venture-v4)
EnvSpec(Atlantis-ramDeterministic-v4)
EnvSpec(Phoenix-ram-v0)
EnvSpec(BipedalWalker-v2)
EnvSpec(Venture-ramDeterministic-v4)
EnvSpec(AirRaid-ramNoFrameskip-v4)
EnvSpec(CarnivalNoFrameskip-v0)
EnvSpec(TimePilot-v0)
EnvSpec(KungFuMaster-ram-v4)
EnvSpec(ElevatorAction-ramDeterministic-v4)
EnvSpec(Alien-ramDeterministic-v4)
EnvSpec(Carnival-v4)
EnvSpec(BattleZoneDeterministic-v0)
EnvSpec(Carnival-ram-v4)
EnvSpec(Robotank-ram-v4)
EnvSpec(DoubleDunkNoFrameskip-v4)
EnvSpec(Venture-v0)
EnvSpec(BipedalWalkerHardcore-v2)
EnvSpec(Zaxxon-ram-v4)
EnvSpec(Kangaroo-ramNoFrameskip-v4)
EnvSpec(Enduro-ramDeterministic-v0)
EnvSpec(Skiing-ram-v4)
EnvSpec(KungFuMaster-ram-v0)
EnvSpec(FreewayDeterministic-v4)
EnvSpec(Boxing-ram-v4)
EnvSpec(SemisuperPendulumRandom-v0)
EnvSpec(Robotank-v0)
EnvSpec(Boxing-ramNoFrameskip-v0)
EnvSpec(MontezumaRevenge-ram-v0)
EnvSpec(AtlantisDeterministic-v4)
EnvSpec(MsPacman-ram-v0)
EnvSpec(VideoPinball-ramDeterministic-v4)
EnvSpec(Skiing-v0)
EnvSpec(Asterix-ramNoFrameskip-v0)
EnvSpec(TennisNoFrameskip-v0)
EnvSpec(Jamesbond-ramDeterministic-v0)
EnvSpec(KangarooNoFrameskip-v0)
EnvSpec(JourneyEscape-ram-v0)
EnvSpec(KrullDeterministic-v4)
EnvSpec(Pitfall-ramDeterministic-v4)
EnvSpec(Tutankham-ramDeterministic-v4)
EnvSpec(RoadRunner-ram-v4)
EnvSpec(Zaxxon-ramNoFrameskip-v0)
EnvSpec(BankHeist-v4)
EnvSpec(QbertDeterministic-v0)
EnvSpec(BankHeist-v0)
EnvSpec(CliffWalking-v0)
EnvSpec(Hopper-v1)
EnvSpec(Jamesbond-ram-v4)
EnvSpec(StarGunnerDeterministic-v0)
EnvSpec(VideoPinballNoFrameskip-v0)
EnvSpec(Skiing-ramDeterministic-v0)
EnvSpec(MsPacman-v4)
EnvSpec(GopherDeterministic-v4)
EnvSpec(UpNDown-ramDeterministic-v4)
EnvSpec(Phoenix-ramNoFrameskip-v4)
EnvSpec(Zaxxon-v4)
EnvSpec(Berzerk-ramDeterministic-v0)
EnvSpec(Asteroids-v0)
EnvSpec(Enduro-ramNoFrameskip-v4)
EnvSpec(RoadRunnerDeterministic-v4)
EnvSpec(BankHeist-ramDeterministic-v0)
EnvSpec(DoubleDunkDeterministic-v4)
EnvSpec(CentipedeDeterministic-v4)
EnvSpec(BattleZone-v0)
EnvSpec(ChopperCommand-ram-v4)
EnvSpec(Frostbite-ramDeterministic-v4)
EnvSpec(MontezumaRevenge-v4)
EnvSpec(PitfallNoFrameskip-v4)
EnvSpec(Amidar-ramNoFrameskip-v4)
EnvSpec(PhoenixNoFrameskip-v4)
EnvSpec(MsPacman-ramDeterministic-v0)
EnvSpec(Frostbite-ramNoFrameskip-v4)
EnvSpec(Amidar-ram-v0)
EnvSpec(JourneyEscapeNoFrameskip-v0)
EnvSpec(GravitarDeterministic-v0)
EnvSpec(YarsRevenge-ramDeterministic-v0)
EnvSpec(SemisuperPendulumDecay-v0)
EnvSpec(CrazyClimberNoFrameskip-v4)
EnvSpec(ElevatorActionDeterministic-v4)
EnvSpec(MsPacmanNoFrameskip-v0)
EnvSpec(ChopperCommand-v0)
EnvSpec(SpaceInvaders-ramDeterministic-v4)
EnvSpec(JourneyEscape-ram-v4)
EnvSpec(Tennis-ram-v4)
EnvSpec(VideoPinballDeterministic-v4)
EnvSpec(Freeway-ram-v4)
EnvSpec(AirRaid-ramNoFrameskip-v0)
EnvSpec(BankHeistNoFrameskip-v4)
EnvSpec(KrullDeterministic-v0)
EnvSpec(Freeway-ramNoFrameskip-v0)
EnvSpec(UpNDownDeterministic-v4)
EnvSpec(Asterix-v0)
EnvSpec(BankHeistNoFrameskip-v0)
EnvSpec(SpaceInvaders-ramNoFrameskip-v4)
EnvSpec(WizardOfWor-ram-v4)
EnvSpec(Venture-ramDeterministic-v0)
EnvSpec(CrazyClimber-v4)
EnvSpec(PooyanDeterministic-v0)
EnvSpec(Alien-ramDeterministic-v0)
EnvSpec(BeamRider-ramNoFrameskip-v0)
EnvSpec(JourneyEscape-ramDeterministic-v0)
EnvSpec(Pooyan-ram-v4)
EnvSpec(AirRaidDeterministic-v0)
EnvSpec(Robotank-ram-v0)
EnvSpec(Pitfall-ramNoFrameskip-v0)
EnvSpec(Gravitar-ram-v0)
EnvSpec(SpaceInvaders-ram-v0)
EnvSpec(DoubleDunk-ramDeterministic-v4)
EnvSpec(InvertedPendulum-v1)
EnvSpec(StarGunner-v0)
EnvSpec(ReversedAddition-v0)
EnvSpec(TimePilot-ram-v0)
EnvSpec(BeamRiderNoFrameskip-v0)
EnvSpec(Gopher-v4)
EnvSpec(KellyCoinflipGeneralized-v0)
EnvSpec(Jamesbond-ramNoFrameskip-v4)
EnvSpec(Phoenix-ramDeterministic-v4)
EnvSpec(Hero-v0)
EnvSpec(Skiing-v4)
EnvSpec(Carnival-ramNoFrameskip-v0)
EnvSpec(FishingDerbyDeterministic-v4)
EnvSpec(Asterix-ram-v0)
EnvSpec(ZaxxonDeterministic-v0)
EnvSpec(Solaris-ramNoFrameskip-v4)
EnvSpec(Hero-ramNoFrameskip-v4)
EnvSpec(BreakoutDeterministic-v0)
EnvSpec(RoadRunnerDeterministic-v0)
EnvSpec(Pong-v4)
EnvSpec(PongDeterministic-v4)
EnvSpec(HotterColder-v0)
EnvSpec(Gopher-ram-v4)
EnvSpec(ZaxxonDeterministic-v4)
EnvSpec(StarGunner-ram-v4)
EnvSpec(IceHockeyNoFrameskip-v0)
EnvSpec(WizardOfWor-v0)
EnvSpec(Freeway-ramDeterministic-v0)
EnvSpec(NameThisGame-ram-v4)
EnvSpec(BattleZone-ram-v4)
EnvSpec(Pitfall-ram-v0)
EnvSpec(NChain-v0)
EnvSpec(Riverraid-ramDeterministic-v4)
EnvSpec(Copy-v0)
EnvSpec(KungFuMasterNoFrameskip-v0)
EnvSpec(Qbert-ram-v0)
EnvSpec(CentipedeNoFrameskip-v0)
EnvSpec(Gopher-ramDeterministic-v0)
EnvSpec(AsteroidsDeterministic-v4)
EnvSpec(Boxing-v0)
EnvSpec(VentureDeterministic-v4)
EnvSpec(UpNDownDeterministic-v0)
EnvSpec(Asteroids-ram-v4)
EnvSpec(PredictActionsCartpole-v0)
EnvSpec(Pitfall-ram-v4)
EnvSpec(SpaceInvadersDeterministic-v4)
EnvSpec(FrostbiteNoFrameskip-v4)
EnvSpec(DoubleDunk-ramNoFrameskip-v0)
EnvSpec(TutankhamNoFrameskip-v4)
EnvSpec(Tennis-v4)
EnvSpec(TennisDeterministic-v0)
EnvSpec(Kangaroo-ram-v4)
EnvSpec(Enduro-ramDeterministic-v4)
EnvSpec(KangarooNoFrameskip-v4)
EnvSpec(AssaultDeterministic-v4)
EnvSpec(WizardOfWorDeterministic-v4)
EnvSpec(AlienDeterministic-v4)
EnvSpec(Breakout-ramNoFrameskip-v4)
EnvSpec(YarsRevenge-ramNoFrameskip-v0)
EnvSpec(Alien-ramNoFrameskip-v0)
EnvSpec(YarsRevenge-ram-v4)
EnvSpec(BankHeistDeterministic-v4)
EnvSpec(StarGunner-ramDeterministic-v0)
EnvSpec(FishingDerby-v0)
EnvSpec(UpNDown-ramNoFrameskip-v4)
EnvSpec(VideoPinball-v4)
EnvSpec(Frostbite-ram-v0)
EnvSpec(UpNDown-ramNoFrameskip-v0)
EnvSpec(Amidar-ramNoFrameskip-v0)
EnvSpec(JamesbondNoFrameskip-v0)
EnvSpec(AlienDeterministic-v0)
EnvSpec(YarsRevenge-ramDeterministic-v4)
EnvSpec(Phoenix-ramDeterministic-v0)
EnvSpec(MsPacman-ramNoFrameskip-v0)
EnvSpec(Krull-ramNoFrameskip-v0)
EnvSpec(WizardOfWorDeterministic-v0)
EnvSpec(Seaquest-ramDeterministic-v4)
EnvSpec(Centipede-ramNoFrameskip-v4)
EnvSpec(PrivateEye-ramNoFrameskip-v0)
EnvSpec(Seaquest-v0)
EnvSpec(Skiing-ramNoFrameskip-v4)
EnvSpec(RoadRunner-ram-v0)
EnvSpec(Tennis-ramDeterministic-v0)
EnvSpec(QbertNoFrameskip-v4)
EnvSpec(BankHeist-ram-v4)
EnvSpec(PrivateEye-ram-v0)
EnvSpec(VentureNoFrameskip-v0)
EnvSpec(MontezumaRevenge-ramDeterministic-v0)
EnvSpec(Bowling-ram-v0)
EnvSpec(ElevatorAction-ramNoFrameskip-v4)
EnvSpec(Boxing-v4)
EnvSpec(UpNDownNoFrameskip-v0)
EnvSpec(Assault-ramNoFrameskip-v4)
EnvSpec(GopherNoFrameskip-v4)
EnvSpec(Qbert-ram-v4)
EnvSpec(Krull-v4)
EnvSpec(Centipede-v4)
EnvSpec(Pendulum-v0)
EnvSpec(BattleZoneNoFrameskip-v4)
EnvSpec(RobotankNoFrameskip-v0)
EnvSpec(HeroDeterministic-v0)
EnvSpec(Tennis-ramNoFrameskip-v4)
EnvSpec(DemonAttack-ramNoFrameskip-v4)
EnvSpec(FishingDerby-ramNoFrameskip-v4)
EnvSpec(Boxing-ramNoFrameskip-v4)
EnvSpec(MsPacmanDeterministic-v0)
EnvSpec(TimePilot-ramNoFrameskip-v4)
EnvSpec(YarsRevengeDeterministic-v4)
EnvSpec(WizardOfWor-ramDeterministic-v4)
EnvSpec(MsPacmanDeterministic-v4)
EnvSpec(JamesbondDeterministic-v4)
EnvSpec(Pusher-v0)
EnvSpec(RoadRunnerNoFrameskip-v4)
EnvSpec(SpaceInvaders-ramNoFrameskip-v0)
EnvSpec(Krull-ramDeterministic-v0)
EnvSpec(Enduro-v0)
EnvSpec(AmidarNoFrameskip-v4)
EnvSpec(KungFuMasterDeterministic-v4)
EnvSpec(RoadRunner-ramNoFrameskip-v0)
EnvSpec(DoubleDunk-ramDeterministic-v0)
EnvSpec(Skiing-ramNoFrameskip-v0)
EnvSpec(FishingDerby-v4)
EnvSpec(VideoPinball-v0)
EnvSpec(BeamRiderNoFrameskip-v4)
EnvSpec(YarsRevenge-ramNoFrameskip-v4)
EnvSpec(PongNoFrameskip-v0)
EnvSpec(AirRaidNoFrameskip-v0)
EnvSpec(PrivateEye-ramDeterministic-v0)
EnvSpec(BattleZoneNoFrameskip-v0)
EnvSpec(Boxing-ramDeterministic-v0)
EnvSpec(JamesbondNoFrameskip-v4)
EnvSpec(IceHockey-ramDeterministic-v0)
EnvSpec(PooyanDeterministic-v4)
EnvSpec(Frostbite-ramNoFrameskip-v0)
EnvSpec(Riverraid-ram-v0)
EnvSpec(BreakoutNoFrameskip-v4)
EnvSpec(Tutankham-v0)
EnvSpec(BankHeist-ramNoFrameskip-v4)
EnvSpec(Atlantis-ramDeterministic-v0)
EnvSpec(LunarLander-v2)
EnvSpec(CrazyClimberNoFrameskip-v0)
EnvSpec(Pitfall-v0)
EnvSpec(Frostbite-ramDeterministic-v0)
EnvSpec(Asterix-v4)
EnvSpec(PhoenixDeterministic-v0)
EnvSpec(Asteroids-ram-v0)
EnvSpec(CrazyClimber-v0)
EnvSpec(PrivateEyeDeterministic-v0)
EnvSpec(Atlantis-ramNoFrameskip-v0)
EnvSpec(DemonAttackNoFrameskip-v4)
EnvSpec(BattleZone-ramDeterministic-v4)
EnvSpec(Centipede-ramDeterministic-v4)
EnvSpec(AssaultNoFrameskip-v0)
EnvSpec(CrazyClimber-ramDeterministic-v4)
EnvSpec(ChopperCommand-ramDeterministic-v4)
EnvSpec(KungFuMaster-ramNoFrameskip-v0)

Play the cartploe game with stochastic control

import matplotlib.pyplot as plt
import matplotlib.animation as anm
from matplotlib import rc
#rc('animation', html='html5')
rc('animation', ffmpeg_path='/usr/bin/ffmpeg')
%matplotlib inline

from matplotlib import animation
from JSAnimation.IPython_display import display_animation

def env_render(env_vis):
    plt.figure()
    plot = plt.imshow(env_vis[0])
    plt.axis('off')
    def animate(i):
        plot.set_data(env_vis[i])

    anim = anm.FuncAnimation(plt.gcf(),
                             animate,
                             frames=len(env_vis),
                             interval=20,
                             repeat=True,
                             repeat_delay=20)
    display(display_animation(anim, default_mode='loop'))

env = gym.make('CartPole-v0')
n_episodes = 1
env_vis = []
for i_episode in range(n_episodes):
    observation = env.reset()
    for t in range(100):
        env_vis.append(env.render(mode = 'rgb_array'))
        print(observation)
        action = env.action_space.sample()
        observation, reward, done, info = env.step(action)
        if done:
            print("Episode finished at t{}".format(t+1))
            break
env.render(close=True)
env_render(env_vis)


Simple Policies

def policy_logic(env,obs):
    return 1 if obs[2] > 0 else 0
def policy_random(env,obs):
    return env.action_space.sample()

def experiment(policy, n_episodes, rewards_max):
    rewards=np.empty(shape=(n_episodes))
    env = gym.make('CartPole-v0')

    for i in range(n_episodes):
        obs = env.reset()
        done = False
        episode_reward = 0
        while not done:
            action = policy(env,obs)
            obs, reward, done, info = env.step(action)
            episode_reward += reward
            if episode_reward > rewards_max:
                break
        rewards[i]=episode_reward
        #print("Episode finished at t{}".format(reward))
    print('Policy:{}, Min reward:{}, Max reward:{}, Average reward:{}'
          .format(policy.__name__,
                  np.min(rewards),
                  np.max(rewards),
                  np.mean(rewards)))

n_episodes = 100
rewards_max = 10000
experiment(policy_random, n_episodes, rewards_max)
experiment(policy_logic, n_episodes, rewards_max)


Policy:policy_random, Min reward:9.0, Max reward:81.0, Average reward:22.52
Policy:policy_logic, Min reward:25.0, Max reward:58.0, Average reward:42.37

Simple Policies with Parameters

def policy_logic(theta,obs):
    # just ignore theta
    return 1 if obs[2] > 0 else 0

def policy_random(theta,obs):
    return 0 if np.matmul(theta,obs) < 0 else 1

def episode(env, policy, rewards_max):
    obs = env.reset()
    done = False
    episode_reward = 0
    if policy.__name__ in ['policy_random']:
        theta = np.random.rand(4) * 2 - 1
    else:
        theta = None
    while not done:
        action = policy(theta,obs)
        obs, reward, done, info = env.step(action)
        episode_reward += reward
        if episode_reward > rewards_max:
            break
    return episode_reward

def experiment(policy, n_episodes, rewards_max):
    rewards=np.empty(shape=(n_episodes))
    env = gym.make('CartPole-v0')

    for i in range(n_episodes):
        rewards[i]=episode(env,policy,rewards_max)
        #print("Episode finished at t{}".format(reward))
    print('Policy:{}, Min reward:{}, Max reward:{}, Average reward:{}'
          .format(policy.__name__,
                  np.min(rewards),
                  np.max(rewards),
                  np.mean(rewards)))

n_episodes = 100
rewards_max = 10000
experiment(policy_random, n_episodes, rewards_max)
experiment(policy_logic, n_episodes, rewards_max)


Policy:policy_random, Min reward:8.0, Max reward:200.0, Average reward:36.52
Policy:policy_logic, Min reward:25.0, Max reward:66.0, Average reward:44.18

Simple Policies with Training

# train with random search

def policy_logic(theta,obs):
    # just ignore theta
    return 1 if obs[2] > 0 else 0

def policy_random(theta,obs):
    return 0 if np.matmul(theta,obs) < 0 else 1

def episode(env,policy, rewards_max,theta):
    obs = env.reset()
    done = False
    episode_reward = 0

    while not done:
        action = policy(theta,obs)
        obs, reward, done, info = env.step(action)
        episode_reward += reward
        if episode_reward > rewards_max:
            break
    return episode_reward

def train(policy, n_episodes, rewards_max):

    env = gym.make('CartPole-v0')
    np.random.seed(0)

    theta_best = np.empty(shape=[4])
    reward_best = 0

    for i in range(n_episodes):
        if policy.__name__ in ['policy_random']:
            theta = np.random.rand(4) * 2 - 1
        else:
            theta = None

        reward_episode=episode(env,policy,rewards_max, theta)
        if reward_episode > reward_best:
            reward_best = reward_episode
            theta_best = theta.copy()
    return reward_best,theta_best

def experiment(policy, n_episodes, rewards_max, theta=None):
    rewards=np.empty(shape=[n_episodes])
    env = gym.make('CartPole-v0')

    for i in range(n_episodes):
        rewards[i]=episode(env,policy,rewards_max,theta)
        #print("Episode finished at t{}".format(reward))
    print('Policy:{}, Min reward:{}, Max reward:{}, Average reward:{}'
          .format(policy.__name__,
                  np.min(rewards),
                  np.max(rewards),
                  np.mean(rewards)))

n_episodes = 100
rewards_max = 10000

reward,theta = train(policy_random, n_episodes, rewards_max)
print('trained theta: {}, rewards: {}'.format(theta,reward))
experiment(policy_random, n_episodes, rewards_max, theta)

experiment(policy_logic, n_episodes, rewards_max)


trained theta: [-0.1526904   0.29178823 -0.12482558  0.783546  ], rewards: 200.0
Policy:policy_random, Min reward:200.0, Max reward:200.0, Average reward:200.0
Policy:policy_logic, Min reward:24.0, Max reward:68.0, Average reward:41.66

Simple Policies with Training until Certain Rewards

# train with random search until we reach rewards > 200
def policy_logic(theta,obs):
    # just ignore theta
    return 1 if obs[2] > 0 else 0

def policy_random(theta,obs):
    return 0 if np.matmul(theta,obs) < 0 else 1

def episode(env,policy, rewards_max,theta):
    obs = env.reset()
    done = False
    episode_reward = 0

    while not done:
        action = policy(theta,obs)
        obs, reward, done, info = env.step(action)
        episode_reward += reward
        if episode_reward > rewards_max:
            break
    return episode_reward

def train(policy, n_episodes, rewards_max):

    env = gym.make('CartPole-v0')
    np.random.seed(0)

    theta_best = np.empty(shape=[4])
    reward_best = 0

    # n_episodes acts as a max in this case
    for i in range(n_episodes):
        if policy.__name__ in ['policy_random']:
            theta = np.random.rand(4) * 2 - 1
        else:
            theta = None
        reward_episode=episode(env,policy,rewards_max, theta)
        if reward_episode > reward_best:
            reward_best = reward_episode
            theta_best = theta.copy()
        if reward_best >= rewards_max:
            break
    return reward_best,theta_best

def experiment(policy, n_episodes, rewards_max, theta=None):
    rewards=np.empty(shape=[n_episodes])
    env = gym.make('CartPole-v0')

    for i in range(n_episodes):
        rewards[i]=episode(env,policy,rewards_max,theta)
        #print("Episode finished at t{}".format(reward))
    print('Policy:{}, Min reward:{}, Max reward:{}, Average reward:{}'
          .format(policy.__name__,
                  np.min(rewards),
                  np.max(rewards),
                  np.mean(rewards)))

n_episodes = 10000 # acts as max episodes to use in training
rewards_max = 200
reward,theta = train(policy_random, n_episodes, rewards_max)
print('trained theta: {}, rewards: {}'.format(theta,reward))

n_episodes = 100
rewards_max = 10000
experiment(policy_random, n_episodes, rewards_max, theta)
experiment(policy_logic, n_episodes, rewards_max)


trained theta: [-0.1526904   0.29178823 -0.12482558  0.783546  ], rewards: 200.0
Policy:policy_random, Min reward:200.0, Max reward:200.0, Average reward:200.0
Policy:policy_logic, Min reward:24.0, Max reward:64.0, Average reward:41.96

Neural Network Policy

# train with the neural network

def policy_random(theta,obs):
    return 0 if np.matmul(theta,obs) < 0 else 1

def policy_naive_nn(nn,obs):
    return np.argmax(nn.predict(np.array([obs])))


# returns obs -> actions -> rewards arrays
# specify t_max to run for t_max steps
# specify r_max to run until r_max is reached
# specify both t_max ad r_max to run for t_max but break if r_max is reached
def episode(env, policy, theta, r_max=0, t_max=0, return_hist_reward=0):
    if return_hist_reward > 0:
        o_list=[]
        a_list=[]
        r_list=[]

    episode_reward = 0

    obs = env.reset()
    done = False
    t = 0
    while not done:
        action = policy(theta,obs)
        if return_hist_reward>0:
            o_list.append(obs)
            a_list.append(action)
        obs, reward, done, info = env.step(action)
        if return_hist_reward>0:
            r_list.append(reward)
        episode_reward += reward
        if r_max > 0 and episode_reward > r_max:
            break
        t+=1
        if t_max > 0 and t == t_max:
            break


    if return_hist_reward>=episode_reward:
        return_val = [np.array(o_list),np.array(a_list),np.array(r_list)]
    else:
        return_val = episode_reward
    return return_val

# experiment collect observations and rewards for each episode
def experiment(env, policy, n_episodes,theta=None, r_max=0, t_max=0, return_hist_reward=0):

    if return_hist_reward>0:
        obs_list=[]
        action_list=[]
    else:
        rewards=np.empty(shape=[n_episodes])
    for i in range(n_episodes):
        val = episode(env,policy,theta, r_max, t_max,return_hist_reward)
        if isinstance(val, list):
            obs_list.append(val[0])
            action_list.append(val[1])
            if not return_hist_reward:
                rewards[i]=np.sum(val[2])
        else:
            if not return_hist_reward:
                rewards[i]=val

    if return_hist_reward>0:
        return_val = [np.concatenate(obs_list,axis=0), np.concatenate(action_list,axis=0)]
    else:
        return_val = []
        print('Policy:{}, Min reward:{}, Max reward:{}, Average reward:{}'
          .format(policy.__name__,
                  np.min(rewards),
                  np.max(rewards),
                  np.mean(rewards)))

    return return_val


# build the model
from keras.models import Sequential
from keras.layers import Dense
model = Sequential()
model.add(Dense(8,input_dim=4, activation='relu'))
model.add(Dense(2, activation='softmax'))
model.compile(loss='categorical_crossentropy',optimizer='adam')
model.summary()


_________________________________________________________________
Layer (type)                 Output Shape              Param #   
=================================================================
dense_7 (Dense)              (None, 8)                 40        
_________________________________________________________________
dense_8 (Dense)              (None, 2)                 18        
=================================================================
Total params: 58
Trainable params: 58
Non-trainable params: 0
_________________________________________________________________

# create training data
env = gym.make('CartPole-v0')
n_obs = 4
n_actions = 2
theta = np.random.rand(4) * 2 - 1
n_episodes = 100
r_max = 0
t_max = 0

x_train, y_train = experiment(env, 
                              policy_random, 
                              n_episodes,
                              theta, 
                              r_max, 
                              t_max, 
                              return_hist_reward=100 )
y_train = np.eye(n_actions)[y_train]
print(x_train.shape,y_train.shape)


(5933, 4) (5933, 2)

# train the model
model.fit(x_train, y_train, epochs=50, batch_size=10)


Epoch 1/50
5933/5933 [==============================] - 2s 365us/step - loss: 0.5358
Epoch 2/50
5933/5933 [==============================] - 2s 292us/step - loss: 0.2386
Epoch 3/50
5933/5933 [==============================] - 2s 262us/step - loss: 0.1447
Epoch 4/50
5933/5933 [==============================] - 1s 245us/step - loss: 0.1129
Epoch 5/50
5933/5933 [==============================] - 1s 232us/step - loss: 0.0963
Epoch 6/50
5933/5933 [==============================] - 1s 252us/step - loss: 0.0858
Epoch 7/50
5933/5933 [==============================] - 2s 255us/step - loss: 0.0787
Epoch 8/50
5933/5933 [==============================] - 2s 294us/step - loss: 0.0728
Epoch 9/50
5933/5933 [==============================] - 2s 269us/step - loss: 0.0682
Epoch 10/50
5933/5933 [==============================] - 2s 330us/step - loss: 0.0644
Epoch 11/50
5933/5933 [==============================] - 2s 363us/step - loss: 0.0610
Epoch 12/50
5933/5933 [==============================] - 2s 337us/step - loss: 0.0586
Epoch 13/50
5933/5933 [==============================] - 2s 289us/step - loss: 0.0561
Epoch 14/50
5933/5933 [==============================] - 1s 230us/step - loss: 0.0539
Epoch 15/50
5933/5933 [==============================] - 1s 226us/step - loss: 0.0517
Epoch 16/50
5933/5933 [==============================] - 2s 267us/step - loss: 0.0499
Epoch 17/50
5933/5933 [==============================] - 3s 430us/step - loss: 0.0482
Epoch 18/50
5933/5933 [==============================] - 2s 321us/step - loss: 0.0465
Epoch 19/50
5933/5933 [==============================] - 2s 281us/step - loss: 0.0451
Epoch 20/50
5933/5933 [==============================] - 2s 321us/step - loss: 0.0439
Epoch 21/50
5933/5933 [==============================] - 2s 288us/step - loss: 0.0425
Epoch 22/50
5933/5933 [==============================] - 2s 267us/step - loss: 0.0416
Epoch 23/50
5933/5933 [==============================] - 2s 272us/step - loss: 0.0402
Epoch 24/50
5933/5933 [==============================] - 2s 316us/step - loss: 0.0393
Epoch 25/50
5933/5933 [==============================] - 1s 251us/step - loss: 0.0382
Epoch 26/50
5933/5933 [==============================] - 2s 284us/step - loss: 0.0372
Epoch 27/50
5933/5933 [==============================] - 2s 325us/step - loss: 0.0365
Epoch 28/50
5933/5933 [==============================] - 2s 256us/step - loss: 0.0355
Epoch 29/50
5933/5933 [==============================] - 2s 281us/step - loss: 0.0346
Epoch 30/50
5933/5933 [==============================] - 2s 399us/step - loss: 0.0338
Epoch 31/50
5933/5933 [==============================] - 2s 392us/step - loss: 0.0333
Epoch 32/50
5933/5933 [==============================] - 3s 440us/step - loss: 0.0325
Epoch 33/50
5933/5933 [==============================] - 2s 355us/step - loss: 0.0316
Epoch 34/50
5933/5933 [==============================] - 2s 359us/step - loss: 0.0311
Epoch 35/50
5933/5933 [==============================] - 2s 279us/step - loss: 0.0305
Epoch 36/50
5933/5933 [==============================] - 2s 418us/step - loss: 0.0297
Epoch 37/50
5933/5933 [==============================] - 2s 384us/step - loss: 0.0292
Epoch 38/50
5933/5933 [==============================] - 2s 301us/step - loss: 0.0291
Epoch 39/50
5933/5933 [==============================] - 2s 308us/step - loss: 0.0283
Epoch 40/50
5933/5933 [==============================] - 2s 273us/step - loss: 0.0279
Epoch 41/50
5933/5933 [==============================] - 2s 323us/step - loss: 0.0272
Epoch 42/50
5933/5933 [==============================] - 2s 281us/step - loss: 0.0267
Epoch 43/50
5933/5933 [==============================] - 2s 336us/step - loss: 0.0266
Epoch 44/50
5933/5933 [==============================] - 2s 392us/step - loss: 0.0260
Epoch 45/50
5933/5933 [==============================] - 2s 339us/step - loss: 0.0256
Epoch 46/50
5933/5933 [==============================] - 2s 266us/step - loss: 0.0253
Epoch 47/50
5933/5933 [==============================] - 2s 378us/step - loss: 0.0247
Epoch 48/50
5933/5933 [==============================] - 2s 343us/step - loss: 0.0248
Epoch 49/50
5933/5933 [==============================] - 1s 250us/step - loss: 0.0242
Epoch 50/50
5933/5933 [==============================] - 2s 289us/step - loss: 0.0239





<keras.callbacks.History at 0x7f3b48175cc0>

n_episodes = 200
r_max = 0
t_max = 0

_ = experiment(env, 
              policy_naive_nn, 
              n_episodes,
              theta=model, 
              r_max=r_max, 
              t_max=t_max, 
              return_hist_reward=0 )

_ = experiment(env, 
              policy_random, 
              n_episodes,
              theta, 
              r_max, 
              t_max, 
              return_hist_reward=0 )


Policy:policy_naive_nn, Min reward:40.0, Max reward:107.0, Average reward:65.595
Policy:policy_random, Min reward:41.0, Max reward:122.0, Average reward:65.175
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            13.2 Deep Reinforcement Learning

import the libraries

from collections import deque 

import numpy as np
np.random.seed(123)
print("NumPy:{}".format(np.__version__))

import tensorflow as tf
tf.set_random_seed(123)
print("TensorFlow:{}".format(tf.__version__))

import keras
print("Keras:{}".format(keras.__version__))

import gym
print('OpenAI Gym:',gym.__version__)


NumPy:1.13.3
TensorFlow:1.4.0
Keras:2.0.9
OpenAI Gym: 0.9.4

Functions for discretizing the observation values

# discretize the value to a state space
def discretize(val,bounds,n_states):
    discrete_val = 0
    if val <= bounds[0]:
        discrete_val = 0
    elif val >= bounds[1]:
        discrete_val = n_states-1
    else:
        discrete_val = int(round( (n_states-1) * 
                                  ((val-bounds[0])/
                                   (bounds[1]-bounds[0])) 
                                ))
    return discrete_val

def discretize_state(vals,s_bounds,n_s):
    discrete_vals = []
    for i in range(len(n_s)):
        discrete_vals.append(discretize(vals[i],s_bounds[i],n_s[i]))
    return np.array(discrete_vals,dtype=np.int)


initialize the polecart environment

env = gym.make('CartPole-v0')
n_a = env.action_space.n
# number of discrete states for each observation dimension
n_s = np.array([10,10,10,10])   # position, velocity, angle, angular velocity
s_bounds = np.array(list(zip(env.observation_space.low, env.observation_space.high)))
# the velocity and angular velocity bounds are too high so we bound between -1, +1
s_bounds[1] = (-1.0,1.0) 
s_bounds[3] = (-1.0,1.0)


Q Table based algorithm

def policy_q_table(state, env):
    # Exploration strategy - Select a random action
    if np.random.random() < explore_rate:
        action = env.action_space.sample()
    # Exploitation strategy - Select the action with the highest q
    else:
        action = np.argmax(q_table[tuple(state)])
    return action

def episode(env, policy, r_max=0, t_max=0):

    # observe initial state
    obs = env.reset()
    state_prev = discretize_state(obs,s_bounds,n_s)

    # initialize the variables
    episode_reward = 0
    done = False
    t = 0
    while not done:

        # select an action, and observe the next state
        action = policy(state_prev, env)
        obs, reward, done, info = env.step(action)
        state_new = discretize_state(obs,s_bounds,n_s)

        # Update the Q-table 
        best_q = np.amax(q_table[tuple(state_new)])
        bellman_q = reward + discount_rate * best_q
        indices = tuple(np.append(state_prev,action))
        q_table[indices] += learning_rate*( bellman_q - q_table[indices])

        # set next state as current state
        state_prev = state_new

        episode_reward += reward
        if r_max > 0 and episode_reward > r_max:
            break
        t+=1
        if t_max > 0 and t == t_max:
            break
    return episode_reward

    #if return_hist_reward>=episode_reward:
    #    return_val = [np.array(o_list),np.array(a_list),np.array(r_list)]
    #else:
    #    return_val = episode_reward
    #return return_val

# collect observations and rewards for each episode
def experiment(env, policy, n_episodes,r_max=0, t_max=0):

    rewards=np.empty(shape=[n_episodes])
    for i in range(n_episodes):
        val = episode(env, policy, r_max, t_max)
        rewards[i]=val

    print('Policy:{}, Min reward:{}, Max reward:{}, Average reward:{}'
      .format(policy.__name__,
              np.min(rewards),
              np.max(rewards),
              np.mean(rewards)))


# create a q-table of shape (10,10,10,10, 2) representing S X A -> R
q_table = np.zeros(shape = np.append(n_s,n_a))    

learning_rate = 0.8
discount_rate = 0.9
explore_rate = 0.2
n_episodes = 1000

experiment(env, policy_q_table, n_episodes)


Policy:policy_q_table, Min reward:8.0, Max reward:180.0, Average reward:17.592

Q Network based algorithm

tf.reset_default_graph()
keras.backend.clear_session()


def policy_q_nn(obs, env):
    # Exploration strategy - Select a random action
    if np.random.random() < explore_rate:
        action = env.action_space.sample()
    # Exploitation strategy - Select the action with the highest q
    else:
        action = np.argmax(q_nn.predict(np.array([obs])))
    return action

def episode(env, policy, r_max=0, t_max=0):

    # observe initial state
    obs = env.reset()
    state_prev = discretize_state(obs,s_bounds,n_s)

    # initialize the variables
    episode_reward = 0
    done = False
    t = 0

    while not done:

        action = policy(state_prev, env)
        obs, reward, done, info = env.step(action)
        state_next = discretize_state(obs,s_bounds,n_s)

        # add the state_prev, action, reward, state_new, done to memory
        memory.append([state_prev,action,reward,state_next,done])


        # Generate and update the q_values with 
        # maximum future rewards using bellman function:
        states = np.array([x[0] for x in memory])
        states_next = np.array([np.zeros(4) if x[4] else x[3] for x in memory])

        q_values = q_nn.predict(states)
        q_values_next = q_nn.predict(states_next)

        for i in range(len(memory)):
            state_prev,action,reward,state_next,done = memory[i]
            if done:
                q_values[i,action] = reward
            else:
                best_q = np.amax(q_values_next[i])
                bellman_q = reward + discount_rate * best_q
                q_values[i,action] = bellman_q

        # train the q_nn with states and q_values, same as updating the q_table
        q_nn.fit(states,q_values,epochs=1,batch_size=50,verbose=0)

        state_prev = state_next

        episode_reward += reward
        if r_max > 0 and episode_reward > r_max:
            break
        t+=1
        if t_max > 0 and t == t_max:
            break
    return episode_reward

# experiment collect observations and rewards for each episode
def experiment(env, policy, n_episodes,r_max=0, t_max=0):

    rewards=np.empty(shape=[n_episodes])
    for i in range(n_episodes):

        val = episode(env, policy, r_max, t_max)
        #print('episode:{}, reward {}'.format(i,val))
        rewards[i]=val

    print('Policy:{}, Min reward:{}, Max reward:{}, Average reward:{}'
        .format(policy.__name__,
              np.min(rewards),
              np.max(rewards),
              np.mean(rewards)))

# create the empty list to contain game memory
memory = deque(maxlen=1000)

# build the Q-Network
from keras.models import Sequential
from keras.layers import Dense
model = Sequential()
model.add(Dense(8,input_dim=4, activation='relu'))
model.add(Dense(2, activation='linear'))
model.compile(loss='mse',optimizer='adam')
model.summary()
q_nn = model

learning_rate = 0.8
discount_rate = 0.9
explore_rate = 0.2
n_episodes = 100

experiment(env, policy_q_nn, n_episodes)


_________________________________________________________________
Layer (type)                 Output Shape              Param #   
=================================================================
dense_1 (Dense)              (None, 8)                 40        
_________________________________________________________________
dense_2 (Dense)              (None, 2)                 18        
=================================================================
Total params: 58
Trainable params: 58
Non-trainable params: 0
_________________________________________________________________
Policy:policy_q_nn, Min reward:8.0, Max reward:150.0, Average reward:41.27
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            14.1 Generative Adversarial Networks

import os

import numpy as np
np.random.seed(123)
print("NumPy:{}".format(np.__version__))

import pandas as pd
print("Pandas:{}".format(pd.__version__))

import matplotlib as mpl
import matplotlib.pyplot as plt
from matplotlib.pylab import rcParams
rcParams['figure.figsize']=15,10
print("Matplotlib:{}".format(mpl.__version__))

import tensorflow as tf
tf.set_random_seed(123)
print("TensorFlow:{}".format(tf.__version__))

import keras
print("Keras:{}".format(keras.__version__))


NumPy:1.13.1
Pandas:0.21.0
Matplotlib:2.1.0
TensorFlow:1.4.0


Using TensorFlow backend.


Keras:2.0.9

DATASETSLIB_HOME = '../datasetslib'
import sys
if not DATASETSLIB_HOME in sys.path:
    sys.path.append(DATASETSLIB_HOME)
%reload_ext autoreload
%autoreload 2
import datasetslib

from datasetslib import util as dsu
datasetslib.datasets_root = os.path.join(os.path.expanduser('~'),'datasets')


Get the MNIST data

from tensorflow.examples.tutorials.mnist import input_data
mnist = input_data.read_data_sets(os.path.join(datasetslib.datasets_root,'mnist'), one_hot=False)

x_train = mnist.train.images
x_test = mnist.test.images
y_train = mnist.train.labels
y_test = mnist.test.labels

pixel_size = 28

def norm(x):
    return (x-0.5)/0.5


Extracting /home/armando/datasets/mnist/train-images-idx3-ubyte.gz
Extracting /home/armando/datasets/mnist/train-labels-idx1-ubyte.gz
Extracting /home/armando/datasets/mnist/t10k-images-idx3-ubyte.gz
Extracting /home/armando/datasets/mnist/t10k-labels-idx1-ubyte.gz

n_z = 256
z_test = np.random.uniform(-1.0,1.0,size=[8,n_z])


# Function to display the images and labels
def display_images(images):
    for i in range(images.shape[0]):
        plt.subplot(1, 8, i + 1)
        plt.imshow(images[i])
        plt.axis('off')
    plt.tight_layout()
    plt.show()


Simple GAN in TensorFlow

tf.reset_default_graph()
keras.backend.clear_session()


# graph hyperparameters
g_learning_rate = 0.00001
d_learning_rate = 0.01

n_x = 784  # number of pixels in the MNIST image as number of inputs

# number of hidden layers for generator and discriminator
g_n_layers = 3
d_n_layers = 1
# neurons in each hidden layer
g_n_neurons = [256, 512, 1024]
d_n_neurons = [256]

# define parameter ditionary
d_params = {}
g_params = {}

activation = tf.nn.leaky_relu
w_initializer = tf.glorot_uniform_initializer
b_initializer = tf.zeros_initializer

# define generator

z_p = tf.placeholder(dtype=tf.float32, name='z_p', shape=[None, n_z])

layer = z_p

# add generator network weights, biases and layers
with tf.variable_scope('g'):
    for i in range(0, g_n_layers):
        w_name = 'w_{0:04d}'.format(i)
        g_params[w_name] = tf.get_variable(
            name=w_name,
            shape=[n_z if i == 0 else g_n_neurons[i - 1], g_n_neurons[i]],
            initializer=w_initializer())

        b_name = 'b_{0:04d}'.format(i)
        g_params[b_name] = tf.get_variable(
            name=b_name, shape=[g_n_neurons[i]], initializer=b_initializer())

        layer = activation(
            tf.matmul(layer, g_params[w_name]) + g_params[b_name])

    #output (logit) layer
    i = g_n_layers
    w_name = 'w_{0:04d}'.format(i)
    g_params[w_name] = tf.get_variable(
        name=w_name,
        shape=[g_n_neurons[i - 1], n_x],
        initializer=w_initializer())

    b_name = 'b_{0:04d}'.format(i)
    g_params[b_name] = tf.get_variable(
        name=b_name, shape=[n_x], initializer=b_initializer())

    g_logit = tf.matmul(layer, g_params[w_name]) + g_params[b_name]
    g_model = tf.nn.tanh(g_logit)

# define discriminator(s)

# add discriminator network weights, biases

with tf.variable_scope('d'):
    for i in range(0, d_n_layers):
        w_name = 'w_{0:04d}'.format(i)
        d_params[w_name] = tf.get_variable(
            name=w_name,
            shape=[n_x if i == 0 else d_n_neurons[i - 1], d_n_neurons[i]],
            initializer=w_initializer())

        b_name = 'b_{0:04d}'.format(i)
        d_params[b_name] = tf.get_variable(
            name=b_name, shape=[d_n_neurons[i]], initializer=b_initializer())

    #output (logit) layer
    i = d_n_layers
    w_name = 'w_{0:04d}'.format(i)
    d_params[w_name] = tf.get_variable(
        name=w_name, shape=[d_n_neurons[i - 1], 1], initializer=w_initializer())

    b_name = 'b_{0:04d}'.format(i)
    d_params[b_name] = tf.get_variable(
        name=b_name, shape=[1], initializer=b_initializer())

# define discriminator_real

# input real images
x_p = tf.placeholder(dtype=tf.float32, name='x_p', shape=[None, n_x])

layer = x_p

with tf.variable_scope('d'):
    for i in range(0, d_n_layers):
        w_name = 'w_{0:04d}'.format(i)
        b_name = 'b_{0:04d}'.format(i)

        layer = activation(
            tf.matmul(layer, d_params[w_name]) + d_params[b_name])
        layer = tf.nn.dropout(layer,0.7)
    #output (logit) layer
    i = d_n_layers
    w_name = 'w_{0:04d}'.format(i)
    b_name = 'b_{0:04d}'.format(i)
    d_logit_real = tf.matmul(layer, d_params[w_name]) + d_params[b_name]
    d_model_real = tf.nn.sigmoid(d_logit_real)

# define discriminator_fake

# input generated fake images
z = g_model

layer = z

with tf.variable_scope('d'):
    for i in range(0, d_n_layers):
        w_name = 'w_{0:04d}'.format(i)
        b_name = 'b_{0:04d}'.format(i)

        layer = activation(
            tf.matmul(layer, d_params[w_name]) + d_params[b_name])
        layer = tf.nn.dropout(layer,0.7)
    #output (logit) layer
    i = d_n_layers
    w_name = 'w_{0:04d}'.format(i)
    b_name = 'b_{0:04d}'.format(i)

    d_logit_fake = tf.matmul(layer, d_params[w_name]) + d_params[b_name]
    d_model_fake = tf.nn.sigmoid(d_logit_fake)

g_loss = -tf.reduce_mean(tf.log(d_model_fake))
d_loss = -tf.reduce_mean(tf.log(d_model_real) + tf.log(1 - d_model_fake))

g_optimizer = tf.train.AdamOptimizer(g_learning_rate)
d_optimizer = tf.train.GradientDescentOptimizer(d_learning_rate)

g_train_op = g_optimizer.minimize(g_loss, var_list=list(g_params.values()))
d_train_op = d_optimizer.minimize(d_loss, var_list=list(d_params.values()))


# training hyperparameters

n_epochs = 400
batch_size = 100
n_batches = int(mnist.train.num_examples / batch_size)

n_epochs_print = 50

with tf.Session() as tfs:
    tfs.run(tf.global_variables_initializer())
    for epoch in range(n_epochs+1):
        epoch_d_loss = 0.0
        epoch_g_loss = 0.0
        for batch in range(n_batches):
            x_batch, _ = mnist.train.next_batch(batch_size)
            x_batch = norm(x_batch)
            z_batch = np.random.uniform(-1.0,1.0,size=[batch_size,n_z])
            feed_dict = {x_p: x_batch,z_p: z_batch}
            _,batch_d_loss = tfs.run([d_train_op,d_loss], feed_dict=feed_dict)

            z_batch = np.random.uniform(-1.0,1.0,size=[batch_size,n_z])
            feed_dict={z_p: z_batch}
            _,batch_g_loss = tfs.run([g_train_op,g_loss], feed_dict=feed_dict)

            epoch_d_loss += batch_d_loss 
            epoch_g_loss += batch_g_loss

        if epoch%n_epochs_print == 0:
            average_d_loss = epoch_d_loss / n_batches
            average_g_loss = epoch_g_loss / n_batches
            print('epoch: {0:04d}   d_loss = {1:0.6f}  g_loss = {2:0.6f}'
                  .format(epoch,average_d_loss,average_g_loss))
            # predict images using generator model trained            
            x_pred = tfs.run(g_model,feed_dict={z_p:z_test})
            display_images(x_pred.reshape(-1,pixel_size,pixel_size))


epoch: 0000   d_loss = 0.374717  g_loss = 1.420409
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epoch: 0050   d_loss = 0.490554  g_loss = 2.878258
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epoch: 0100   d_loss = 0.766314  g_loss = 1.976506
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epoch: 0150   d_loss = 0.941174  g_loss = 1.498578
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epoch: 0200   d_loss = 1.043525  g_loss = 1.285293
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epoch: 0250   d_loss = 1.097761  g_loss = 1.190257
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epoch: 0300   d_loss = 1.138826  g_loss = 1.109527
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epoch: 0350   d_loss = 1.155886  g_loss = 1.082737

[image: png]

Simple GAN in Keras

import keras
from keras.layers import Dense, Input, LeakyReLU, Dropout
from keras.models import Sequential, Model


tf.reset_default_graph()
keras.backend.clear_session()


# graph hyperparameters
g_learning_rate = 0.00001
d_learning_rate = 0.01

n_x = 784  # number of pixels in the MNIST image as number of inputs

# number of hidden layers for generator and discriminator
g_n_layers = 3
d_n_layers = 1
# neurons in each hidden layer
g_n_neurons = [256, 512, 1024]
d_n_neurons = [256]

# define generator

g_model = Sequential()
g_model.add(Dense(units=g_n_neurons[0], 
                  input_shape=(n_z,),
                  name='g_0'))
g_model.add(LeakyReLU())
for i in range(1,g_n_layers):
    g_model.add(Dense(units=g_n_neurons[i],
                      name='g_{}'.format(i)
                     ))
    g_model.add(LeakyReLU())
g_model.add(Dense(units=n_x, activation='tanh',name='g_out'))
print('Generator:')
g_model.summary()
g_model.compile(loss='binary_crossentropy',
              optimizer=keras.optimizers.Adam(lr=g_learning_rate)
             )

# define discriminator

d_model = Sequential()
d_model.add(Dense(units=d_n_neurons[0],  
                  input_shape=(n_x,),
                  name='d_0'
                 ))
d_model.add(LeakyReLU())
d_model.add(Dropout(0.3))
for i in range(1,d_n_layers):
    d_model.add(Dense(units=d_n_neurons[i], 
                      name='d_{}'.format(i)
                     ))
    d_model.add(LeakyReLU())
    d_model.add(Dropout(0.3))
d_model.add(Dense(units=1, activation='sigmoid',name='d_out'))
print('Discriminator:')
d_model.summary()
d_model.compile(loss='binary_crossentropy',
              optimizer=keras.optimizers.SGD(lr=d_learning_rate)
             )

# define GAN network
d_model.trainable=False
z_in = Input(shape=(n_z,),name='z_in')
x_in = g_model(z_in)
gan_out = d_model(x_in)

gan_model = Model(inputs=z_in,outputs=gan_out,name='gan')
print('GAN:')
gan_model.summary()
gan_model.compile(loss='binary_crossentropy',
              optimizer=keras.optimizers.Adam(lr=g_learning_rate)
             )


Generator:
_________________________________________________________________
Layer (type)                 Output Shape              Param #   
=================================================================
g_0 (Dense)                  (None, 256)               65792     
_________________________________________________________________
leaky_re_lu_1 (LeakyReLU)    (None, 256)               0         
_________________________________________________________________
g_1 (Dense)                  (None, 512)               131584    
_________________________________________________________________
leaky_re_lu_2 (LeakyReLU)    (None, 512)               0         
_________________________________________________________________
g_2 (Dense)                  (None, 1024)              525312    
_________________________________________________________________
leaky_re_lu_3 (LeakyReLU)    (None, 1024)              0         
_________________________________________________________________
g_out (Dense)                (None, 784)               803600    
=================================================================
Total params: 1,526,288
Trainable params: 1,526,288
Non-trainable params: 0
_________________________________________________________________
Discriminator:
_________________________________________________________________
Layer (type)                 Output Shape              Param #   
=================================================================
d_0 (Dense)                  (None, 256)               200960    
_________________________________________________________________
leaky_re_lu_4 (LeakyReLU)    (None, 256)               0         
_________________________________________________________________
dropout_1 (Dropout)          (None, 256)               0         
_________________________________________________________________
d_out (Dense)                (None, 1)                 257       
=================================================================
Total params: 201,217
Trainable params: 201,217
Non-trainable params: 0
_________________________________________________________________
GAN:
_________________________________________________________________
Layer (type)                 Output Shape              Param #   
=================================================================
z_in (InputLayer)            (None, 256)               0         
_________________________________________________________________
sequential_1 (Sequential)    (None, 784)               1526288   
_________________________________________________________________
sequential_2 (Sequential)    (None, 1)                 201217    
=================================================================
Total params: 1,727,505
Trainable params: 1,526,288
Non-trainable params: 201,217
_________________________________________________________________

# training hyperparameters

n_epochs = 400
batch_size = 100
n_batches = int(mnist.train.num_examples / batch_size)
n_epochs_print = 50

for epoch in range(n_epochs+1):
    epoch_d_loss = 0.0
    epoch_g_loss = 0.0
    for batch in range(n_batches):
        x_batch, _ = mnist.train.next_batch(batch_size)
        x_batch = norm(x_batch)
        z_batch = np.random.uniform(-1.0,1.0,size=[batch_size,n_z])
        g_batch = g_model.predict(z_batch)

        x_in = np.concatenate([x_batch,g_batch])

        y_out = np.ones(batch_size*2)
        y_out[:batch_size]=0.9
        y_out[batch_size:]=0.1

        d_model.trainable=True
        batch_d_loss = d_model.train_on_batch(x_in,y_out)

        z_batch = np.random.uniform(-1.0,1.0,size=[batch_size,n_z])
        x_in=z_batch

        y_out = np.ones(batch_size)

        d_model.trainable=False
        batch_g_loss = gan_model.train_on_batch(x_in,y_out)

        epoch_d_loss += batch_d_loss 
        epoch_g_loss += batch_g_loss 
    if epoch%n_epochs_print == 0:
        average_d_loss = epoch_d_loss / n_batches
        average_g_loss = epoch_g_loss / n_batches
        print('epoch: {0:04d}   d_loss = {1:0.6f}  g_loss = {2:0.6f}'
              .format(epoch,average_d_loss,average_g_loss))
        # predict images using generator model trained            
        x_pred = g_model.predict(z_test)
        display_images(x_pred.reshape(-1,pixel_size,pixel_size))


epoch: 0000   d_loss = 0.488523  g_loss = 0.868583
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epoch: 0050   d_loss = 0.483392  g_loss = 1.512116
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epoch: 0100   d_loss = 0.538450  g_loss = 1.290401

[image: png]

epoch: 0150   d_loss = 0.560499  g_loss = 1.200036
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epoch: 0200   d_loss = 0.586289  g_loss = 1.097394
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epoch: 0250   d_loss = 0.627239  g_loss = 0.942356
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epoch: 0300   d_loss = 0.647910  g_loss = 0.863883
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epoch: 0350   d_loss = 0.659564  g_loss = 0.830357
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        14.2 Generative Adversarial Networks - DCGAN

        
            14.2 Generative Adversarial Networks - DCGAN

import math
import os

import numpy as np
np.random.seed(123)
print("NumPy:{}".format(np.__version__))

import pandas as pd
print("Pandas:{}".format(pd.__version__))

import matplotlib as mpl
import matplotlib.pyplot as plt
from matplotlib.pylab import rcParams
rcParams['figure.figsize']=15,10
print("Matplotlib:{}".format(mpl.__version__))

import tensorflow as tf
tf.set_random_seed(123)
print("TensorFlow:{}".format(tf.__version__))

import keras
print("Keras:{}".format(keras.__version__))


NumPy:1.13.1
Pandas:0.21.0
Matplotlib:2.1.0
TensorFlow:1.4.0


Using TensorFlow backend.


Keras:2.0.9

DATASETSLIB_HOME = '../datasetslib'
import sys
if not DATASETSLIB_HOME in sys.path:
    sys.path.append(DATASETSLIB_HOME)
%reload_ext autoreload
%autoreload 2
import datasetslib

from datasetslib import util as dsu
datasetslib.datasets_root = os.path.join(os.path.expanduser('~'),'datasets')


Get the MNIST data

from tensorflow.examples.tutorials.mnist import input_data
mnist = input_data.read_data_sets(os.path.join(datasetslib.datasets_root,'mnist'), one_hot=False)

x_train = mnist.train.images
x_test = mnist.test.images
y_train = mnist.train.labels
y_test = mnist.test.labels

pixel_size = 28

def norm(x):
    return (x-0.5)/0.5


Extracting /home/armando/datasets/mnist/train-images-idx3-ubyte.gz
Extracting /home/armando/datasets/mnist/train-labels-idx1-ubyte.gz
Extracting /home/armando/datasets/mnist/t10k-images-idx3-ubyte.gz
Extracting /home/armando/datasets/mnist/t10k-labels-idx1-ubyte.gz

n_z = 256
z_test = np.random.uniform(-1.0,1.0,size=[8,n_z])


# Function to display the images and labels
def display_images(images):
    for i in range(images.shape[0]):
        plt.subplot(1, 8, i + 1)
        plt.imshow(images[i])
        plt.axis('off')
    plt.tight_layout()
    plt.show()


DCGAN in Keras

import keras
from keras.layers import Dense, Input, LeakyReLU, Activation
from keras.layers import UpSampling2D, Conv2D, Reshape, Flatten, MaxPooling2D
from keras.models import Sequential, Model


tf.reset_default_graph()
keras.backend.clear_session()


# graph hyperparameters
g_learning_rate = 0.00001
d_learning_rate = 0.01

n_x = 784  # number of pixels in the MNIST image as number of inputs

# number of hidden layers for generator and discriminator
g_n_layers = 3
d_n_layers = 1
# filters in each hidden layer
g_n_filters = [64,32,16]
d_n_filters = [64]


n_width=28
n_height=28
n_depth=1


# define generator

g_model = Sequential(name='g')
g_model.add(Dense(units=5*5*128,  
                  input_shape=(n_z,),
                  name='g_in'
                 ))
#g_model.add(BatchNormalization())
g_model.add(Activation('tanh',name='g_in_act'))

g_model.add(Reshape(target_shape=(5,5,128), 
                  input_shape=(5*5*128,),
                  name='g_in_reshape'
                 )
         )
for i in range(0,g_n_layers):
    g_model.add(UpSampling2D(size=[2,2],
                             name='g_{}_up2d'.format(i)
                            ))
    g_model.add(Conv2D(filters=g_n_filters[i],
                       kernel_size=(5,5),
                       padding='same',
                       name='g_{}_conv2d'.format(i)
                      ))
    g_model.add(Activation('tanh',name='g_{}_act'.format(i)))

g_model.add(Flatten(name='g_out_flatten'))

g_model.add(Dense(units=n_x, activation='tanh',name='g_out'))
print('Generator:')
g_model.summary()
g_model.compile(loss='binary_crossentropy',
              optimizer=keras.optimizers.Adam(lr=g_learning_rate)
             )

# define discriminator

d_model = Sequential(name='d')
d_model.add(Reshape(target_shape=(n_width,n_height,n_depth), 
                  input_shape=(n_x,),
                  name='d_0_reshape'
                 )
         )


for i in range(0,d_n_layers):
    d_model.add(Conv2D(filters=d_n_filters[i], 
                     kernel_size=(5,5), 
                     padding='same', 
                     name='d_{}_conv2d'.format(i) 
                    ) 
             )
    d_model.add(Activation('tanh',name='d_{}_act'.format(i)))

    d_model.add(MaxPooling2D(pool_size=(2,2), 
                             strides=(2,2),
                             name='d_{}_maxpool'.format(i)
                          ) 
             )

d_model.add(Flatten(name='d_out_flatten'))
d_model.add(Dense(units=1, activation='sigmoid',name='d_out'))
print('Discriminator:')
d_model.summary()
d_model.compile(loss='binary_crossentropy',
              optimizer=keras.optimizers.SGD(lr=d_learning_rate)
             )

# define GAN network
d_model.trainable=False
z_in = Input(shape=(n_z,),name='z_in')
x_in = g_model(z_in)
gan_out = d_model(x_in)

gan_model = Model(inputs=z_in,outputs=gan_out,name='gan')
print('GAN:')
gan_model.summary()
gan_model.compile(loss='binary_crossentropy',
              optimizer=keras.optimizers.Adam(lr=g_learning_rate)
             )


Generator:
_________________________________________________________________
Layer (type)                 Output Shape              Param #   
=================================================================
g_in (Dense)                 (None, 3200)              822400    
_________________________________________________________________
g_in_act (Activation)        (None, 3200)              0         
_________________________________________________________________
g_in_reshape (Reshape)       (None, 5, 5, 128)         0         
_________________________________________________________________
g_0_up2d (UpSampling2D)      (None, 10, 10, 128)       0         
_________________________________________________________________
g_0_conv2d (Conv2D)          (None, 10, 10, 64)        204864    
_________________________________________________________________
g_0_act (Activation)         (None, 10, 10, 64)        0         
_________________________________________________________________
g_1_up2d (UpSampling2D)      (None, 20, 20, 64)        0         
_________________________________________________________________
g_1_conv2d (Conv2D)          (None, 20, 20, 32)        51232     
_________________________________________________________________
g_1_act (Activation)         (None, 20, 20, 32)        0         
_________________________________________________________________
g_2_up2d (UpSampling2D)      (None, 40, 40, 32)        0         
_________________________________________________________________
g_2_conv2d (Conv2D)          (None, 40, 40, 16)        12816     
_________________________________________________________________
g_2_act (Activation)         (None, 40, 40, 16)        0         
_________________________________________________________________
g_out_flatten (Flatten)      (None, 25600)             0         
_________________________________________________________________
g_out (Dense)                (None, 784)               20071184  
=================================================================
Total params: 21,162,496
Trainable params: 21,162,496
Non-trainable params: 0
_________________________________________________________________
Discriminator:
_________________________________________________________________
Layer (type)                 Output Shape              Param #   
=================================================================
d_0_reshape (Reshape)        (None, 28, 28, 1)         0         
_________________________________________________________________
d_0_conv2d (Conv2D)          (None, 28, 28, 64)        1664      
_________________________________________________________________
d_0_act (Activation)         (None, 28, 28, 64)        0         
_________________________________________________________________
d_0_maxpool (MaxPooling2D)   (None, 14, 14, 64)        0         
_________________________________________________________________
d_out_flatten (Flatten)      (None, 12544)             0         
_________________________________________________________________
d_out (Dense)                (None, 1)                 12545     
=================================================================
Total params: 14,209
Trainable params: 14,209
Non-trainable params: 0
_________________________________________________________________
GAN:
_________________________________________________________________
Layer (type)                 Output Shape              Param #   
=================================================================
z_in (InputLayer)            (None, 256)               0         
_________________________________________________________________
g (Sequential)               (None, 784)               21162496  
_________________________________________________________________
d (Sequential)               (None, 1)                 14209     
=================================================================
Total params: 21,176,705
Trainable params: 21,162,496
Non-trainable params: 14,209
_________________________________________________________________

# training hyperparameters

n_epochs = 400
batch_size = 100
n_batches = int(mnist.train.num_examples / batch_size)
n_epochs_print = 50

for epoch in range(n_epochs+1):
    epoch_d_loss = 0.0
    epoch_g_loss = 0.0
    for batch in range(n_batches):
        x_batch, _ = mnist.train.next_batch(batch_size)
        x_batch = norm(x_batch)
        z_batch = np.random.uniform(-1.0,1.0,size=[batch_size,n_z])
        g_batch = g_model.predict(z_batch)

        x_in = np.concatenate([x_batch,g_batch])

        y_out = np.ones(batch_size*2)
        y_out[:batch_size]=0.9
        y_out[batch_size:]=0.1

        d_model.trainable=True
        batch_d_loss = d_model.train_on_batch(x_in,y_out)

        z_batch = np.random.uniform(-1.0,1.0,size=[batch_size,n_z])
        x_in=z_batch

        y_out = np.ones(batch_size)

        d_model.trainable=False
        batch_g_loss = gan_model.train_on_batch(x_in,y_out)

        epoch_d_loss += batch_d_loss 
        epoch_g_loss += batch_g_loss 
    if epoch%n_epochs_print == 0:
        average_d_loss = epoch_d_loss / n_batches
        average_g_loss = epoch_g_loss / n_batches
        print('epoch: {0:04d}   d_loss = {1:0.6f}  g_loss = {2:0.6f}'
              .format(epoch,average_d_loss,average_g_loss))
        # predict images using generator model trained            
        x_pred = g_model.predict(z_test)
        display_images(x_pred.reshape(-1,pixel_size,pixel_size))


epoch: 0000   d_loss = 0.529010  g_loss = 1.180989
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epoch: 0050   d_loss = 0.708614  g_loss = 0.753180
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epoch: 0100   d_loss = 0.703850  g_loss = 0.693080
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epoch: 0150   d_loss = 0.696364  g_loss = 0.698857
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epoch: 0200   d_loss = 0.694226  g_loss = 0.700982
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epoch: 0250   d_loss = 0.694548  g_loss = 0.699856
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epoch: 0300   d_loss = 0.694598  g_loss = 0.697125
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epoch: 0350   d_loss = 0.694443  g_loss = 0.695927
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epoch: 0400   d_loss = 0.694062  g_loss = 0.695756
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            15.1 mnist dist async

import sys
import tensorflow as tf
from tensorflow.examples.tutorials.mnist import input_data


FLAGS = tf.flags.FLAGS

tf.flags.DEFINE_string('job_name','ps','name of the job, default ps')
tf.flags.DEFINE_integer('task_index',0,'index of the job, default 0')

def main(_):
    mnist = input_data.read_data_sets('/home/armando/datasets/mnist', one_hot=True)

    ps = [
            'localhost:9001',  # /job:ps/task:0
         ]
    workers = [
            'localhost:9002',  # /job:worker/task:0
            'localhost:9003',  # /job:worker/task:1
            'localhost:9004',  # /job:worker/task:2
            ]
    clusterSpec = tf.train.ClusterSpec({'ps': ps, 'worker': workers})

    config = tf.ConfigProto()
    config.allow_soft_placement = True

    #server = tf.train.Server(clusterSpec,
    #                         job_name=FLAGS.job_name,
    #                         task_index=FLAGS.task_index,
    #                         config=config
    #                         )

    if FLAGS.job_name=='ps':
        #print(config.device_count['GPU'])
        config.device_count['GPU']=0
        server = tf.train.Server(clusterSpec,
                                 job_name=FLAGS.job_name,
                                 task_index=FLAGS.task_index,
                                 config=config
                                 )
        server.join()
        sys.exit('0')
    elif FLAGS.job_name=='worker':
        config.gpu_options.per_process_gpu_memory_fraction = 0.2
        server = tf.train.Server(clusterSpec,
                                 job_name=FLAGS.job_name,
                                 task_index=FLAGS.task_index,
                                 config=config
                                 )
        is_chief = (FLAGS.task_index==0)

        worker_device='/job:worker/task:{}'.format(FLAGS.task_index)
        device_func = tf.train.replica_device_setter(worker_device=worker_device,
                                                     cluster=clusterSpec
                                                     )
    # the default values are: ps_device='/job:ps',worker_device='/job:worker'
        with tf.device(device_func):

            global_step = tf.train.get_or_create_global_step()
            #tf.Variable(0,name='global_step',trainable=False)
            x_test = mnist.test.images
            y_test = mnist.test.labels

            # parameters
            n_outputs = 10  # 0-9 digits
            n_inputs = 784  # total pixels

            learning_rate = 0.01
            n_epochs = 50
            batch_size = 100
            n_batches = int(mnist.train.num_examples/batch_size)
            n_epochs_print=10

            # input images
            x_p = tf.placeholder(dtype=tf.float32,
                                 name='x_p',
                                 shape=[None, n_inputs])
            # target output
            y_p = tf.placeholder(dtype=tf.float32,
                                 name='y_p',
                                 shape=[None, n_outputs])

            w = tf.Variable(tf.random_normal([n_inputs, n_outputs],
                                             name='w'
                                             )
                            )
            b = tf.Variable(tf.random_normal([n_outputs],
                                             name='b'
                                             )
                            )
            logits = tf.matmul(x_p,w) + b
            cross_entropy = tf.nn.softmax_cross_entropy_with_logits(labels=y_p,
                                                                    logits=logits
                                                                    )
            loss_op = tf.reduce_mean(cross_entropy)
            optimizer = tf.train.GradientDescentOptimizer(learning_rate)
            train_op = optimizer.minimize(loss_op,global_step=global_step)
            correct_pred = tf.equal(tf.argmax(logits, 1), tf.argmax(y_p, 1))
            accuracy_op = tf.reduce_mean(tf.cast(correct_pred, tf.float32))

        sv = tf.train.Supervisor(is_chief=is_chief,
                                 init_op = tf.global_variables_initializer(),
                                 global_step=global_step)



        with sv.prepare_or_wait_for_session(server.target) as mts:
            lstep = 0

            for epoch in range(n_epochs):
                for batch in range(n_batches):
                    x_batch, y_batch = mnist.train.next_batch(batch_size)
                    feed_dict={x_p:x_batch,y_p:y_batch}
                    _,loss,gstep=mts.run([train_op,loss_op,global_step],
                                         feed_dict=feed_dict)
                    lstep +=1
                if (epoch+1)%n_epochs_print==0:
                    print('worker={},epoch={},global_step={}, local_step={}, loss = {}'.
                          format(FLAGS.task_index,epoch,gstep,lstep,loss))
            feed_dict={x_p:x_test,y_p:y_test}
            accuracy = mts.run(accuracy_op, feed_dict=feed_dict)
            print('worker={}, final accuracy = {}'.format(FLAGS.task_index,accuracy))
    sv.stop()

if __name__ == '__main__':

  tf.app.run()
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import sys
import tensorflow as tf
from tensorflow.examples.tutorials.mnist import input_data


FLAGS = tf.flags.FLAGS

tf.flags.DEFINE_string('job_name','ps','name of the job, default ps')
tf.flags.DEFINE_integer('task_index',0,'index of the job, default 0')
tf.flags.DEFINE_string('ps_hosts','localhost:9001','Comma-separated list of hostname:port pairs, default localhost:9001')
tf.flags.DEFINE_string('worker_hosts','localhost:9002','Comma-separated list of hostname:port pairs, default localhost:9002')

def main(_):
    mnist = input_data.read_data_sets('/home/armando/datasets/mnist', one_hot=True)

    ps = FLAGS.ps_hosts.split(',')
    workers = FLAGS.worker_hosts.split(',')

    clusterSpec = tf.train.ClusterSpec({'ps': ps, 'worker': workers})

    config = tf.ConfigProto()
    config.allow_soft_placement = True

    #server = tf.train.Server(clusterSpec,
    #                         job_name=FLAGS.job_name,
    #                         task_index=FLAGS.task_index,
    #                         config=config
    #                         )

    if FLAGS.job_name=='ps':
        #print(config.device_count['GPU'])
        config.device_count['GPU']=0
        server = tf.train.Server(clusterSpec,
                                 job_name=FLAGS.job_name,
                                 task_index=FLAGS.task_index,
                                 config=config
                                 )
        server.join()
        sys.exit('0')
    elif FLAGS.job_name=='worker':
        config.gpu_options.per_process_gpu_memory_fraction = 0.2
        server = tf.train.Server(clusterSpec,
                                 job_name=FLAGS.job_name,
                                 task_index=FLAGS.task_index,
                                 config=config
                                 )
        is_chief = (FLAGS.task_index==0)

        worker_device='/job:worker/task:{}'.format(FLAGS.task_index)
        device_func = tf.train.replica_device_setter(worker_device=worker_device,
                                                     cluster=clusterSpec
                                                     )
    # the default values are: ps_device='/job:ps',worker_device='/job:worker'
        with tf.device(device_func):

            global_step = tf.train.get_or_create_global_step()
            #tf.Variable(0,name='global_step',trainable=False)
            x_test = mnist.test.images
            y_test = mnist.test.labels

            # parameters
            n_outputs = 10  # 0-9 digits
            n_inputs = 784  # total pixels

            learning_rate = 0.01
            n_epochs = 50
            batch_size = 100
            n_batches = int(mnist.train.num_examples/batch_size)
            n_epochs_print=10

            # input images
            x_p = tf.placeholder(dtype=tf.float32,
                                 name='x_p',
                                 shape=[None, n_inputs])
            # target output
            y_p = tf.placeholder(dtype=tf.float32,
                                 name='y_p',
                                 shape=[None, n_outputs])

            w = tf.Variable(tf.random_normal([n_inputs, n_outputs],
                                             name='w'
                                             )
                            )
            b = tf.Variable(tf.random_normal([n_outputs],
                                             name='b'
                                             )
                            )
            logits = tf.matmul(x_p,w) + b
            cross_entropy = tf.nn.softmax_cross_entropy_with_logits(labels=y_p,
                                                                    logits=logits
                                                                    )
            loss_op = tf.reduce_mean(cross_entropy)
            optimizer = tf.train.GradientDescentOptimizer(learning_rate)
            train_op = optimizer.minimize(loss_op,global_step=global_step)
            correct_pred = tf.equal(tf.argmax(logits, 1), tf.argmax(y_p, 1))
            accuracy_op = tf.reduce_mean(tf.cast(correct_pred, tf.float32))

        sv = tf.train.Supervisor(is_chief=is_chief,
                                 init_op = tf.global_variables_initializer(),
                                 global_step=global_step)



        with sv.prepare_or_wait_for_session(server.target) as mts:
            lstep = 0

            for epoch in range(n_epochs):
                for batch in range(n_batches):
                    x_batch, y_batch = mnist.train.next_batch(batch_size)
                    feed_dict={x_p:x_batch,y_p:y_batch}
                    _,loss,gstep=mts.run([train_op,loss_op,global_step],
                                         feed_dict=feed_dict)
                    lstep +=1
                if (epoch+1)%n_epochs_print==0:
                    print('worker={},epoch={},global_step={}, local_step={}, loss = {}'.
                          format(FLAGS.task_index,epoch,gstep,lstep,loss))
            feed_dict={x_p:x_test,y_p:y_test}
            accuracy = mts.run(accuracy_op, feed_dict=feed_dict)
            print('worker={}, final accuracy = {}'.format(FLAGS.task_index,accuracy))
    sv.stop()

if __name__ == '__main__':

  tf.app.run()
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import sys
import tensorflow as tf
from tensorflow.examples.tutorials.mnist import input_data


FLAGS = tf.flags.FLAGS

tf.flags.DEFINE_string('job_name','ps','name of the job, default ps')
tf.flags.DEFINE_integer('task_index',0,'index of the job, default 0')

def main(_):
    mnist = input_data.read_data_sets('/home/armando/datasets/mnist', one_hot=True)

    ps = [
            'localhost:9001',  # /job:ps/task:0
         ]
    workers = [
            'localhost:9002',  # /job:worker/task:0
            'localhost:9003',  # /job:worker/task:1
            'localhost:9004',  # /job:worker/task:2
            ]
    clusterSpec = tf.train.ClusterSpec({'ps': ps, 'worker': workers})

    config = tf.ConfigProto()
    config.allow_soft_placement = True

    if FLAGS.job_name=='ps':
        #print(config.device_count['GPU'])
        config.device_count['GPU']=0
        server = tf.train.Server(clusterSpec,
                                 job_name=FLAGS.job_name,
                                 task_index=FLAGS.task_index,
                                 config=config
                                 )
        server.join()
        sys.exit('0')
    elif FLAGS.job_name=='worker':
        config.gpu_options.per_process_gpu_memory_fraction = 0.2
        server = tf.train.Server(clusterSpec,
                                 job_name=FLAGS.job_name,
                                 task_index=FLAGS.task_index,
                                 config=config
                                 )
        is_chief = (FLAGS.task_index==0)

        worker_device='/job:worker/task:{}'.format(FLAGS.task_index)
        device_func = tf.train.replica_device_setter(worker_device=worker_device,
                                                     cluster=clusterSpec
                                                     )
    # the default values are: ps_device='/job:ps',worker_device='/job:worker'
        with tf.device(device_func):

            global_step = tf.train.get_or_create_global_step()
            #tf.Variable(0,name='global_step',trainable=False)
            x_test = mnist.test.images
            y_test = mnist.test.labels

            # parameters
            n_outputs = 10  # 0-9 digits
            n_inputs = 784  # total pixels

            learning_rate = 0.01
            n_epochs = 50
            batch_size = 100
            n_batches = int(mnist.train.num_examples/batch_size)
            n_epochs_print=10

            # input images
            x_p = tf.placeholder(dtype=tf.float32,
                                 name='x_p',
                                 shape=[None, n_inputs])
            # target output
            y_p = tf.placeholder(dtype=tf.float32,
                                 name='y_p',
                                 shape=[None, n_outputs])

            w = tf.Variable(tf.random_normal([n_inputs, n_outputs],
                                             name='w'
                                             )
                            )

            b = tf.Variable(tf.random_normal([n_outputs],
                                             name='b'
                                             )
                            )

            logits = tf.matmul(x_p,w) + b

            cross_entropy = tf.nn.softmax_cross_entropy_with_logits(labels=y_p,
                                                                    logits=logits
                                                                    )
            loss_op = tf.reduce_mean(cross_entropy)

            optimizer = tf.train.GradientDescentOptimizer(learning_rate)

            # SYNC: next line added for making it sync update
            optimizer = tf.train.SyncReplicasOptimizer(optimizer,
                                                       replicas_to_aggregate=len(workers),
                                                       total_num_replicas=len(workers),
                                                       )

            train_op = optimizer.minimize(loss_op,global_step=global_step)

            # SYNC: next 6 lines added for making it sync update
            if is_chief:
                local_init_op = optimizer.chief_init_op()
            else:
                local_init_op = optimizer.local_step_init_op()
            chief_queue_runner = optimizer.get_chief_queue_runner()
            init_token_op = optimizer.get_init_tokens_op()

            correct_pred = tf.equal(tf.argmax(logits, 1), tf.argmax(y_p, 1))
            accuracy_op = tf.reduce_mean(tf.cast(correct_pred, tf.float32))

        # SYNC: sv is initialized differently for sync update
        sv = tf.train.Supervisor(is_chief=is_chief,
                                 init_op = tf.global_variables_initializer(),
                                 local_init_op = local_init_op,
                                 ready_for_local_init_op = optimizer.ready_for_local_init_op,
                                 global_step=global_step)


        with sv.prepare_or_wait_for_session(server.target) as mts:

            # SYNC: if block added to make it sync update
            if is_chief:
                mts.run(init_token_op)
                sv.start_queue_runners(mts, [chief_queue_runner])

            lstep = 0

            for epoch in range(n_epochs):
                for batch in range(n_batches):
                    x_batch, y_batch = mnist.train.next_batch(batch_size)
                    feed_dict={x_p:x_batch,y_p:y_batch}
                    _,loss,gstep=mts.run([train_op,loss_op,global_step], feed_dict=feed_dict)
                    lstep +=1
                if (epoch+1)%n_epochs_print==0:
                    print('worker={},epoch={},global_step={}, local_step={}, loss = {}'.format(FLAGS.task_index,epoch,gstep,lstep,loss))
            feed_dict={x_p:x_test,y_p:y_test}
            accuracy = mts.run(accuracy_op, feed_dict=feed_dict)
            print('worker={}, final accuracy = {}'.format(FLAGS.task_index,accuracy))
#    sv.stop()

if __name__ == '__main__':

  tf.app.run()
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# example from https://tensorflow.rstudio.com/tensorflow/articles/examples/mnist_softmax.html

library(tensorflow)


# Define hyperparameters -----------

batch_size <- 128
num_classes <- 10
steps <- 1000


# Data Preparation -----------

datasets <- tf$contrib$learn$datasets
mnist <- datasets$mnist$read_data_sets("MNIST-data", one_hot = TRUE)


# Define Model ---------------

# Create the model
x <- tf$placeholder(tf$float32, shape(NULL, 784L))
W <- tf$Variable(tf$zeros(shape(784L, num_classes)))
b <- tf$Variable(tf$zeros(shape(num_classes)))

y <- tf$nn$softmax(tf$matmul(x, W) + b)

# Define loss and optimizer
y_ <- tf$placeholder(tf$float32, shape(NULL, num_classes))
cross_entropy <- tf$reduce_mean(-tf$reduce_sum(y_ * log(y), reduction_indices=1L))
train_step <- tf$train$GradientDescentOptimizer(0.5)$minimize(cross_entropy)


# Training the model --------

# Create session and initialize  variables
sess <- tf$Session()
sess$run(tf$global_variables_initializer())

# Train
for (i in 1:steps) {
  batches <- mnist$train$next_batch(batch_size)
  batch_xs <- batches[[1]]
  batch_ys <- batches[[2]]
  sess$run(train_step,
           feed_dict = dict(x = batch_xs, y_ = batch_ys))
}


# Evaluate the model --------

correct_prediction <- tf$equal(tf$argmax(y, 1L), tf$argmax(y_, 1L))
accuracy <- tf$reduce_mean(tf$cast(correct_prediction, tf$float32))
score <-sess$run(accuracy,
         feed_dict = dict(x = mnist$test$images, y_ = mnist$test$labels))

cat('Test accuracy:', score, '\n')


Test accuracy: 0.9185 
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# example from https://tensorflow.rstudio.com/tfestimators/articles/examples/mnist.html

library(tensorflow)
library(tfestimators)


# Define hyperparameters -----------

batch_size <- 128
n_classes <- 10
n_steps <- 100


# Data Preparation -----------

# initialize data directory
data_dir <- "~/datasets/mnist"
dir.create(data_dir, recursive = TRUE, showWarnings = FALSE)

# download the MNIST data sets, and read them into R
sources <- list(

  train = list(
    x = "https://storage.googleapis.com/cvdf-datasets/mnist/train-images-idx3-ubyte.gz",
    y = "https://storage.googleapis.com/cvdf-datasets/mnist/train-labels-idx1-ubyte.gz"
  ),

  test = list(
    x = "https://storage.googleapis.com/cvdf-datasets/mnist/t10k-images-idx3-ubyte.gz",
    y = "https://storage.googleapis.com/cvdf-datasets/mnist/t10k-labels-idx1-ubyte.gz"
  )

)

# read an MNIST file (encoded in IDX format)
read_idx <- function(file) {

  # create binary connection to file
  conn <- gzfile(file, open = "rb")
  on.exit(close(conn), add = TRUE)

  # read the magic number as sequence of 4 bytes
  magic <- readBin(conn, what = "raw", n = 4, endian = "big")
  ndims <- as.integer(magic[[4]])

  # read the dimensions (32-bit integers)
  dims <- readBin(conn, what = "integer", n = ndims, endian = "big")

  # read the rest in as a raw vector
  data <- readBin(conn, what = "raw", n = prod(dims), endian = "big")

  # convert to an integer vecto
  converted <- as.integer(data)

  # return plain vector for 1-dim array
  if (length(dims) == 1)
    return(converted)

  # wrap 3D data into matrix
  matrix(converted, nrow = dims[1], ncol = prod(dims[-1]), byrow = TRUE)
}

mnist <- rapply(sources, classes = "character", how = "list", function(url) {

  # download + extract the file at the URL
  target <- file.path(data_dir, basename(url))
  if (!file.exists(target))
    download.file(url, target)

  # read the IDX file
  read_idx(target)

})

# convert training data intensities to 0-1 range
mnist$train$x <- mnist$train$x / 255
mnist$test$x <- mnist$test$x / 255


# Define Model ---------------

# construct a linear classifier
classifier <- linear_classifier(
  feature_columns = feature_columns(
    column_numeric("x", shape = shape(784L))
  ),
  n_classes = n_classes  # 10 digits
)

# construct an input function generator
mnist_input_fn <- function(data, ...) {
  input_fn(
    data,
    response = "y",
    features = "x",
    batch_size = batch_size,
    ...
  )
}


# Training the model --------

train(classifier, input_fn = mnist_input_fn(mnist$train), steps = n_steps)


# Evaluate the model --------

evaluate(classifier, input_fn = mnist_input_fn(mnist$test), steps = 200)


Evaluation completed after 79 steps but 200 steps was specified


	average_loss	loss	global_step	accuracy


    	0.35656 	45.13418	100     	0.9057  
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# example from https://keras.rstudio.com/articles/examples/mnist_mlp.html

library(keras)


# Define hyperparameters -----------

batch_size <- 128
num_classes <- 10
epochs <- 30


# Data Preparation -----------

# The data, shuffled and split between train and test sets
c(c(x_train, y_train), c(x_test, y_test)) %<-% dataset_mnist()

x_train <- array_reshape(x_train, c(nrow(x_train), 784))
x_test <- array_reshape(x_test, c(nrow(x_test), 784))

# Transform RGB values into [0,1] range
x_train <- x_train / 255
x_test <- x_test / 255

cat(nrow(x_train), 'train samples\n')
cat(nrow(x_test), 'test samples\n')

# Convert class vectors to binary class matrices
y_train <- to_categorical(y_train, num_classes)
y_test <- to_categorical(y_test, num_classes)


60000 train samples
10000 test samples

# Define Model ---------------

model <- keras_model_sequential()
model %>% 
  layer_dense(units = 256, activation = 'relu', input_shape = c(784)) %>% 
  layer_dropout(rate = 0.4) %>% 
  layer_dense(units = 128, activation = 'relu') %>%
  layer_dropout(rate = 0.3) %>%
  layer_dense(units = 10, activation = 'softmax')

summary(model)

model %>% compile(
  loss = 'categorical_crossentropy',
  optimizer = optimizer_rmsprop(),
  metrics = c('accuracy')
)


________________________________________________________________________________
Layer (type)                        Output Shape                    Param #     
================================================================================
dense_26 (Dense)                    (None, 256)                     200960      
________________________________________________________________________________
dropout_14 (Dropout)                (None, 256)                     0           
________________________________________________________________________________
dense_27 (Dense)                    (None, 128)                     32896       
________________________________________________________________________________
dropout_15 (Dropout)                (None, 128)                     0           
________________________________________________________________________________
dense_28 (Dense)                    (None, 10)                      1290        
================================================================================
Total params: 235,146
Trainable params: 235,146
Non-trainable params: 0
________________________________________________________________________________

# Training the model --------
history <- model %>% fit(
  x_train, y_train,
  batch_size = batch_size,
  epochs = epochs,
  verbose = 1,
  validation_split = 0.2
)

plot(history)


[image: png]

# Evaluate the model --------

score <- model %>% evaluate(
  x_test, y_test,
  verbose = 0
)

# Output metrics
cat('Test loss:', score[[1]], '\n')
cat('Test accuracy:', score[[2]], '\n')


Test loss: 0.1128517 
Test accuracy: 0.9816 
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TensorBoard in R

# example from https://keras.rstudio.com/articles/examples/mnist_mlp.html

library(keras)


# Define hyperparameters -----------

batch_size <- 128
num_classes <- 10
epochs <- 30


# Data Preparation -----------

# The data, shuffled and split between train and test sets
c(c(x_train, y_train), c(x_test, y_test)) %<-% dataset_mnist()

x_train <- array_reshape(x_train, c(nrow(x_train), 784))
x_test <- array_reshape(x_test, c(nrow(x_test), 784))

# Transform RGB values into [0,1] range
x_train <- x_train / 255
x_test <- x_test / 255

cat(nrow(x_train), 'train samples\n')
cat(nrow(x_test), 'test samples\n')

# Convert class vectors to binary class matrices
y_train <- to_categorical(y_train, num_classes)
y_test <- to_categorical(y_test, num_classes)


60000 train samples
10000 test samples

# Define Model ---------------

model <- keras_model_sequential()
model %>% 
  layer_dense(units = 256, activation = 'relu', input_shape = c(784)) %>% 
  layer_dropout(rate = 0.4) %>% 
  layer_dense(units = 128, activation = 'relu') %>%
  layer_dropout(rate = 0.3) %>%
  layer_dense(units = 10, activation = 'softmax')

summary(model)

model %>% compile(
  loss = 'categorical_crossentropy',
  optimizer = optimizer_rmsprop(),
  metrics = c('accuracy')
)


________________________________________________________________________________
Layer (type)                        Output Shape                    Param #     
================================================================================
dense_1 (Dense)                     (None, 256)                     200960      
________________________________________________________________________________
dropout_1 (Dropout)                 (None, 256)                     0           
________________________________________________________________________________
dense_2 (Dense)                     (None, 128)                     32896       
________________________________________________________________________________
dropout_2 (Dropout)                 (None, 128)                     0           
________________________________________________________________________________
dense_3 (Dense)                     (None, 10)                      1290        
================================================================================
Total params: 235,146
Trainable params: 235,146
Non-trainable params: 0
________________________________________________________________________________

# Training the model --------
tensorboard("logs")

history <- model %>% fit(
  x_train, y_train,
  batch_size = batch_size,
  epochs = epochs,
  verbose = 1,
  validation_split = 0.2,
  callbacks = callback_tensorboard("logs")
)


Started TensorBoard at http://127.0.0.1:4826 

tfruns in R

# run these in the R Studio for seeing the visualization window
library(tfruns)
training_run("ch-17_mnist_mlp.R")


Using run directory runs/2017-12-23T04-59-04Z



> library(keras)

> FLAGS <- flags(flag_numeric("dropout1", 0.4), flag_numeric("dropout2", 
+     0.3))

> mnist <- dataset_mnist()

> x_train <- mnist$train$x

> y_train <- mnist$train$y

> x_test <- mnist$test$x

> y_test <- mnist$test$y

> dim(x_train) <- c(nrow(x_train), 784)

> dim(x_test) <- c(nrow(x_test), 784)

> x_train <- x_train/255

> x_test <- x_test/255

> y_train <- to_categorical(y_train, 10)

> y_test <- to_categorical(y_test, 10)

> model <- keras_model_sequential()

> model %>% layer_dense(units = 256, activation = "relu", 
+     input_shape = c(784)) %>% layer_dropout(rate = FLAGS$dropout1) %>% 
+     layer_dense .... [TRUNCATED] 

> model %>% compile(loss = "categorical_crossentropy", 
+     optimizer = optimizer_rmsprop(lr = 0.001), metrics = c("accuracy"))

> history <- model %>% fit(x_train, y_train, batch_size = 128, 
+     epochs = 20, verbose = 1, validation_split = 0.2)

> plot(history)

> score <- model %>% evaluate(x_test, y_test, verbose = 0)

> cat("Test loss:", score$loss, "\n")
Test loss: 0.09684165 

> cat("Test accuracy:", score$acc, "\n")
Test accuracy: 0.9808 



Run completed: runs/2017-12-23T04-59-04Z
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import os

import numpy as np

import tensorflow as tf
tf.set_random_seed(123)
print("TensorFlow:{}".format(tf.__version__))

DATASETSLIB_HOME = '../datasetslib'
import sys
if not DATASETSLIB_HOME in sys.path:
    sys.path.append(DATASETSLIB_HOME)
import datasetslib

datasetslib.datasets_root = os.path.join(os.path.expanduser('~'),'datasets')

from tensorflow.examples.tutorials.mnist import input_data
mnist = input_data.read_data_sets(os.path.join(datasetslib.datasets_root,'mnist'), one_hot=True)

x_train = mnist.train.images
x_test = mnist.test.images
y_train = mnist.train.labels
y_test = mnist.test.labels

# parameters
n_y = 10  # 0-9 digits
n_x = 784  # total pixels

def mlp(x, num_inputs, num_outputs,num_layers,num_neurons):
    w=[]
    b=[]
    for i in range(num_layers):
        # weights
        w.append(tf.Variable(tf.random_normal(
                              [num_inputs if i==0 else num_neurons[i-1],
                               num_neurons[i]]),
                             name="w_{0:04d}".format(i)
                            )
                )
        # biases
        b.append(tf.Variable(tf.random_normal(
                              [num_neurons[i]]),
                             name="b_{0:04d}".format(i)
                            )
                )
    w.append(tf.Variable(tf.random_normal(
                          [num_neurons[num_layers-1] if num_layers > 0 else num_inputs,
                           num_outputs]),name="w_out"))
    b.append(tf.Variable(tf.random_normal([num_outputs]),name="b_out"))

    assert_op = tf.Assert(tf.reduce_all(tf.greater_equal(x,0)),[x])
    with tf.control_dependencies([assert_op]):
        # x is input layer
        layer = x
        # add hidden layers
        for i in range(num_layers):
            layer = tf.nn.relu(tf.matmul(layer, w[i]) + b[i])
        # add output layer
        layer = tf.matmul(layer, w[num_layers]) + b[num_layers]

    return layer

num_layers = 2
num_neurons = [16,32]
learning_rate = 0.01
n_epochs = 10
batch_size = 100
n_batches = int(mnist.train.num_examples/batch_size)

# input images
x_p = tf.placeholder(dtype=tf.float32, name="x_p", shape=[None, n_x])
# target output
y_p = tf.placeholder(dtype=tf.float32, name="y_p", shape=[None, n_y])

model = mlp(x=x_p,
            num_inputs=n_x,
            num_outputs=n_y,
            num_layers=num_layers,
            num_neurons=num_neurons)

model = tf.Print(input_=model,
                 data=[tf.argmax(model,1)],
                 message='y_hat=',
                 summarize=10,
                 first_n=5
                )

# loss function
loss = tf.reduce_mean(tf.nn.softmax_cross_entropy_with_logits(logits=model, labels=y_p))
# optimizer function
optimizer = tf.train.GradientDescentOptimizer(learning_rate=learning_rate)
optimizer = optimizer.minimize(loss)

#predictions_check = tf.equal(tf.argmax(model,1), tf.argmax(y,1))
#accuracy_function = tf.reduce_mean(tf.cast(predictions_check, tf.float32))
from tensorflow.python import debug as tfd

with tfd.LocalCLIDebugWrapperSession(tf.Session()) as tfs:
        tfs.run(tf.global_variables_initializer())
        tfs.add_tensor_filter('has_inf_or_nan_filter', tfd.has_inf_or_nan)
        for epoch in range(n_epochs):
            epoch_loss = 0.0
            for batch in range(n_batches):
                X_batch, Y_batch = mnist.train.next_batch(batch_size)
                if epoch > 0:
                    X_batch = np.copy(X_batch)
                    X_batch[0,0]=np.inf
                feed_dict={x_p: X_batch, y_p: Y_batch}
                _,batch_loss = tfs.run([optimizer,loss],
                                       feed_dict = feed_dict
                                      )
                epoch_loss += batch_loss
            average_loss = epoch_loss / n_batches
            print("epoch: {0:04d}   loss = {1:0.6f}".format(epoch,average_loss))
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import os

import numpy as np

import tensorflow as tf
tf.set_random_seed(123)
print("TensorFlow:{}".format(tf.__version__))


TensorFlow:1.4.1

DATASETSLIB_HOME = '../datasetslib'
import sys
if not DATASETSLIB_HOME in sys.path:
    sys.path.append(DATASETSLIB_HOME)
%reload_ext autoreload
%autoreload 2
import datasetslib


datasetslib.datasets_root = os.path.join(os.path.expanduser('~'),'datasets')


MNIST Dataset

from tensorflow.examples.tutorials.mnist import input_data
mnist = input_data.read_data_sets(os.path.join(datasetslib.datasets_root,'mnist'), one_hot=True)

x_train = mnist.train.images
x_test = mnist.test.images
y_train = mnist.train.labels
y_test = mnist.test.labels

# parameters
n_y = 10  # 0-9 digits
n_x = 784  # total pixels


Extracting /home/armando/datasets/mnist/train-images-idx3-ubyte.gz
Extracting /home/armando/datasets/mnist/train-labels-idx1-ubyte.gz
Extracting /home/armando/datasets/mnist/t10k-images-idx3-ubyte.gz
Extracting /home/armando/datasets/mnist/t10k-labels-idx1-ubyte.gz

tf.Print()

def mlp(x, num_inputs, num_outputs,num_layers,num_neurons):
    w=[]
    b=[]
    for i in range(num_layers):
        # weights
        w.append(tf.Variable(tf.random_normal( 
                              [num_inputs if i==0 else num_neurons[i-1], 
                               num_neurons[i]]), 
                             name="w_{0:04d}".format(i) 
                            ) 
                ) 
        # biases
        b.append(tf.Variable(tf.random_normal( 
                              [num_neurons[i]]), 
                             name="b_{0:04d}".format(i) 
                            ) 
                )                   
    w.append(tf.Variable(tf.random_normal(
                          [num_neurons[num_layers-1] if num_layers > 0 else num_inputs,
                           num_outputs]),name="w_out"))
    b.append(tf.Variable(tf.random_normal([num_outputs]),name="b_out"))

    # x is input layer
    layer = x
    # add hidden layers
    for i in range(num_layers):
        layer = tf.nn.relu(tf.matmul(layer, w[i]) + b[i])
    # add output layer
    layer = tf.matmul(layer, w[num_layers]) + b[num_layers]

    return layer


tf.reset_default_graph()


num_layers = 2
num_neurons = [16,32]
learning_rate = 0.01
n_epochs = 10
batch_size = 100
n_batches = int(mnist.train.num_examples/batch_size)

# input images
x_p = tf.placeholder(dtype=tf.float32, name="x_p", shape=[None, n_x]) 
# target output
y_p = tf.placeholder(dtype=tf.float32, name="y_p", shape=[None, n_y]) 

model = mlp(x=x_p, 
            num_inputs=n_x, 
            num_outputs=n_y, 
            num_layers=num_layers, 
            num_neurons=num_neurons)

model = tf.Print(input_=model,
                 data=[tf.argmax(model,1)],
                 message='y_hat=',
                 summarize=10,
                 first_n=5
                )

# loss function
loss = tf.reduce_mean(tf.nn.softmax_cross_entropy_with_logits(logits=model, labels=y_p))
# optimizer function
optimizer = tf.train.GradientDescentOptimizer(learning_rate=learning_rate)
optimizer = optimizer.minimize(loss)

#predictions_check = tf.equal(tf.argmax(model,1), tf.argmax(y,1))
#accuracy_function = tf.reduce_mean(tf.cast(predictions_check, tf.float32))

with tf.Session() as tfs:
        tfs.run(tf.global_variables_initializer())
        for epoch in range(n_epochs):
            epoch_loss = 0.0
            for batch in range(n_batches):
                X_batch, Y_batch = mnist.train.next_batch(batch_size)
                feed_dict={x_p: X_batch, y_p: Y_batch}
                _,batch_loss = tfs.run([optimizer,loss], 
                                       feed_dict = feed_dict
                                      )
                epoch_loss += batch_loss 
            average_loss = epoch_loss / n_batches
            print("epoch: {0:04d}   loss = {1:0.6f}".format(epoch,average_loss))


epoch: 0000   loss = 6.716061
epoch: 0001   loss = 2.002921
epoch: 0002   loss = 1.733159
epoch: 0003   loss = 1.596843
epoch: 0004   loss = 1.504387
epoch: 0005   loss = 1.435767
epoch: 0006   loss = 1.378511
epoch: 0007   loss = 1.329088
epoch: 0008   loss = 1.287037
epoch: 0009   loss = 1.249800

tf.Assert()

def mlp(x, num_inputs, num_outputs,num_layers,num_neurons):
    w=[]
    b=[]
    for i in range(num_layers):
        # weights
        w.append(tf.Variable(tf.random_normal( 
                              [num_inputs if i==0 else num_neurons[i-1], 
                               num_neurons[i]]), 
                             name="w_{0:04d}".format(i) 
                            ) 
                ) 
        # biases
        b.append(tf.Variable(tf.random_normal( 
                              [num_neurons[i]]), 
                             name="b_{0:04d}".format(i) 
                            ) 
                )                   
    w.append(tf.Variable(tf.random_normal(
                          [num_neurons[num_layers-1] if num_layers > 0 else num_inputs,
                           num_outputs]),name="w_out"))
    b.append(tf.Variable(tf.random_normal([num_outputs]),name="b_out"))

    assert_op = tf.Assert(tf.reduce_all(tf.greater_equal(x,0)),[x])
    with tf.control_dependencies([assert_op]):
        # x is input layer
        layer = x
        # add hidden layers
        for i in range(num_layers):
            layer = tf.nn.relu(tf.matmul(layer, w[i]) + b[i])
        # add output layer
        layer = tf.matmul(layer, w[num_layers]) + b[num_layers]

    return layer


tf.reset_default_graph()


num_layers = 2
num_neurons = [16,32]
learning_rate = 0.01
n_epochs = 10
batch_size = 100
n_batches = int(mnist.train.num_examples/batch_size)

# input images
x_p = tf.placeholder(dtype=tf.float32, name="x_p", shape=[None, n_x]) 
# target output
y_p = tf.placeholder(dtype=tf.float32, name="y_p", shape=[None, n_y]) 

model = mlp(x=x_p, 
            num_inputs=n_x, 
            num_outputs=n_y, 
            num_layers=num_layers, 
            num_neurons=num_neurons)

model = tf.Print(input_=model,
                 data=[tf.argmax(model,1)],
                 message='y_hat=',
                 summarize=10,
                 first_n=5
                )

# loss function
loss = tf.reduce_mean(tf.nn.softmax_cross_entropy_with_logits(logits=model, labels=y_p))
# optimizer function
optimizer = tf.train.GradientDescentOptimizer(learning_rate=learning_rate)
optimizer = optimizer.minimize(loss)

#predictions_check = tf.equal(tf.argmax(model,1), tf.argmax(y,1))
#accuracy_function = tf.reduce_mean(tf.cast(predictions_check, tf.float32))

with tf.Session() as tfs:
        tfs.run(tf.global_variables_initializer())
        for epoch in range(n_epochs):
            epoch_loss = 0.0
            for batch in range(n_batches):
                X_batch, Y_batch = mnist.train.next_batch(batch_size)
                if epoch > 5:
                    X_batch = np.copy(X_batch)
                    X_batch[0,0]=-2
                feed_dict={x_p: X_batch, y_p: Y_batch}
                _,batch_loss = tfs.run([optimizer,loss], 
                                       feed_dict = feed_dict
                                      )
                epoch_loss += batch_loss 
            average_loss = epoch_loss / n_batches
            print("epoch: {0:04d}   loss = {1:0.6f}".format(epoch,average_loss))


epoch: 0000   loss = 7.803496
epoch: 0001   loss = 2.405806
epoch: 0002   loss = 2.057570
epoch: 0003   loss = 1.884273
epoch: 0004   loss = 1.768692
epoch: 0005   loss = 1.672444



---------------------------------------------------------------------------

InvalidArgumentError                      Traceback (most recent call last)

/usr/local/lib/python3.5/dist-packages/tensorflow/python/client/session.py in _do_call(self, fn, *args)
   1322     try:
-> 1323       return fn(*args)
   1324     except errors.OpError as e:


/usr/local/lib/python3.5/dist-packages/tensorflow/python/client/session.py in _run_fn(session, feed_dict, fetch_list, target_list, options, run_metadata)
   1301                                    feed_dict, fetch_list, target_list,
-> 1302                                    status, run_metadata)
   1303 


/usr/local/lib/python3.5/dist-packages/tensorflow/python/framework/errors_impl.py in __exit__(self, type_arg, value_arg, traceback_arg)
    472             compat.as_text(c_api.TF_Message(self.status.status)),
--> 473             c_api.TF_GetCode(self.status.status))
    474     # Delete the underlying status object from memory otherwise it stays alive


InvalidArgumentError: assertion failed: [[-2 0 0]...]
     [[Node: Assert/AssertGuard/Assert = Assert[T=[DT_FLOAT], summarize=3, _device="/job:localhost/replica:0/task:0/device:CPU:0"](Assert/AssertGuard/Assert/Switch/_7, Assert/AssertGuard/Assert/Switch_1)]]
     [[Node: Assert/AssertGuard/Assert/_10 = _Recv[client_terminated=false, recv_device="/job:localhost/replica:0/task:0/device:GPU:0", send_device="/job:localhost/replica:0/task:0/device:CPU:0", send_device_incarnation=1, tensor_name="edge_18_Assert/AssertGuard/Assert", tensor_type=DT_FLOAT, _device="/job:localhost/replica:0/task:0/device:GPU:0"]()]]


During handling of the above exception, another exception occurred:


InvalidArgumentError                      Traceback (most recent call last)

<ipython-input-10-265ff61fe705> in <module>()
     44                 feed_dict={x_p: X_batch, y_p: Y_batch}
     45                 _,batch_loss = tfs.run([optimizer,loss], 
---> 46                                        feed_dict = feed_dict
     47                                       )
     48                 epoch_loss += batch_loss


/usr/local/lib/python3.5/dist-packages/tensorflow/python/client/session.py in run(self, fetches, feed_dict, options, run_metadata)
    887     try:
    888       result = self._run(None, fetches, feed_dict, options_ptr,
--> 889                          run_metadata_ptr)
    890       if run_metadata:
    891         proto_data = tf_session.TF_GetBuffer(run_metadata_ptr)


/usr/local/lib/python3.5/dist-packages/tensorflow/python/client/session.py in _run(self, handle, fetches, feed_dict, options, run_metadata)
   1118     if final_fetches or final_targets or (handle and feed_dict_tensor):
   1119       results = self._do_run(handle, final_targets, final_fetches,
-> 1120                              feed_dict_tensor, options, run_metadata)
   1121     else:
   1122       results = []


/usr/local/lib/python3.5/dist-packages/tensorflow/python/client/session.py in _do_run(self, handle, target_list, fetch_list, feed_dict, options, run_metadata)
   1315     if handle is None:
   1316       return self._do_call(_run_fn, self._session, feeds, fetches, targets,
-> 1317                            options, run_metadata)
   1318     else:
   1319       return self._do_call(_prun_fn, self._session, handle, feeds, fetches)


/usr/local/lib/python3.5/dist-packages/tensorflow/python/client/session.py in _do_call(self, fn, *args)
   1334         except KeyError:
   1335           pass
-> 1336       raise type(e)(node_def, op, message)
   1337 
   1338   def _extend_graph(self):


InvalidArgumentError: assertion failed: [[-2 0 0]...]
     [[Node: Assert/AssertGuard/Assert = Assert[T=[DT_FLOAT], summarize=3, _device="/job:localhost/replica:0/task:0/device:CPU:0"](Assert/AssertGuard/Assert/Switch/_7, Assert/AssertGuard/Assert/Switch_1)]]
     [[Node: Assert/AssertGuard/Assert/_10 = _Recv[client_terminated=false, recv_device="/job:localhost/replica:0/task:0/device:GPU:0", send_device="/job:localhost/replica:0/task:0/device:CPU:0", send_device_incarnation=1, tensor_name="edge_18_Assert/AssertGuard/Assert", tensor_type=DT_FLOAT, _device="/job:localhost/replica:0/task:0/device:GPU:0"]()]]

Caused by op 'Assert/AssertGuard/Assert', defined at:
  File "/usr/lib/python3.5/runpy.py", line 184, in _run_module_as_main
    "__main__", mod_spec)
  File "/usr/lib/python3.5/runpy.py", line 85, in _run_code
    exec(code, run_globals)
  File "/usr/local/lib/python3.5/dist-packages/ipykernel_launcher.py", line 16, in <module>
    app.launch_new_instance()
  File "/usr/local/lib/python3.5/dist-packages/traitlets/config/application.py", line 658, in launch_instance
    app.start()
  File "/usr/local/lib/python3.5/dist-packages/ipykernel/kernelapp.py", line 477, in start
    ioloop.IOLoop.instance().start()
  File "/usr/local/lib/python3.5/dist-packages/zmq/eventloop/ioloop.py", line 177, in start
    super(ZMQIOLoop, self).start()
  File "/usr/local/lib/python3.5/dist-packages/tornado/ioloop.py", line 888, in start
    handler_func(fd_obj, events)
  File "/usr/local/lib/python3.5/dist-packages/tornado/stack_context.py", line 277, in null_wrapper
    return fn(*args, **kwargs)
  File "/usr/local/lib/python3.5/dist-packages/zmq/eventloop/zmqstream.py", line 440, in _handle_events
    self._handle_recv()
  File "/usr/local/lib/python3.5/dist-packages/zmq/eventloop/zmqstream.py", line 472, in _handle_recv
    self._run_callback(callback, msg)
  File "/usr/local/lib/python3.5/dist-packages/zmq/eventloop/zmqstream.py", line 414, in _run_callback
    callback(*args, **kwargs)
  File "/usr/local/lib/python3.5/dist-packages/tornado/stack_context.py", line 277, in null_wrapper
    return fn(*args, **kwargs)
  File "/usr/local/lib/python3.5/dist-packages/ipykernel/kernelbase.py", line 283, in dispatcher
    return self.dispatch_shell(stream, msg)
  File "/usr/local/lib/python3.5/dist-packages/ipykernel/kernelbase.py", line 235, in dispatch_shell
    handler(stream, idents, msg)
  File "/usr/local/lib/python3.5/dist-packages/ipykernel/kernelbase.py", line 399, in execute_request
    user_expressions, allow_stdin)
  File "/usr/local/lib/python3.5/dist-packages/ipykernel/ipkernel.py", line 196, in do_execute
    res = shell.run_cell(code, store_history=store_history, silent=silent)
  File "/usr/local/lib/python3.5/dist-packages/ipykernel/zmqshell.py", line 533, in run_cell
    return super(ZMQInteractiveShell, self).run_cell(*args, **kwargs)
  File "/usr/local/lib/python3.5/dist-packages/IPython/core/interactiveshell.py", line 2728, in run_cell
    interactivity=interactivity, compiler=compiler, result=result)
  File "/usr/local/lib/python3.5/dist-packages/IPython/core/interactiveshell.py", line 2850, in run_ast_nodes
    if self.run_code(code, result):
  File "/usr/local/lib/python3.5/dist-packages/IPython/core/interactiveshell.py", line 2910, in run_code
    exec(code_obj, self.user_global_ns, self.user_ns)
  File "<ipython-input-10-265ff61fe705>", line 17, in <module>
    num_neurons=num_neurons)
  File "<ipython-input-8-437a0fa9085d>", line 23, in mlp
    assert_op = tf.Assert(tf.reduce_all(tf.greater_equal(x,0)),[x])
  File "/usr/local/lib/python3.5/dist-packages/tensorflow/python/util/tf_should_use.py", line 107, in wrapped
    return _add_should_use_warning(fn(*args, **kwargs))
  File "/usr/local/lib/python3.5/dist-packages/tensorflow/python/ops/control_flow_ops.py", line 134, in Assert
    condition, no_op, true_assert, name="AssertGuard")
  File "/usr/local/lib/python3.5/dist-packages/tensorflow/python/util/deprecation.py", line 316, in new_func
    return func(*args, **kwargs)
  File "/usr/local/lib/python3.5/dist-packages/tensorflow/python/ops/control_flow_ops.py", line 1864, in cond
    orig_res_f, res_f = context_f.BuildCondBranch(false_fn)
  File "/usr/local/lib/python3.5/dist-packages/tensorflow/python/ops/control_flow_ops.py", line 1725, in BuildCondBranch
    original_result = fn()
  File "/usr/local/lib/python3.5/dist-packages/tensorflow/python/ops/control_flow_ops.py", line 132, in true_assert
    condition, data, summarize, name="Assert")
  File "/usr/local/lib/python3.5/dist-packages/tensorflow/python/ops/gen_logging_ops.py", line 47, in _assert
    name=name)
  File "/usr/local/lib/python3.5/dist-packages/tensorflow/python/framework/op_def_library.py", line 787, in _apply_op_helper
    op_def=op_def)
  File "/usr/local/lib/python3.5/dist-packages/tensorflow/python/framework/ops.py", line 2956, in create_op
    op_def=op_def)
  File "/usr/local/lib/python3.5/dist-packages/tensorflow/python/framework/ops.py", line 1470, in __init__
    self._traceback = self._graph._extract_stack()  # pylint: disable=protected-access

InvalidArgumentError (see above for traceback): assertion failed: [[-2 0 0]...]
     [[Node: Assert/AssertGuard/Assert = Assert[T=[DT_FLOAT], summarize=3, _device="/job:localhost/replica:0/task:0/device:CPU:0"](Assert/AssertGuard/Assert/Switch/_7, Assert/AssertGuard/Assert/Switch_1)]]
     [[Node: Assert/AssertGuard/Assert/_10 = _Recv[client_terminated=false, recv_device="/job:localhost/replica:0/task:0/device:GPU:0", send_device="/job:localhost/replica:0/task:0/device:CPU:0", send_device_incarnation=1, tensor_name="edge_18_Assert/AssertGuard/Assert", tensor_type=DT_FLOAT, _device="/job:localhost/replica:0/task:0/device:GPU:0"]()]]
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