
Computational Statistics in Python

From: Computational Statistics in Python





Contents:



	Introduction to Python
	Variables

	Operators

	Iterators

	Conditional Statements

	Functions

	Strings and String Handling

	Lists, Tuples, Dictionaries

	Classes

	Modules

	The standard library

	Keeping the Anaconda distribution up-to-date

	Exercises





	Getting started with Python and the IPython notebook
	Cells

	Code Cells

	Magic Commands

	Python as Glue

	Python <-> R <-> Matlab <-> Octave

	More Glue: Julia and Perl





	Functions are first class objects

	Function argumnents
	Call by “object reference”

	Binding of default arguments occurs at function definition





	Higher-order functions

	Anonymous functions

	Pure functions

	Recursion

	Iterators

	Generators
	Generators and comprehensions

	Utilites - enumerate, zip and the ternary if-else operator





	Decorators

	The operator module

	The functools module

	The itertools module

	The toolz, fn and funcy modules

	Exercises

	Data science is OSEMN
	Obtaining data

	Scrubbing data

	Exercises





	Working with text
	String methods

	Splitting and joining strings

	The string module

	Regular expressions

	The NLTK toolkit

	Exercises





	Preprocessing text data
	Example: Counting words in a document





	Working with structured data
	Using SQLite3

	Basic concepts of database normalization

	Using HDF5

	Interfacing withPandas





	Using numpy
	References

	Example

	NDArray

	Broadcasting, row, column and matrix operations

	Universal functions (Ufuncs)

	Generalized ufucns

	Random numbers

	Linear algebra

	Exercises





	Using Pandas
	Series

	DataFrame

	Panels

	Split-Apply-Combine

	Using statsmodels





	Using R from IPython
	Using Rmagic

	Using R from pandas





	Computational problems in statistics
	Textbook example - is coin fair?

	Bayesian approach

	Comment





	Computer numbers and mathematics
	Some examples of numbers behaving badly

	Finite representation of numbers

	Using arbitrary precision libraries

	From numbers to Functions: Stability and conditioning

	Exercises





	Algorithmic complexity
	Profling and benchmarking

	Measuring algorithmic complexity

	Space complexity





	Linear Algebra and Linear Systems
	Simultaneous Equations

	Linear Independence

	Norms and Distance of Vectors

	Trace and Determinant of Matrices

	Column space, Row space, Rank and Kernel

	Matrices as Linear Transformations

	Matrix Norms

	Special Matrices

	Exercises





	Linear Algebra and Matrix Decompositions
	Large Linear Systems

	Example: Netflix Competition (circa 2006-2009)

	Matrix Decompositions

	Matrix Decompositions for PCA and Least Squares

	Singular Value Decomposition

	Stabilty and Condition Number

	Exercises





	Change of Basis
	Variance and covariance

	Eigendecomposition of the covariance matrix

	PCA

	Change of basis via PCA

	Graphical illustration of change of basis

	Dimension reduction via PCA

	Using Singular Value Decomposition (SVD) for PCA





	Optimization and Non-linear Methods
	Example: Maximum Likelihood Estimation (MLE)

	Bisection Method

	Secant Method

	Newton-Rhapson Method

	Gauss-Newton

	Inverse Quadratic Interpolation

	Brent’s Method





	Practical Optimizatio Routines
	Finding roots

	Optimization Primer

	Using scipy.optimize

	Gradient deescent

	Newton’s method and variants

	Constrained optimization

	Curve fitting

	Finding paraemeters for ODE models

	Optimization of graph node placement

	Optimization of standard statistical models





	Fitting ODEs with the Levenberg–Marquardt algorithm
	1D example

	2D example





	Algorithms for Optimization and Root Finding for Multivariate Problems
	Optimizers

	Solvers

	GLM Estimation and IRLS





	Expectation Maximizatio (EM) Algorithm
	Jensen’s inequality

	Maximum likelihood with complete information

	Incomplete information

	Gaussian mixture models

	Using EM

	Vectorized version

	Vectorization with Einstein summation notation

	Comparison of EM routines





	Monte Carlo Methods
	Pseudorandom number generators (PRNG)

	Monte Carlo swindles (Variance reduction techniques)

	Quasi-random numbers





	Resampling methods
	Resampling

	Simulations

	Setting the random seed

	Sampling with and without replacement

	Calculation of Cook’s distance

	Permutation resampling

	Design of simulation experiments

	Example: Simulations to estimate power

	Check with R

	Estimating the CDF

	Estimating the PDF

	Kernel density estimation

	Multivariate kerndel density estimation





	Markov Chain Monte Carlo (MCMC)
	Bayesian Data Analysis

	Metropolis-Hastings sampler

	Gibbs sampler

	Slice sampler

	Hierarchical models





	Using PyMC2
	Coin toss

	Estimating mean and standard deviation of normal distribution

	Estimating parameters of a linear regreession model

	Estimating parameters of a logistic model

	Using a hierarchcical model





	Using PyMC3
	Coin toss

	Estimating mean and standard deviation of normal distribution

	Estimating parameters of a linear regreession model

	Estimating parameters of a logistic model

	Using a hierarchcical model





	Using PyStan
	References

	Simple Logistic model





	Animations of Metropolis, Gibbs and Slice Sampler dynamics

	C Crash Course
	Hello world

	A tutorial example - coding a Fibonacci function in C

	Types in C

	Operators

	Control of program flow

	Arrays and pointers

	Functions

	Function pointers

	Using make to compile C programs

	Exercise





	Code Optimization
	Profiling

	Using better algorihtms and data structures

	I/O Bound problems

	Problem set for optimization





	Using C code in Python
	Example: The Fibonacci Sequence

	Using clang and bitey

	Using gcc and ctypes

	Using Cython

	Benchmark





	Using functions from various compiled languages in Python
	C

	C++

	Fortran

	Benchmarking

	Wrapping a function from a C library for use in Python

	Wrapping functions from C++ library for use in Pyton





	Julia and Python
	Defining a function in Julia

	Using it in Python

	Using Python libraries in Julia





	Converting Python Code to C for speed
	Example: Fibonacci

	Example: Matrix multiplication

	Example: Pairwise distance matrix

	Profiling code

	Numba

	Cython

	Comparison with optimized C from scipy





	Optimization bake-off
	Python version

	Numpy version

	Numexpr version

	Numba version

	NumbaPro version

	Parakeet version

	Cython version

	C version

	C++ version

	Fortran version

	Bake-off

	Summary

	Recommendations for optimizing Python code





	Writing Parallel Code
	Concepts

	Embarassingly parallel programs

	Using Multiprocessing

	Using IPython parallel for interactive parallel computing

	Other parallel programming approaches not covered

	References





	Massively parallel programming with GPUs
	Programming GPUs

	GPU Architecture

	CUDA Python

	Getting Started with CUDA

	Vector addition - the ‘Hello, world’ of CUDA

	Performing a reduction on CUDA

	Recreational

	More examples





	Writing CUDA in C
	Review of GPU Architechture - A Simplification

	Cuda C program - an Outline





	Distributed computing for Big Data
	Why and when does distributed computing matter?

	Ingredients for effiicient distributed computing

	What is Hadoop?

	Review of functional programming

	The Hadoop MapReduce workflow

	Using Hadoop MapReduce

	Spark





	Hadoop MapReduce on AWS EMR with mrjob
	MapReduce code

	Configuration file

	Launching job





	Spark on a local mahcine using 4 nodes
	Using Spark in standalone prograsm

	Introduction to Spark concepts with a data manipulation example

	Using the MLlib for Regression

	References





	Modules and Packaging
	Modules

	Distributing your package





	Tour of the Jupyter (IPython3) notebook
	Installing Jupyter

	Installing other kernels

	Installing extensions

	Installing Python3 while keeping Python2

	Now, restart your notebook server





	Polyglot programming
	Python 2

	Python 3

	Bash

	R

	Scala

	Julia

	Processing





	What you should know and learn more about
	Statistical foundations

	Computing foundations

	Mathematical foundations

	Statistical algorithms

	Libraries worth knowing about after numpy, scipy and matplotlib





	Wrapping R libraries with Rpy






Introduction to Python

This lecture is based loosely on the online tutorial :
http://www.afterhoursprogramming.com/tutorial/Python/Introduction/

We will be using Python a fair amount in this class. Python is a
high-level scripting language that offers an interactive programming
environment. We assume programming experience, so this lecture will
focus on the unique properties of Python.

Programming languages generally have the following common ingredients:
variables, operators, iterators, conditional statements, functions
(built-in and user defined) and higher-order data structures. We will
look at these in Python and highlight qualities unique to this language.


Variables

Variables in Python are defined and typed for you when you set a value
to them.

my_variable = 2
print(my_variable)
type(my_variable)






2






int






This makes variable definition easy for the programmer. As usual,
though, great power comes with great responsibility. For example:

my_varible = my_variable+1
print (my_variable)






2






“If you leave out word, spell-check will not put the word in you” –
Taylor Mali, The the impotence of proofreading

If you accidentally mistype a variable name, Python will not catch it
for you. This can lead to bugs that can be hard to track - so beware.


Types and Typecasting

The usual typecasting is available in Python, so it is easy to convert
strings to ints or floats, floats to ints, etc. The syntax is slightly
different than C:

a = "1"
b = 5
print(a+b)






---------------------------------------------------------------------------
TypeError                                 Traceback (most recent call last)

<ipython-input-3-6463279979e9> in <module>()
      1 a = "1"
      2 b = 5
----> 3 print(a+b)


TypeError: cannot concatenate 'str' and 'int' objects






a = "1"
b = 5
print(int(a)+b)






Note that the typing is dynamic. I.e. a variable that was initally say
an integer can become another type (float, string, etc.) via
reassignment.

a = "1"
type(a)
print(type(a))

a = 1.0
print(type(a))






Python has some other special data types such as lists, tuples and
dictionaries that we will address later.






Operators


Python offers the usual operators such as +,-,/,*,=,>,<,==,!=,&,|,
(sum, difference, divide, product, assignment, greater than, less
than, equal - comparison,not equal, and, or, respectively).

Additionally, there are %,// and ** (modulo, floor division and ‘to
the power’). Note a few specifics:



print(3/4)
print(3.0 / 4.0)
print(3%4)
print(3//4)
print(3**4)






Note the behavior of / when applied to integers! This is similar to the
behavior of other strongly typed languages such as C/C++. The result of
the integer division is the same as the floor division //. If you want
the floating point result, the arguments to / must be floats as well (or
appropriately typecast).

a = 3
b = 4
print(a/b)
print(float(a)/float(b))









Iterators

Python has the usual iterators, while, for, and some other constructions
that will be addressed later. Here are examples of each:

for i in range(1,10):
     print(i)






The most important thing to note above is that the range function gives
us values up to, but not including, the upper limit.

i = 1
while i < 10:
    print(i)
    i+=1






This is unremarkable, so we proceeed without further comment.




Conditional Statements

a = 20
if a >= 22:
   print("if")
elif a >= 21:
    print("elif")
else:
    print("else")






Again, nothing remarkable here, just need to learn the syntax. Here, we
should also mention spacing. Python is picky about indentation - you
must start a newline after each conditional statemen (it is the same for
the iterators above) and indent the same number of spaces for every
statement within the scope of that condition.

a = 23
if a >= 22:
   print("if")
    print("greater than or equal 22")
elif a >= 21:
    print("elif")
else:
    print("else")






a = 23
if a >= 22:
   print("if")
   print("greater than or equal 22")
elif a >= 21:
    print("elif")
else:
    print("else")






Four spaces are customary, but you can use whatever you like.
Consistency is necessary.

Python has another type of conditional expression that is very useful.
Suppose your program is processing user input or data from a file. You
don’t always know for sure what you are getting in that case, and this
can lead to problems. The ‘try/except’ conditional can solve them!

a = "1"

try:
  b = a + 2
except:
  print(a, " is not a number")






Here, we have tried to add a number and a string. That generates an
exception - but we have trapped the exception and informed the user of
the problem. This is much preferable to the programming crashing with
some cryptic error like:

a = "1"
b = a + 2









Functions

def Division(a, b):
    print(a/b)
Division(3,4)
Division(3.0,4.0)
Division(3,4.0)
Division(3.0,4)






Notice that the function does not specify the types of the arguments,
like you would see in statically typed languages. This is both useful
and dangerous. For example:

def Division(a, b):
    print(a/b)
Division(2,"2")






In a statically typed language, the programmer would have specified the
type of a and b (float, int, etc.) and the compiler would have
complained about the function being passed a variable of the wrong type.
This does not happen here, but we can use the try/except construction.

def Division(a, b):
    try:
        print(a/b)
    except:
        if b == 0:
           print("cannot divide by zero")
        else:
           print(float(a)/float(b))
Division(2,"2")
Division(2,0)









Strings and String Handling

One of the most important features of Python is its powerful and easy
handling of strings. Defining strings is simple enough in most
languages. But in Python, it is easy to search and replace, convert
cases, concatenate, or access elements. We’ll discuss a few of these
here. For a complete list, see:
http://www.tutorialspoint.com/python/python_strings.htm

a = "A string of characters, with newline \n CAPITALS, etc."
print(a)
b=5.0
newstring = a + "\n We can format strings for printing %.2f"
print(newstring %b)






Now let’s try some other string operations:

a = "ABC DEFG"
print(a[1:3])
print(a[0:5])






There are several things to learn from the above. First, Python has
associated an index to the string. Second the indexing starts at 0, and
lastly, the upper limit again means ‘up to but not including’ (a[0:5]
prints elements 0,1,2,3,4).

a = "ABC defg"
print(a.lower())
print(a.upper())
print(a.find('d'))
print(a.replace('de','a'))
print(a)
b = a.replace('def','aaa')
print(b)
b = b.replace('a','c')
print(b)
b.count('c')






This is fun! What else can you do with strings in Python? Pretty much
anything you can think of!




Lists, Tuples, Dictionaries


Lists

Lists are exactly as the name implies. They are lists of objects. The
objects can be any data type (including lists), and it is allowed to mix
data types. In this way they are much more flexible than arrays. It is
possible to append, delete, insert and count elements and to sort,
reverse, etc. the list.

a_list = [1,2,3,"this is a string",5.3]
b_list = ["A","B","F","G","d","x","c",a_list,3]
print(b_list)






print(b_list[7:9])






a = [1,2,3,4,5,6,7]
a.insert(0,0)
print(a)
a.append(8)
print(a)
a.reverse()
print(a)
a.sort()
print(a)
a.pop()
print(a)
a.remove(3)
print(a)
a.remove(a[4])
print(a)






Just like with strings, elements are indexed beginning with 0.

Lists can be constructed using ‘for’ and some conditional statements.
These are called, ‘list comprehensions’. For example:

even_numbers = [x for x in range(100) if x % 2 == 0]
print(even_numbers)






List comprehensions can work on strings as well:

first_sentence = "It was a dark and stormy night."
characters = [x for x in first_sentence]
print(characters)






For more on comprehensions see:
https://docs.python.org/2/tutorial/datastructures.html?highlight=comprehensions

Another similar feature is called ‘map’. Map applies a function to a
list. The syntax is

map(aFunction, aSequence). Consider the following examples:

def sqr(x): return x ** 2
a = [2,3,4]
b = [10,5,3]
c = map(sqr,a)
print(c)
d = map(pow,a,b)
print(d)






Note that map is usually more efficient than the equivalent list
comprehension or looping contruct.




Tuples

Tuples are like lists with one very important difference. Tuples are not
changeable.

a = (1,2,3,4)
print(a)
a[1] = 2






a = (1,"string in a tuple",5.3)
b = (a,1,2,3)
print(a)
print(b)






As you can see, all of the other flexibility remains - so use tuples
when you have a list that you do not want to modify.

One other handy feature of tuples is known as ‘tuple unpacking’.
Essentially, this means we can assign the values of a tuple to a list of
variable names, like so:

my_pets = ("Chestnut", "Tibbs", "Dash", "Bast")
(aussie,b_collie,indoor_cat,outdoor_cat) = my_pets
print(aussie)
cats=(indoor_cat,outdoor_cat)
print(cats)









Dictionaries

Dictionaries are unordered, keyed lists. Lists are ordered, and the
index may be viewed as a key.

a = ["A","B","C","D"] #list example
print(a[1])






a = {'anItem': "A", 'anotherItem': "B",'athirdItem':"C",'afourthItem':"D"} # dictionary example
print(a[1])






a = {'anItem': "A", 'anotherItem': "B",'athirdItem':"C",'afourthItem':"D"} # dictionary example
print(a['anItem'])






print(a)






The dictionary does not order the items, and you cannot access them assuming an order (as an index does).  You access elements using the keys.




Sets

Sets are unordered collections of unique elements. Intersections,
unions and set differences are supported operations. They can be used to
remove duplicates from a collection or to test for membership. For
example:

from sets import Set
fruits = Set(["apples","oranges","grapes","bananas"])
citrus = Set(["lemons","oranges","limes","grapefruits","clementines"])
citrus_in_fruits = fruits & citrus   #intersection
print(citrus_in_fruits)
diff_fruits = fruits - citrus        # set difference
print(diff_fruits)
diff_fruits_reverse = citrus - fruits  # set difference
print(diff_fruits_reverse)
citrus_or_fruits = citrus | fruits     # set union
print(citrus_or_fruits)






a_list = ["a", "a","a", "b",1,2,3,"d",1]
print(a_list)
a_set = Set(a_list)  # Convert list to set
print(a_set)         # Creates a set with unique elements
new_list = list(a_set) # Convert set to list
print(new_list)        # Obtain a list with unique elements






More examples and details regarding sets can be found at:
https://docs.python.org/2/library/sets.html






Classes

A class (or object) bundles data (known as attributes) and functions
(known as methods) together. We access the attributes and methods of a
class using the ‘.’ notation. Since everything in Python is an object,
we have already been using this attribute acccess - e.g. when we call
'hello'.upper(), we are using the upper method of the instance
'hello' of the string class.

The creation of custom classes will not be covered in this course.




Modules

As the code base gets larger, it is convenient to organize them as
modules or packages. At the simplest level, modules can just be
regular python files. We import functions in modules using one of the
following import variants:

import numpy
import numpy as np # using an alias
import numpy.linalg as la # modules can have submodules
from numpy import sin, cos, tan # bring trig functions into global namespace
from numpy import * # frowned upon because it pollutes the namespace









The standard library

Python comes with “batteries included”, with a diverse collection of
functionality available in standard library modules and functions.

References


	Standard library docs

	Python Module of the Week
gives examples of usage.




Installing additional modules

Most of the time, we can use the pip package manager to install and
uninstall modules for us. In general, all that is needed is to issue the
command

pip install <packagename>






at the command line or

! pip install <packagename>






from within an IPython notebook.

Packages that can be installed using pip are listed in the Python
Package Index (PyPI).

Pip documentation is at https://pip.pypa.io/en/latest/.






Keeping the Anaconda distribution up-to-date

Just issue

conda update conda
conda update anaconda






at the command line.

Note that conda can do much, much,
more.




Exercises

1. Solve the FizzBuzz probelm

“Write a program that prints the numbers from 1 to 100. But for
multiples of three print “Fizz” instead of the number and for the
multiples of five print “Buzz”. For numbers which are multiples of both
three and five print “FizzBuzz”.

# YOUR CODE HERE

# range(start, stop, step)
# for loop
# print function
# % operator
# check for equality
# if-elif-else control flow

for i in range(1, 101):
    if i % 15 == 0:
        print("FizzBuzz")
    elif i % 3 == 0:
        print("Fizz")
    elif i % 5 == 0:
        print("Buzz")
    else:
        print(i)






1
2
Fizz
4
Buzz
Fizz
7
8
Fizz
Buzz
11
Fizz
13
14
FizzBuzz
16
17
Fizz
19
Buzz
Fizz
22
23
Fizz
Buzz
26
Fizz
28
29
FizzBuzz
31
32
Fizz
34
Buzz
Fizz
37
38
Fizz
Buzz
41
Fizz
43
44
FizzBuzz
46
47
Fizz
49
Buzz
Fizz
52
53
Fizz
Buzz
56
Fizz
58
59
FizzBuzz
61
62
Fizz
64
Buzz
Fizz
67
68
Fizz
Buzz
71
Fizz
73
74
FizzBuzz
76
77
Fizz
79
Buzz
Fizz
82
83
Fizz
Buzz
86
Fizz
88
89
FizzBuzz
91
92
Fizz
94
Buzz
Fizz
97
98
Fizz
Buzz






2. Given x=3 and y=4, swap the values of x and y so that x=4 and
y=3.

x = 3
y = 4
# YOUR CODE HERE

# use of temporary variable
# tuple unpacking

tmp = x
x = y
y = x
print x, y

x = 3
y = 4
x, y = y, x
print x, y






4 4
4 3






3. Write a function that calculates and returns the euclidean
distance between two points \(u\) and \(v\), where \(u\) and
\(v\) are both 2-tuples \((x, y)\). For example, if
\(u = (3,0)\) and \(v = (0,4)\), the function should return
\(5\).

# YOUR CODE HERE

# euclidean distance formula
# operators **
# square root function
# anatomy of a function

u = (3, 0)
v = (0, 4)

((v[0] - u[0])**2 + (v[1] - u[1])**2)**0.5

def euclidean(u, v):
    """Returns the Euclidean distance between points u and v."""
    return ((v[0] - u[0])**2 + (v[1] - u[1])**2)**0.5

euclidean(u, v)






5.0






4. Using a dictionary, write a program to calculate the number times
each character occurs in the given string s. Ignore differneces in
capitalization - i.e ‘a’ and ‘A’ should be treated as a single key. For
example, we should get a count of 7 for ‘a’.

s = """
Write a program that prints the numbers from 1 to 100.
But for multiples of three print 'Fizz' instead of the number and f
or the multiples of five print 'Buzz'. For numbers which are
multiples of both three and five print 'FizzBuzz'
"""

# YOUR CODE HERE

# string methods
# dictionary
# for loop
# collections.Counter

# Version 1
print s.lower().count('a')

# Version 2
counter1 = {}
for _ in s.lower():
    counter1[_] = counter1.get(_, 0) + 1
print counter1['a']

# Version 3
from collections import defaultdict
counter2 = defaultdict(int)
for _ in s.lower():
    counter2[_] += 1
print counter2['a']

# Version 4
from collections import Counter
counter3 = Counter(s.lower())
print counter3['a']






7
7
7
7






5. Write a program that finds the percentage of sliding windows of
length 5 for the sentence s that contain at least one ‘a’. Ignore case,
spaces and punctuation. For example, the first sliding window is ‘write’
which contains 0 ‘a’s, and the second is ‘ritea’ which contains 1 ‘a’.

s = """
Write a program that prints the numbers from 1 to 100.
But for multiples of three print 'Fizz' instead of the number and f
or the multiples of five print 'Buzz'. For numbers which are
multiples of both three and five print 'FizzBuzz'
"""

# YOUR CODE HERE

# string constants
# translate method
# replace method
# slicing iterables
# len function

import string
s1 = s.lower().translate(None, string.punctuation).replace(' ', '').replace('\n', '')

count = 0
start = 0
stop = 5

while (stop <= len(s1)):
    # print s1[start:stop]
    if 'a' in s1[start:stop]:
        count += 1
    start += 1
    stop += 1

print count






34






6. Find the unique numbers in the following list.

x = [36, 45, 58, 3, 74, 96, 64, 45, 31, 10, 24, 19, 33, 86, 99, 18, 63, 70, 85,
 85, 63, 47, 56, 42, 70, 84, 88, 55, 20, 54, 8, 56, 51, 79, 81, 57, 37, 91,
 1, 84, 84, 36, 66, 9, 89, 50, 42, 91, 50, 95, 90, 98, 39, 16, 82, 31, 92, 41,
 45, 30, 66, 70, 34, 85, 94, 5, 3, 36, 72, 91, 84, 34, 87, 75, 53, 51, 20, 89, 51, 20]

# YOUR CODE HERE

# sort and remove duplicates
# negative indexing

# version 1
sorted_x = sorted(x)
unique_x = [sx[0]]
for _ in sorted_x[1:]:
    if _ != unique_x[-1]:
        unique_x.append(_)

print unique_x
print len(x)
print len(unique_x)

# using set
print list(set(x))
print len(x)
print len(set(x))






[1, 3, 5, 8, 9, 10, 16, 18, 19, 20, 24, 30, 31, 33, 34, 36, 37, 39, 41, 42, 45, 47, 50, 51, 53, 54, 55, 56, 57, 58, 63, 64, 66, 70, 72, 74, 75, 79, 81, 82, 84, 85, 86, 87, 88, 89, 90, 91, 92, 94, 95, 96, 98, 99]
80
54
[1, 3, 5, 8, 9, 10, 16, 18, 19, 20, 24, 30, 31, 33, 34, 36, 37, 39, 41, 42, 45, 47, 50, 51, 53, 54, 55, 56, 57, 58, 63, 64, 66, 70, 72, 74, 75, 79, 81, 82, 84, 85, 86, 87, 88, 89, 90, 91, 92, 94, 95, 96, 98, 99]
80
54






7. Write two functions - one that returns the square of a number,
and one that returns the cube. Now write a third function that returns
the number raised to the \(6^{th}\) power using the two previous
functions.

# YOUR CODE HERE

# getting comforatble with functions
# unit tests

def square(x):
    """Returns x^2."""
    return x**2

def cube(x):
    """Returns x^3."""
    return x**3

def pow6(x):
    """Returns x^6."""
    return cube(square(x))

# use of assert for testing
def test_pow6(x):
    assert(abs(pow6(x) - x**6) < 1e-6)

xs = [-2, 0, 1.5]
for x in xs:
    test_pow6(x)






8. Create a list of the cubes of x for x in [0, 10] using


	a for loop

	a list comprehension

	the map function



# YOUR CODE HERE

# list comprehensions
# map
# lambda functions

cubes1 = []
for i in range(1, 11):
    cubes1.append(i**3)
print cubes1

cubes2 = [i**3 for i in range(1, 11)]
print cubes2

print map(lambda x: x**3, range(1, 11))






[1, 8, 27, 64, 125, 216, 343, 512, 729, 1000]
[1, 8, 27, 64, 125, 216, 343, 512, 729, 1000]
[1, 8, 27, 64, 125, 216, 343, 512, 729, 1000]






9. A Pythagorean triple is an integer solution to the Pythagorean
theorem \(a^2 + b^2 = c^2\). The first Pythagorean triple is
(3,4,5). Find all unique Pythagorean triples for the positive integers
a, b and c less than 100.

# YOUR CODE HERE

# nested list comprehsnions
# inner and outer loops

print([(i, j) for i in range(1,4) for j in range(10, 14)])
print

pythagorean_triples = [(a, b, c) for a in range(1, 100)
                                 for b in range(1, 100)
                                 for c in range(1, 100)
                                 if a**2 + b**2 == c**2]
print pythagorean_triples
print

pythagorean_triples = [(a, b, c) for a in range(1, 100)
                                 for b in range(a, 100)
                                 for c in range(b, 100)
                                 if a**2 + b**2 == c**2]
print pythagorean_triples






[(1, 10), (1, 11), (1, 12), (1, 13), (2, 10), (2, 11), (2, 12), (2, 13), (3, 10), (3, 11), (3, 12), (3, 13)]

[(3, 4, 5), (4, 3, 5), (5, 12, 13), (6, 8, 10), (7, 24, 25), (8, 6, 10), (8, 15, 17), (9, 12, 15), (9, 40, 41), (10, 24, 26), (11, 60, 61), (12, 5, 13), (12, 9, 15), (12, 16, 20), (12, 35, 37), (13, 84, 85), (14, 48, 50), (15, 8, 17), (15, 20, 25), (15, 36, 39), (16, 12, 20), (16, 30, 34), (16, 63, 65), (18, 24, 30), (18, 80, 82), (20, 15, 25), (20, 21, 29), (20, 48, 52), (21, 20, 29), (21, 28, 35), (21, 72, 75), (24, 7, 25), (24, 10, 26), (24, 18, 30), (24, 32, 40), (24, 45, 51), (24, 70, 74), (25, 60, 65), (27, 36, 45), (28, 21, 35), (28, 45, 53), (30, 16, 34), (30, 40, 50), (30, 72, 78), (32, 24, 40), (32, 60, 68), (33, 44, 55), (33, 56, 65), (35, 12, 37), (35, 84, 91), (36, 15, 39), (36, 27, 45), (36, 48, 60), (36, 77, 85), (39, 52, 65), (39, 80, 89), (40, 9, 41), (40, 30, 50), (40, 42, 58), (40, 75, 85), (42, 40, 58), (42, 56, 70), (44, 33, 55), (45, 24, 51), (45, 28, 53), (45, 60, 75), (48, 14, 50), (48, 20, 52), (48, 36, 60), (48, 55, 73), (48, 64, 80), (51, 68, 85), (52, 39, 65), (54, 72, 90), (55, 48, 73), (56, 33, 65), (56, 42, 70), (57, 76, 95), (60, 11, 61), (60, 25, 65), (60, 32, 68), (60, 45, 75), (60, 63, 87), (63, 16, 65), (63, 60, 87), (64, 48, 80), (65, 72, 97), (68, 51, 85), (70, 24, 74), (72, 21, 75), (72, 30, 78), (72, 54, 90), (72, 65, 97), (75, 40, 85), (76, 57, 95), (77, 36, 85), (80, 18, 82), (80, 39, 89), (84, 13, 85), (84, 35, 91)]

[(3, 4, 5), (5, 12, 13), (6, 8, 10), (7, 24, 25), (8, 15, 17), (9, 12, 15), (9, 40, 41), (10, 24, 26), (11, 60, 61), (12, 16, 20), (12, 35, 37), (13, 84, 85), (14, 48, 50), (15, 20, 25), (15, 36, 39), (16, 30, 34), (16, 63, 65), (18, 24, 30), (18, 80, 82), (20, 21, 29), (20, 48, 52), (21, 28, 35), (21, 72, 75), (24, 32, 40), (24, 45, 51), (24, 70, 74), (25, 60, 65), (27, 36, 45), (28, 45, 53), (30, 40, 50), (30, 72, 78), (32, 60, 68), (33, 44, 55), (33, 56, 65), (35, 84, 91), (36, 48, 60), (36, 77, 85), (39, 52, 65), (39, 80, 89), (40, 42, 58), (40, 75, 85), (42, 56, 70), (45, 60, 75), (48, 55, 73), (48, 64, 80), (51, 68, 85), (54, 72, 90), (57, 76, 95), (60, 63, 87), (65, 72, 97)]






10. Fix the bug in this function that is intended to take a list of
numbers and return a list of normalized numbers.

def f(xs):
    """Return normalized list summing to 1."""
    s = 0
    for x in xs:
        s += x
    return [x/s for x in xs]






# YOUR CODE HERE

# elementary debugging

def f(xs):
    """Return normalized list summing to 1."""
    s = 0
    for x in xs:
        s += x
    return [x/s for x in xs]

xs = [1.1,2.2,3.3,4.4]
print f(xs)

xs = [1,2,3,4]
print f(xs)


def f(xs):
    """Return normalized list summing to 1."""
    s = 0.0
    for x in xs:
        s += x
    return [x/s for x in xs]


xs = [1.1,2.2,3.3,4.4]
print f(xs)

xs = [1,2,3,4]
print f(xs)






[0.1, 0.2, 0.3, 0.4]
[0, 0, 0, 0]
[0.1, 0.2, 0.3, 0.4]
[0.1, 0.2, 0.3, 0.4]









Getting started with Python and the IPython notebook

The IPython notebook is an interactive, web-based environment that
allows one to combine code, text and graphics into one unified document.
All of the lectures in this course have been developed using this tool.
In this lecture, we will introduce the notebook interface and
demonstrate some of its features.

New: A new version of the IPython notebook knowan as Jupyter
supports multiple kernels (differnet languages) and other enhancements.
For a tour of its features, see this
notebook.


Cells

The IPython notebook has two types of cells:

* Markdown
* Code






Markdown is for text, and even allows some typesetting of mathematics,
while the code cells allow for coding in Python and access to many other
packages, compilers, etc.


Markdown

To enter a markdown cell, just choose the cell tab and set the type to
‘Markdown’.

from IPython.display import Image






Image(filename='screenshot.png')







The current cell is now in Markdown mode, and whatever is entered is
assumed to be markdown code. For example, text can be put into italics
or bold. A bulleted list can be entered as follows:

Bulleted List * Item 1 * Item 2

Markdown has many features, and a good reference is located at:

http://daringfireball.net/projects/markdown/syntax






Code Cells

Code cells take Python syntax as input. We will see a lot of those
shortly, when we begin our introduction to Python. For the moment, we
will highlight additional uses for code cells.




Magic Commands

Magic commands work a lot like OS command line calls - and in fact, some
are just that. To get a list of available magics:

%lsmagic






Available line magics:
%alias  %alias_magic  %autocall  %automagic  %autosave  %bookmark  %cat  %cd  %clear  %colors  %config  %connect_info  %cp  %debug  %dhist  %dirs  %doctest_mode  %ed  %edit  %env  %gui  %hist  %history  %install_default_config  %install_ext  %install_profiles  %killbgscripts  %ldir  %less  %lf  %lk  %ll  %load  %load_ext  %loadpy  %logoff  %logon  %logstart  %logstate  %logstop  %ls  %lsmagic  %lx  %macro  %magic  %man  %matplotlib  %mkdir  %more  %mv  %notebook  %page  %pastebin  %pdb  %pdef  %pdoc  %pfile  %pinfo  %pinfo2  %popd  %pprint  %precision  %profile  %prun  %psearch  %psource  %pushd  %pwd  %pycat  %pylab  %qtconsole  %quickref  %recall  %rehashx  %reload_ext  %rep  %rerun  %reset  %reset_selective  %rm  %rmdir  %run  %save  %sc  %set_env  %store  %sx  %system  %tb  %time  %timeit  %unalias  %unload_ext  %who  %who_ls  %whos  %xdel  %xmode

Available cell magics:
%%!  %%HTML  %%SVG  %%bash  %%capture  %%debug  %%file  %%html  %%javascript  %%latex  %%perl  %%prun  %%pypy  %%python  %%python2  %%python3  %%ruby  %%script  %%sh  %%svg  %%sx  %%system  %%time  %%timeit  %%writefile

Automagic is ON, % prefix IS NOT needed for line magics.






Notice there are line and cell magics. Line magics take the entire line
as argument, while cell magics take the cell. As ‘automagic’ is on, we
can omit the % when making calls to line magics.




Python as Glue

%load_ext rpy2.ipython






%matplotlib inline






%%R
library(lattice)
attach(mtcars)

# scatterplot matrix
splom(mtcars[c(1,3,4,5,6)], main="MTCARS Data")







Matlab works too:

pip install pymatbridge






!pip install --upgrade pymatbridge






Requirement already up-to-date: pymatbridge in /Users/cliburn/anaconda/lib/python2.7/site-packages
Cleaning up...






import pymatbridge as pymat
ip = get_ipython()
pymat.load_ipython_extension(ip)






Starting MATLAB on ZMQ socket ipc:///tmp/pymatbridge
Send 'exit' command to kill the server
.MATLAB started and connected!






/Users/cliburn/anaconda/lib/python2.7/site-packages/IPython/nbformat/current.py:19: UserWarning: IPython.nbformat.current is deprecated.

- use IPython.nbformat for read/write/validate public API
- use IPython.nbformat.vX directly to composing notebooks of a particular version

  """)






%%matlab

xgv = -1.5:0.1:1.5;
ygv = -3:0.1:3;
[X,Y] = ndgrid(xgv,ygv);
V = exp(-(X.^2 + Y.^2));
surf(X,Y,V)
title('Gridded Data Set', 'fontweight','b');







! pip install oct2py






Requirement already satisfied (use --upgrade to upgrade): oct2py in /Users/cliburn/anaconda/lib/python2.7/site-packages
Cleaning up...






%load_ext oct2py.ipython






%%octave

A = reshape(1:4,2,2);
b = [36; 88];
A\b
[L,U,P] = lu(A)
[Q,R] = qr(A)
[V,D] = eig(A)






ans =

       60
       -8

L =

  1.00000  0.00000
  0.50000  1.00000

U =

        2        4
        0        1

P =

Permutation Matrix

   0   1
   1   0

Q =

  -0.44721  -0.89443
  -0.89443  0.44721

R =

  -2.23607  -4.91935
  0.00000  -0.89443

V =

  -0.90938  -0.56577
  0.41597  -0.82456

D =

Diagonal Matrix

  -0.37228        0
        0  5.37228









Python <-> R <-> Matlab <-> Octave

import pandas as pd
import numpy as np
import statsmodels.api as sm
from pandas.tools.plotting import scatter_matrix






# First we will load the mtcars dataset and do a scatterplot matrix

mtcars = sm.datasets.get_rdataset('mtcars')
df = pd.DataFrame(mtcars.data)
scatter_matrix(df[[0,2,3,4,5]], alpha=0.3, figsize=(8, 8), diagonal='kde', marker='o');







# Next we will do the 3D mesh

xgv = np.arange(-1.5, 1.5, 0.1)
ygv = np.arange(-3, 3, 0.1)
[X,Y] = np.meshgrid(xgv, ygv)
V = np.exp(-(X**2 + Y**2))

import matplotlib.pyplot as plt
from mpl_toolkits.mplot3d import Axes3D
fig = plt.figure(figsize=(10,6))
ax = fig.add_subplot(111, projection='3d')
ax.plot_surface(X, Y, V, rstride=1, cstride=1, cmap=plt.cm.jet, linewidth=0.25)
plt.title('Gridded Data Set');







# And finally, the matrix manipulations

import scipy

A = np.reshape(np.arange(1, 5), (2,2))
b = np.array([36, 88])
ans = scipy.linalg.solve(A, b)
P, L, U = scipy.linalg.lu(A)
Q, R = scipy.linalg.qr(A)
D, V = scipy.linalg.eig(A)
print 'ans =\n', ans, '\n'
print 'L =\n', L, '\n'
print "U =\n", U, '\n'
print "P = \nPermutation Matrix\n", P, '\n'
print 'Q =\n', Q, '\n'
print "R =\n", R, '\n'
print 'V =\n', V, '\n'
print "D =\nDiagonal matrix\n", np.diag(abs(D)), '\n'






ans =
[ 16.  10.]

L =
[[ 1.          0.        ]
 [ 0.33333333  1.        ]]

U =
[[ 3.          4.        ]
 [ 0.          0.66666667]]

P =
Permutation Matrix
[[ 0.  1.]
 [ 1.  0.]]

Q =
[[-0.31622777 -0.9486833 ]
 [-0.9486833   0.31622777]]

R =
[[-3.16227766 -4.42718872]
 [ 0.         -0.63245553]]

V =
[[-0.82456484 -0.41597356]
 [ 0.56576746 -0.90937671]]

D =
Diagonal matrix
[[ 0.37228132  0.        ]
 [ 0.          5.37228132]]









More Glue: Julia and Perl


Using Julia

%load_ext julia.magic






Initializing Julia interpreter. This may take some time...






%%julia
1 + sin(3)






1.1411200080598671






%%julia
s = 0.0
for n = 1:2:10000
    s += 1/n - 1/(n+1)
end
s # an expression on the last line (if it doesn't end with ";") is printed as "Out"






0.6930971830599458






%%julia
f(x) = x + 1
f([1,1,2,3,5,8])






[2, 2, 3, 4, 6, 9]









Using Perl

%%perl

use strict;
use warnings;

print "Hello World!\n";






Hello World!






We hope these give you an idea of the power and flexibility this
notebook environment provides!






Functions are first class objects

In Python, functions behave like any other object, such as an int or a
list. That means that you can use functions as arguments to other
functions, store functions as dictionary values, or return a function
from another function. This leads to many powerful ways to use
functions.

def square(x):
    """Square of x."""
    return x*x

def cube(x):
    """Cube of x."""
    return x*x*x






# create a dictionary of functions

funcs = {
    'square': square,
    'cube': cube,
}






x = 2

print square(x)
print cube(x)

for func in sorted(funcs):
    print func, funcs[func](x)






4
8
cube 8
square 4







Data science is OSEMN

According to a popular model, the elements of data science are


	Obtaining data

	Scrubbing data

	Exploring data

	Modeling data

	iNterpreting data



and hence the acronym OSEMN, pronounced as “Awesome”.

This lecture will review the O and S parts, often stated to consume
between 50-80% of your time in a complex data analysis pipeline.


Obtaining data

Data may be generated from clinical trials, scientific experiments,
surveys, web pages, computer simulations etc. There are many ways that
data can be stored, and part of the initial challenge is simply reading
in the data so that it can be analysed.


Remote data

Alternatives using command line commandes

! wget http://www.gutenberg.org/cache/epub/11/pg11.txt -O alice.txt






--2015-01-14 20:23:09--  http://www.gutenberg.org/cache/epub/11/pg11.txt
Resolving www.gutenberg.org... 152.19.134.47, 152.19.134.47
Connecting to www.gutenberg.org|152.19.134.47|:80... connected.
HTTP request sent, awaiting response... 200 OK
Length: 167518 (164K) [text/plain]
Saving to: ‘alice.txt’

100%[======================================>] 167,518      677KB/s   in 0.2s

2015-01-14 20:23:11 (677 KB/s) - ‘alice.txt’ saved [167518/167518]






! curl http://www.gutenberg.org/cache/epub/11/pg11.txt > alice.txt






  % Total    % Received % Xferd  Average Speed   Time    Time     Time  Current
                                 Dload  Upload   Total   Spent    Left  Speed
100  163k  100  163k    0     0   416k      0 --:--:-- --:--:-- --:--:--  418k






Alternatives Using Python

import urllib2
text = urllib2.urlopen('http://www.gutenberg.org/cache/epub/11/pg11.txt').read()






import requests
test = requests.get('http://www.gutenberg.org/cache/epub/11/pg11.txt').text









Plain text files

We can open plain text files with the open function. This is a
common and very flexible format, but because no structure is involved,
custom processing methods to extract the information needed may be
necessary.

Example 1: Suppose we want to find out how often the words alice and
drink occur in the same sentence in Alice in Wonderland.

# We first need to get the book from Project Gutenburg

import os
if not os.path.exists('alice.txt'):
    ! wget http://www.gutenberg.org/cache/epub/11/pg11.txt -O alice.txt






# now read the book into memory, clean out blank lines and convert to lowercase
alice = open('alice.txt', 'r').read().replace('\r\n', ' ').lower()






# split into sentence
# simplistically assume that every sentence ends with a '.', '?' or '!'
import re

stop_pattern = '\.|\?|\!'
sentences = re.split(stop_pattern, alice)






# find sentences that contain both 'alice' and 'drink'

print

for i, sentence in enumerate(sentences):
    if 'alice' in sentence and 'drink' in sentence:
        print i, sentence, '\n'






66   there seemed to be no use in waiting by the little door, so she went back to the table, half hoping she might find another key on it, or at any rate a book of rules for shutting people up like telescopes: this time she found a little bottle on it, ('which certainly was not here before,' said alice,) and round the neck of the bottle was a paper label, with the words 'drink me' beautifully printed on it in large letters

67   it was all very well to say 'drink me,' but the wise little alice was not going to do that in a hurry

469  alice looked all round her at the flowers and the blades of grass, but she did not see anything that looked like the right thing to eat or drink under the circumstances

882 ' said alice, who always took a great interest in questions of eating and drinking









Delimited files

Plain text files can also have a delimited structure - basically a table
with rows and columns, where eacy column is separated by some separator,
commonly a comma (CSV) or tab. There may or may not be additional
comments or a header row in the file.

%%file example.csv
# This is a comment
# This is another comment
alice,60,1.56
bob,72,1.75
david,84,1.82






Overwriting example.csv






# Using line by line parsing
import csv

with open('example.csv') as f:
    # use a generator expression to strip out comments
    for line in csv.reader(row for row in f if not row.startswith('#')):
        name, wt, ht = line
        wt, ht = map(float, (wt, ht))
        print 'BMI of %s = %.2f' % (name, wt/(ht*ht))






BMI of alice = 24.65
BMI of bob = 23.51
BMI of david = 25.36






# Often it is most convenient to read it into a Pandas dataframe

import pandas as pd

df = pd.read_csv('example.csv', comment='#', header=None)
df.columns = ['name', 'wt', 'ht']
df['bmi'] = df['wt']/(df['ht']*df['ht'])
df








  
    
      	
      	name
      	wt
      	ht
      	bmi
    

  
  
    
      	0
      	 alice
      	 60
      	 1.56
      	 24.654832
    

    
      	1
      	   bob
      	 72
      	 1.75
      	 23.510204
    

    
      	2
      	 david
      	 84
      	 1.82
      	 25.359256
    

  







JSON files

JSON is JavaScript Object Notation - a format used widely for web-based
resource sharing. It is very similar in structure to a Python nested
dictionary. Here is an example from http://json.org/example

%%file example.json
{
    "glossary": {
        "title": "example glossary",
            "GlossDiv": {
            "title": "S",
                    "GlossList": {
                "GlossEntry": {
                    "ID": "SGML",
                                    "SortAs": "SGML",
                                    "GlossTerm": "Standard Generalized Markup Language",
                                    "Acronym": "SGML",
                                    "Abbrev": "ISO 8879:1986",
                                    "GlossDef": {
                        "para": "A meta-markup language, used to create markup languages such as DocBook.",
                                            "GlossSeeAlso": ["GML", "XML"]
                    },
                                    "GlossSee": "markup"
                }
            }
        }
    }
}






Overwriting example.json






import json
data = json.load(open('example.json'))






# data is a nested Python dictionary
data






{u'glossary': {u'GlossDiv': {u'GlossList': {u'GlossEntry': {u'Abbrev': u'ISO 8879:1986',
     u'Acronym': u'SGML',
     u'GlossDef': {u'GlossSeeAlso': [u'GML', u'XML'],
      u'para': u'A meta-markup language, used to create markup languages such as DocBook.'},
     u'GlossSee': u'markup',
     u'GlossTerm': u'Standard Generalized Markup Language',
     u'ID': u'SGML',
     u'SortAs': u'SGML'}},
   u'title': u'S'},
  u'title': u'example glossary'}}






# and can be parsed using standard key lookups
data['glossary']['GlossDiv']['GlossList']






{u'GlossEntry': {u'Abbrev': u'ISO 8879:1986',
  u'Acronym': u'SGML',
  u'GlossDef': {u'GlossSeeAlso': [u'GML', u'XML'],
   u'para': u'A meta-markup language, used to create markup languages such as DocBook.'},
  u'GlossSee': u'markup',
  u'GlossTerm': u'Standard Generalized Markup Language',
  u'ID': u'SGML',
  u'SortAs': u'SGML'}}









Web scraping

Sometimes we want to get data from a web page that does not provide an
API to do so programmatically. In such cases, we have to resort to web
scraping.

!pip install Scrapy






Requirement already satisfied (use --upgrade to upgrade): Scrapy in /Users/cliburn/anaconda/lib/python2.7/site-packages
Cleaning up...






if os.path.exists('dmoz'):
    %rm -rf dmoz
! scrapy startproject dmoz






New Scrapy project 'dmoz' created in:
    /Users/cliburn/git/STA663-2015/Lectures/Topic03_Data_Munging/dmoz

You can start your first spider with:
    cd dmoz
    scrapy genspider example example.com






%%file dmoz/dmoz/items.py
import scrapy

class DmozItem(scrapy.Item):
    title = scrapy.Field()
    link = scrapy.Field()
    desc = scrapy.Field()






Overwriting dmoz/dmoz/items.py






%%file dmoz/dmoz/spiders/dmoz_spider.py
import scrapy

from dmoz.items import DmozItem

class DmozSpider(scrapy.Spider):
    name = "dmoz"
    allowed_domains = ["dmoz.org"]
    start_urls = [
        "http://www.dmoz.org/Computers/Programming/Languages/Python/Books/",
        "http://www.dmoz.org/Computers/Programming/Languages/Python/Resources/"
    ]

    def parse(self, response):
        for sel in response.xpath('//ul/li'):
            item = DmozItem()
            item['title'] = sel.xpath('a/text()').extract()
            item['link'] = sel.xpath('a/@href').extract()
            item['desc'] = sel.xpath('text()').extract()
            yield item






Writing dmoz/dmoz/spiders/dmoz_spider.py






%%bash
cd dmoz
scrapy crawl dmoz --nolog -o scraped_data.json






dmoz = json.load(open('dmoz/scraped_data.json'))
for item in dmoz:
    if item['title'] and item['link']:
        if item['link'][0].startswith('http'):
            print '%s: %s' % (item['title'][0], item['link'][0])






eff-bot's Daily Python URL: http://www.pythonware.com/daily/
Free Python and Zope Hosting Directory: http://www.oinko.net/freepython/
O'Reilly Python Center: http://oreilly.com/python/
Python Developer's Guide: https://www.python.org/dev/
Social Bug: http://win32com.goermezer.de/
Core Python Programming: http://www.pearsonhighered.com/educator/academic/product/0,,0130260363,00%2Ben-USS_01DBC.html
Data Structures and Algorithms with Object-Oriented Design Patterns in Python: http://www.brpreiss.com/books/opus7/html/book.html
Dive Into Python 3: http://www.diveintopython.net/
Foundations of Python Network Programming: http://rhodesmill.org/brandon/2011/foundations-of-python-network-programming/
Free Python books: http://www.techbooksforfree.com/perlpython.shtml
FreeTechBooks: Python Scripting Language: http://www.freetechbooks.com/python-f6.html
How to Think Like a Computer Scientist: Learning with Python: http://greenteapress.com/thinkpython/
An Introduction to Python: http://www.network-theory.co.uk/python/intro/
Learn to Program Using Python: http://www.freenetpages.co.uk/hp/alan.gauld/
Making Use of Python: http://www.wiley.com/WileyCDA/WileyTitle/productCd-0471219754.html
Practical Python: http://hetland.org/writing/practical-python/
Pro Python System Administration: http://sysadminpy.com/
Programming in Python 3 (Second Edition): http://www.qtrac.eu/py3book.html
Python 2.1 Bible: http://www.wiley.com/WileyCDA/WileyTitle/productCd-0764548077.html
Python 3 Object Oriented Programming: https://www.packtpub.com/python-3-object-oriented-programming/book
Python Language Reference Manual: http://www.network-theory.co.uk/python/language/
Python Programming Patterns: http://www.pearsonhighered.com/educator/academic/product/0,,0130409561,00%2Ben-USS_01DBC.html
Python Programming with the Java Class Libraries: A Tutorial for Building Web and Enterprise Applications with Jython: http://www.informit.com/store/product.aspx?isbn=0201616165&redir=1
Python: Visual QuickStart Guide: http://www.pearsonhighered.com/educator/academic/product/0,,0201748843,00%2Ben-USS_01DBC.html
Sams Teach Yourself Python in 24 Hours: http://www.informit.com/store/product.aspx?isbn=0672317354
Text Processing in Python: http://gnosis.cx/TPiP/
XML Processing with Python: http://www.informit.com/store/product.aspx?isbn=0130211192









HDF5

HDF5 is a hierarchical format often used to store complex scientific
data. For instance, Matlab now saves its data to HDF5. It is
particularly useful to store complex hierarchical data sets with
associated metadata, for example, the results of a computer simulation
experiment.

The main concepts associated with HDF5 are


	file: container for hierachical data - serves as ‘root’ for tree

	group: a node for a tree

	dataset: array for numeric data - can be huge

	attribute: small pieces of metadata that provide additional context



import h5py
import numpy as np






# creating a HDF5 file
import datetime

if not os.path.exists('example.hdf5'):

    with h5py.File('example.hdf5') as f:
        project = f.create_group('project')
        project.attrs.create('name', 'My project')
        project.attrs.create('date', str(datetime.date.today()))

        expt1 = project.create_group('expt1')
        expt2 = project.create_group('expt2')
        expt1.create_dataset('counts', (100,), dtype='i')
        expt2.create_dataset('values', (1000,), dtype='f')

        expt1['counts'][:] = range(100)
        expt2['values'][:] = np.random.random(1000)






with h5py.File('example.hdf5') as f:
    project = f['project']
    print project.attrs['name']
    print project.attrs['date']
    print project['expt1']['counts'][:10]
    print project['expt2']['values'][:10]






My project
2014-12-17
[0 1 2 3 4 5 6 7 8 9]
[ 0.  0.  0.  0.  0.  0.  0.  0.  0.  0.]









Relational databases

Relational databases are comprised of tables, where each row consists of
a tuple of columns. Each row is uniquely identified by a primary key,
and tables can be linked via foreign keys.

We will illustrate the concepts of table querying the Chinook
database. From the online
description, “The Chinook data model represents a digital media store,
including tables for artists, albums, media tracks, invoices and
customers.”

from IPython.display import Image

Image(url='http://lh4.ggpht.com/_oKo6zFhdD98/SWFPtyfHJFI/AAAAAAAAAMc/GdrlzeBNsZM/s800/ChinookDatabaseSchema1.1.png')






import sqlite3

# first connect to database and get a cursor for executing commands
conn = sqlite3.connect('Chinook.db')
cr = conn.cursor()






# What tables are in the database?
cr.execute("select name from sqlite_master where type = 'table';")
print cr.fetchall()






[(u'Album',), (u'Artist',), (u'Customer',), (u'Employee',), (u'Genre',), (u'Invoice',), (u'InvoiceLine',), (u'MediaType',), (u'Playlist',), (u'PlaylistTrack',), (u'Track',)]






# What is the structure of the Album table?
cr.execute("select sql from sqlite_master where type = 'table' and name = 'Album';" )
print cr.fetchone()[0]






CREATE TABLE [Album]
(
    [AlbumId] INTEGER  NOT NULL,
    [Title] NVARCHAR(160)  NOT NULL,
    [ArtistId] INTEGER  NOT NULL,
    CONSTRAINT [PK_Album] PRIMARY KEY  ([AlbumId]),
    FOREIGN KEY ([ArtistId]) REFERENCES [Artist] ([ArtistId])
            ON DELETE NO ACTION ON UPDATE NO ACTION
)






# What is the structure of the Artist table?
cr.execute("select sql from sqlite_master where type = 'table' and name = 'Artist';" )
print cr.fetchone()[0]






CREATE TABLE [Artist]
(
    [ArtistId] INTEGER  NOT NULL,
    [Name] NVARCHAR(120),
    CONSTRAINT [PK_Artist] PRIMARY KEY  ([ArtistId])
)






# List a few items
cr.execute("select * from Album limit 6")
cr.fetchall()






[(1, u'For Those About To Rock We Salute You', 1),
 (2, u'Balls to the Wall', 2),
 (3, u'Restless and Wild', 2),
 (4, u'Let There Be Rock', 1),
 (5, u'Big Ones', 3),
 (6, u'Jagged Little Pill', 4)]






# find the artist who performed on the Album 'Big Ones'
cmd = """
select Artist.Name from Artist, Album
where Artist.ArtistId = Album.ArtistId
and Album.Title = 'Big Ones';
"""
cr.execute(cmd)
cr.fetchall()






[(u'Aerosmith',)]






# clean up
cr.close()
conn.close()











Scrubbing data

Scrubbing data refers to the preprocessing needed to prepare data for
analysis. This may involve removing particular rows or columns, handling
missing data, fixing inconsistencies due to data entry errors,
transforming dates, generating derived variables, combining data from
multiple sources, etc. Unfortunately, there is no one method that can
handle all of the posisble data preprocessing needs; however, some
familiarity with Python and packages such as those illustrated above
will go a long way.

For a real-life example of the amount of work required, see the Bureau
of Labor Statistics (US
Government)
example.

Here we will illustrate some simple data cleaning tasks that can be done
with pandas.

%%file bad_data.csv
# This is a comment
# This is another comment
name,gender,weight,height
alice,f,60,1.56
bob,m,72,1.75
charles,m,,91
david,m,84,1.82
edgar,m,1.77,93
fanny,f,45,1.45






Overwriting bad_data.csv






# Supppose we wanted to find the average Body Mass Index (BMI)
# from the data set above

import pandas as pd

df = pd.read_csv('bad_data.csv', comment='#')






df.describe()








  
    
      	
      	weight
      	height
    

  
  
    
      	count
      	  5.000000
      	  6.000000
    

    
      	mean
      	 52.554000
      	 31.763333
    

    
      	std
      	 31.853251
      	 46.663594
    

    
      	min
      	  1.770000
      	  1.450000
    

    
      	25%
      	 45.000000
      	  1.607500
    

    
      	50%
      	 60.000000
      	  1.785000
    

    
      	75%
      	 72.000000
      	 68.705000
    

    
      	max
      	 84.000000
      	 93.000000
    

  




Something is strange - the average height is 31 meters!

# Plot the height and weight to see
plt.boxplot([df.weight, df.height]),;







df[df.height > 2]








  
    
      	
      	name
      	gender
      	weight
      	height
    

  
  
    
      	2
      	 charles
      	 m
      	  NaN
      	 91
    

    
      	4
      	   edgar
      	 m
      	 1.77
      	 93
    

  




# weight and height appear to have been swapped
# so we'll swap them back
idx = df.height > 2
df.ix[idx, 'height'], df.ix[idx, 'weight'] = df.ix[idx, 'weight'], df.ix[idx, 'height']
df[df.height > 2]








  
    
      	
      	name
      	gender
      	weight
      	height
    

  
  
  




df








  
    
      	
      	name
      	gender
      	weight
      	height
    

  
  
    
      	0
      	   alice
      	 f
      	 60
      	 1.56
    

    
      	1
      	     bob
      	 m
      	 72
      	 1.75
    

    
      	2
      	 charles
      	 m
      	 91
      	  NaN
    

    
      	3
      	   david
      	 m
      	 84
      	 1.82
    

    
      	4
      	   edgar
      	 m
      	 93
      	 1.77
    

    
      	5
      	   fanny
      	 f
      	 45
      	 1.45
    

  




# we migth want to impute the missing height
# perhaps by predicting it from a model of the relationship
# bewtween height, weight and gender
# but for now we'll just ignore rows with mising data

df['BMI'] = df['weight']/(df['height']*df['height'])
df








  
    
      	
      	name
      	gender
      	weight
      	height
      	BMI
    

  
  
    
      	0
      	   alice
      	 f
      	 60
      	 1.56
      	 24.654832
    

    
      	1
      	     bob
      	 m
      	 72
      	 1.75
      	 23.510204
    

    
      	2
      	 charles
      	 m
      	 91
      	  NaN
      	       NaN
    

    
      	3
      	   david
      	 m
      	 84
      	 1.82
      	 25.359256
    

    
      	4
      	   edgar
      	 m
      	 93
      	 1.77
      	 29.684956
    

    
      	5
      	   fanny
      	 f
      	 45
      	 1.45
      	 21.403092
    

  




# And finally, we calcuate the mean BMI by gender
df.groupby('gender')['BMI'].mean()






gender
f         23.028962
m         26.184806
Name: BMI, dtype: float64









Exercises

1. Write the following sentences to a file “hello.txt” using
open and write. There should be 3 lines in the resulting file.

Hello, world.
Goodbye, cruel world.
The world is your oyster.






# YOUR CODE HERE

s = """Hello, world.
Goodbye, cruel world.
The world is your oyster.
"""

with open('hello.txt', 'w') as f:
    f.write(s)






! cat hello.txt






Hello, world.
Goodbye, cruel world.
The world is your oyster.






2. Using a for loop and open, print only the lines from the
file ‘hello.txt’ that begin wtih ‘Hello’ or ‘The’.

# YOUR CODE HERE

for line in open('hello.txt'):
    if line.startswith('Hello') or line.startswith('The'):
        print line,






Hello, world.
The world is your oyster.






3. Most of the time, tabular files can be read corectly using
convenience functions from pandas. Sometimes, however, line-by-line
processing of a file is unavoidable, typically when the file originated
from an Excel spreadsheet. Use the csv module and a for loop to
create a pandas DataFrame for the file ugh.csv.

%%file ugh.csv
# This is a comment
# This is another comment
name,weight,height
alice, 60,1.56
bob,72,1.75
david,84,   1.82

pooh,314.2,1.4
# eeyore should be here but didn't come for follow up
rabbit, 1.2,0.6
"king Rameses, the third",85,1.82

Notes: weight is in kg
Note: height is in meters






Overwriting ugh.csv






# The cleaned table should look like this
import pandas as pd
pd.read_csv('clean_ugh.csv')








  
    
      	
      	name
      	weight
      	height
    

  
  
    
      	0
      	                   alice
      	  60.0
      	 1.56
    

    
      	1
      	                     bob
      	  72.0
      	 1.75
    

    
      	2
      	                   david
      	  84.0
      	 1.82
    

    
      	3
      	                    pooh
      	 314.2
      	 1.40
    

    
      	4
      	                  rabbit
      	   1.2
      	 0.60
    

    
      	5
      	 king Rameses, the third
      	  85.0
      	 1.82
    

  




# YOUR CODE HERE


haader = None
rows = []
with open('ugh.csv') as f:
    for i, line in enumerate(csv.reader(
        row for row in f if not row.startswith('#') and
                            not row.startswith('Note') and
                            row.strip())):
        if i== 0:
            header = line
        else:
            rows.append(line)

df = pd.DataFrame(rows, columns=header)
df[['weight', 'height']] = df[['weight', 'height']].astype('float')
df








  
    
      	
      	name
      	weight
      	height
    

  
  
    
      	0
      	                   alice
      	  60.0
      	 1.56
    

    
      	1
      	                     bob
      	  72.0
      	 1.75
    

    
      	2
      	                   david
      	  84.0
      	 1.82
    

    
      	3
      	                    pooh
      	 314.2
      	 1.40
    

    
      	4
      	                  rabbit
      	   1.2
      	 0.60
    

    
      	5
      	 king Rameses, the third
      	  85.0
      	 1.82
    

  




4. Given the HDF5 file ‘mystery.hdf5’, plot a histogram of the
events dataset in the subgroup expt of simulation. Give the
plot a title of ‘name (date)’ where name and date are attributes of the
simulation group.

# YOUR CODE HERE

with h5py.File('mystery.hdf5') as f:
    events = f['simulation']['expt']['events'][:]
    name = f['simulation'].attrs['name']
    date = f['simulation'].attrs['date']

plt.hist(events, histtype='step')
plt.title('%s (%s)' % (name, date))# note name is empty






<matplotlib.text.Text at 0x114220190>







5. Make a table of the top 10 artists who have the most number of
tracks in the SQLite3 database “Chinook.db”. Since you wil take some
time to master the arcana of SQL syntax, a template is provided for the
SQL query. All you have to do is fill in the X’s. This may require some
Googling to figure out what the syntax means. It is also helpful to
refer to the “Chinook.db” schema shown below.

from IPython.display import Image

Image(url='http://lh4.ggpht.com/_oKo6zFhdD98/SWFPtyfHJFI/AAAAAAAAAMc/GdrlzeBNsZM/s800/ChinookDatabaseSchema1.1.png')






# YOUR CODE HERE

sql = """
select Artist.name, count(Track.Name) as total
from Artist, Album, Track
where Artist.ArtistId = Album.ArtistId and Album.AlbumId = Track.AlbumId
group by Artist.name
order by total desc
limit 10;
"""

with sqlite3.connect('Chinook.db') as conn:
    cr = conn.cursor()
    cr.execute(sql)
    for row in cr.fetchall():
        print row






(u'Iron Maiden', 213)
(u'U2', 135)
(u'Led Zeppelin', 114)
(u'Metallica', 112)
(u'Deep Purple', 92)
(u'Lost', 92)
(u'Pearl Jam', 67)
(u'Lenny Kravitz', 57)
(u'Various Artists', 56)
(u'The Office', 53)









Working with text

One of Python’s strengths is the ease of working with text. Here are
some examples.


String methods

# multi-line strings use triple quotes
s = """
it was the best of times,
it was the worst of times,
it was the age of wisdom,
it was the age of foolishness,
it was the epoch of belief,
it was the epoch of incredulity,
it was the season of Light,
it was the season of Darkness,
it was the spring of hope,
it was the winter of despair,
"""

print s.count('of')
print s.find('wisdom')
print s.find('foolsihness')






10
72
-1






print s.upper()






IT WAS THE BEST OF TIMES,
IT WAS THE WORST OF TIMES,
IT WAS THE AGE OF WISDOM,
IT WAS THE AGE OF FOOLISHNESS,
IT WAS THE EPOCH OF BELIEF,
IT WAS THE EPOCH OF INCREDULITY,
IT WAS THE SEASON OF LIGHT,
IT WAS THE SEASON OF DARKNESS,
IT WAS THE SPRING OF HOPE,
IT WAS THE WINTER OF DESPAIR,






print s.replace('was', 'might have been')






it might have been the best of times,
it might have been the worst of times,
it might have been the age of wisdom,
it might have been the age of foolishness,
it might have been the epoch of belief,
it might have been the epoch of incredulity,
it might have been the season of Light,
it might have been the season of Darkness,
it might have been the spring of hope,
it might have been the winter of despair,









Splitting and joining strings

paths = !`echo $PATH`
print paths[0]






/bin/sh: /usr/local/bin:/Users/cliburn/git/julia/:/Developer/NVIDIA/CUDA-6.5/bin:/Users/cliburn/anaconda/bin:/usr/bin:/bin:/usr/sbin:/sbin:/usr/local/bin:/opt/X11/bin:/usr/texbin: No such file or directory






for path in paths[0].split(':'):
    print '=> '.join(path.strip().split('/'))






=> bin=> sh
=> usr=> local=> bin
=> Users=> cliburn=> git=> julia=>
=> Developer=> NVIDIA=> CUDA-6.5=> bin
=> Users=> cliburn=> anaconda=> bin
=> usr=> bin
=> bin
=> usr=> sbin
=> sbin
=> usr=> local=> bin
=> opt=> X11=> bin
=> usr=> texbin
No such file or directory









The string module

The string module provides a very useful maketrans function. It is
easeir to show than to explain what this does.

from string import maketrans

dna_to_rna = maketrans('ACTG', 'ACUG')

dna = 'gattaca'
print dna.upper().translate(dna_to_rna).lower()






gauuaca






# Incidentally the translate function is useful for getting rid of unwanted characters in a string

from string import punctuation
print punctuation






!"#$%&'()*+,-./:;<=>?@[]^_`{|}~


import os

# Alice in Wonderland from Project Gutenberg

if not os.path.exists('alice.txt'):
    ! wget http://www.gutenberg.org/cache/epub/11/pg11.txt -O alice.txt






from collections import Counter

# Remove
alice = open('alice.txt').read()
words = alice.translate(None, punctuation).lower().split()
word_counts = Counter(words)
for item in word_counts.most_common(10):
    print item
print 'alice', word_counts['alice']






('the', 1804)
('and', 912)
('to', 801)
('a', 684)
('of', 625)
('it', 541)
('she', 538)
('said', 462)
('you', 429)
('in', 428)
alice 385









Regular expressions

Regular expressions are a domain specific language for flexible text
processing. It is a useful tool, but can be hard to deciper unless you
use it often. Where possible, use string methods in preference to
regular expressions. Sometiems, however, regular expressiosn are
extreemly useful. We will illustrate its use for motif finding in DNA
seqeucnes.

See Regular Expression
HOWTO and the re
documnetation for
details.

# Here is the E Coli DNA sequnce for the beta-D-galactosidase enzyme.

gene = """
>ENA|BAE76126|BAE76126.1 Escherichia coli str. K-12 substr. W3110 beta-D-galactosidase
ATGACCATGATTACGGATTCACTGGCCGTCGTTTTACAACGTCGTGACTGGGAAAACCCT
GGCGTTACCCAACTTAATCGCCTTGCAGCACATCCCCCTTTCGCCAGCTGGCGTAATAGC
GAAGAGGCCCGCACCGATCGCCCTTCCCAACAGTTGCGCAGCCTGAATGGCGAATGGCGC
TTTGCCTGGTTTCCGGCACCAGAAGCGGTGCCGGAAAGCTGGCTGGAGTGCGATCTTCCT
GAGGCCGATACTGTCGTCGTCCCCTCAAACTGGCAGATGCACGGTTACGATGCGCCCATC
TACACCAACGTGACCTATCCCATTACGGTCAATCCGCCGTTTGTTCCCACGGAGAATCCG
ACGGGTTGTTACTCGCTCACATTTAATGTTGATGAAAGCTGGCTACAGGAAGGCCAGACG
CGAATTATTTTTGATGGCGTTAACTCGGCGTTTCATCTGTGGTGCAACGGGCGCTGGGTC
GGTTACGGCCAGGACAGTCGTTTGCCGTCTGAATTTGACCTGAGCGCATTTTTACGCGCC
GGAGAAAACCGCCTCGCGGTGATGGTGCTGCGCTGGAGTGACGGCAGTTATCTGGAAGAT
CAGGATATGTGGCGGATGAGCGGCATTTTCCGTGACGTCTCGTTGCTGCATAAACCGACT
ACACAAATCAGCGATTTCCATGTTGCCACTCGCTTTAATGATGATTTCAGCCGCGCTGTA
CTGGAGGCTGAAGTTCAGATGTGCGGCGAGTTGCGTGACTACCTACGGGTAACAGTTTCT
TTATGGCAGGGTGAAACGCAGGTCGCCAGCGGCACCGCGCCTTTCGGCGGTGAAATTATC
GATGAGCGTGGTGGTTATGCCGATCGCGTCACACTACGTCTGAACGTCGAAAACCCGAAA
CTGTGGAGCGCCGAAATCCCGAATCTCTATCGTGCGGTGGTTGAACTGCACACCGCCGAC
GGCACGCTGATTGAAGCAGAAGCCTGCGATGTCGGTTTCCGCGAGGTGCGGATTGAAAAT
GGTCTGCTGCTGCTGAACGGCAAGCCGTTGCTGATTCGAGGCGTTAACCGTCACGAGCAT
CATCCTCTGCATGGTCAGGTCATGGATGAGCAGACGATGGTGCAGGATATCCTGCTGATG
AAGCAGAACAACTTTAACGCCGTGCGCTGTTCGCATTATCCGAACCATCCGCTGTGGTAC
ACGCTGTGCGACCGCTACGGCCTGTATGTGGTGGATGAAGCCAATATTGAAACCCACGGC
ATGGTGCCAATGAATCGTCTGACCGATGATCCGCGCTGGCTACCGGCGATGAGCGAACGC
GTAACGCGAATGGTGCAGCGCGATCGTAATCACCCGAGTGTGATCATCTGGTCGCTGGGG
AATGAATCAGGCCACGGCGCTAATCACGACGCGCTGTATCGCTGGATCAAATCTGTCGAT
CCTTCCCGCCCGGTGCAGTATGAAGGCGGCGGAGCCGACACCACGGCCACCGATATTATT
TGCCCGATGTACGCGCGCGTGGATGAAGACCAGCCCTTCCCGGCTGTGCCGAAATGGTCC
ATCAAAAAATGGCTTTCGCTACCTGGAGAGACGCGCCCGCTGATCCTTTGCGAATACGCC
CACGCGATGGGTAACAGTCTTGGCGGTTTCGCTAAATACTGGCAGGCGTTTCGTCAGTAT
CCCCGTTTACAGGGCGGCTTCGTCTGGGACTGGGTGGATCAGTCGCTGATTAAATATGAT
GAAAACGGCAACCCGTGGTCGGCTTACGGCGGTGATTTTGGCGATACGCCGAACGATCGC
CAGTTCTGTATGAACGGTCTGGTCTTTGCCGACCGCACGCCGCATCCAGCGCTGACGGAA
GCAAAACACCAGCAGCAGTTTTTCCAGTTCCGTTTATCCGGGCAAACCATCGAAGTGACC
AGCGAATACCTGTTCCGTCATAGCGATAACGAGCTCCTGCACTGGATGGTGGCGCTGGAT
GGTAAGCCGCTGGCAAGCGGTGAAGTGCCTCTGGATGTCGCTCCACAAGGTAAACAGTTG
ATTGAACTGCCTGAACTACCGCAGCCGGAGAGCGCCGGGCAACTCTGGCTCACAGTACGC
GTAGTGCAACCGAACGCGACCGCATGGTCAGAAGCCGGGCACATCAGCGCCTGGCAGCAG
TGGCGTCTGGCGGAAAACCTCAGTGTGACGCTCCCCGCCGCGTCCCACGCCATCCCGCAT
CTGACCACCAGCGAAATGGATTTTTGCATCGAGCTGGGTAATAAGCGTTGGCAATTTAAC
CGCCAGTCAGGCTTTCTTTCACAGATGTGGATTGGCGATAAAAAACAACTGCTGACGCCG
CTGCGCGATCAGTTCACCCGTGCACCGCTGGATAACGACATTGGCGTAAGTGAAGCGACC
CGCATTGACCCTAACGCCTGGGTCGAACGCTGGAAGGCGGCGGGCCATTACCAGGCCGAA
GCAGCGTTGTTGCAGTGCACGGCAGATACACTTGCTGATGCGGTGCTGATTACGACCGCT
CACGCGTGGCAGCATCAGGGGAAAACCTTATTTATCAGCCGGAAAACCTACCGGATTGAT
GGTAGTGGTCAAATGGCGATTACCGTTGATGTTGAAGTGGCGAGCGATACACCGCATCCG
GCGCGGATTGGCCTGAACTGCCAGCTGGCGCAGGTAGCAGAGCGGGTAAACTGGCTCGGA
TTAGGGCCGCAAGAAAACTATCCCGACCGCCTTACTGCCGCCTGTTTTGACCGCTGGGAT
CTGCCATTGTCAGACATGTATACCCCGTACGTCTTCCCGAGCGAAAACGGTCTGCGCTGC
GGGACGCGCGAATTGAATTATGGCCCACACCAGTGGCGCGGCGACTTCCAGTTCAACATC
AGCCGCTACAGTCAACAGCAACTGATGGAAACCAGCCATCGCCATCTGCTGCACGCGGAA
GAAGGCACATGGCTGAATATCGACGGTTTCCATATGGGGATTGGTGGCGACGACTCCTGG
AGCCCGTCAGTATCGGCGGAATTCCAGCTGAGCGCCGGTCGCTACCATTACCAGTTGGTC
TGGTGTCAAAAATAA
"""






# Suppose we want to replace motifs that start wtih 'ATA',
# followed by between 1 and 4 of any nucleotide, followed by 'CG'
# with a blank string of the same length

import re
from toolz import partition

def replace(match):
    return ' ' * len(match.group(0))

# convert FASTA into single DNA sequence
dna = ''.join(line for line in gene.strip().split('\n')
              if not line.startswith('>'))
pattern = 'ATA.{1,4}CG'
modified_dna = re.sub(pattern, replace, dna)

# pretty print modified sequence
linewidth = 60
print '\n'.join([''.join(line) for line
                in partition(linewidth, modified_dna)])






ATGACCATGATTACGGATTCACTGGCCGTCGTTTTACAACGTCGTGACTGGGAAAACCCT
GGCGTTACCCAACTTAATCGCCTTGCAGCACATCCCCCTTTCGCCAGCTGGCGTA
 AAGAGGCCCGCACCGATCGCCCTTCCCAACAGTTGCGCAGCCTGAATGGCGAATGGCGC
TTTGCCTGGTTTCCGGCACCAGAAGCGGTGCCGGAAAGCTGGCTGGAGTGCGATCTTCCT
GAGGCCG         TCGTCCCCTCAAACTGGCAGATGCACGGTTACGATGCGCCCATC
TACACCAACGTGACCTATCCCATTACGGTCAATCCGCCGTTTGTTCCCACGGAGAATCCG
ACGGGTTGTTACTCGCTCACATTTAATGTTGATGAAAGCTGGCTACAGGAAGGCCAGACG
CGAATTATTTTTGATGGCGTTAACTCGGCGTTTCATCTGTGGTGCAACGGGCGCTGGGTC
GGTTACGGCCAGGACAGTCGTTTGCCGTCTGAATTTGACCTGAGCGCATTTTTACGCGCC
GGAGAAAACCGCCTCGCGGTGATGGTGCTGCGCTGGAGTGACGGCAGTTATCTGGAAGAT
CAGGATATGTGGCGGATGAGCGGCATTTTCCGTGACGTCTCGTTGCTGC        ACT
ACACAAATCAGCGATTTCCATGTTGCCACTCGCTTTAATGATGATTTCAGCCGCGCTGTA
CTGGAGGCTGAAGTTCAGATGTGCGGCGAGTTGCGTGACTACCTACGGGTAACAGTTTCT
TTATGGCAGGGTGAAACGCAGGTCGCCAGCGGCACCGCGCCTTTCGGCGGTGAAATTATC
GATGAGCGTGGTGGTTATGCCGATCGCGTCACACTACGTCTGAACGTCGAAAACCCGAAA
CTGTGGAGCGCCGAAATCCCGAATCTCTATCGTGCGGTGGTTGAACTGCACACCGCCGAC
GGCACGCTGATTGAAGCAGAAGCCTGCGATGTCGGTTTCCGCGAGGTGCGGATTGAAAAT
GGTCTGCTGCTGCTGAACGGCAAGCCGTTGCTGATTCGAGGCGTTAACCGTCACGAGCAT
CATCCTCTGCATGGTCAGGTCATGGATGAGCAGACGATGGTGCAGGATATCCTGCTGATG
AAGCAGAACAACTTTAACGCCGTGCGCTGTTCGCATTATCCGAACCATCCGCTGTGGTAC
ACGCTGTGCGACCGCTACGGCCTGTATGTGGTGGATGAAGCCAATATTGAAACCCACGGC
ATGGTGCCAATGAATCGTCTGACCGATGATCCGCGCTGGCTACCGGCGATGAGCGAACGC
GTAACGCGAATGGTGCAGCGCGATCGTAATCACCCGAGTGTGATCATCTGGTCGCTGGGG
AATGAATCAGGCCACGGCGCTAATCACGACGCGCTGTATCGCTGGATCAAATCTGTCGAT
CCTTCCCGCCCGGTGCAGTATGAAGGCGGCGGAGCCGACACCACGGCCACCGATATTATT
TGCCCGATGTACGCGCGCGTGGATGAAGACCAGCCCTTCCCGGCTGTGCCGAAATGGTCC
ATCAAAAAATGGCTTTCGCTACCTGGAGAGACGCGCCCGCTGATCCTTTGCGAATACGCC
CACGCGATGGGTAACAGTCTTGGCGGTTTCGCTAAATACTGGCAGGCGTTTCGTCAGTAT
CCCCGTTTACAGGGCGGCTTCGTCTGGGACTGGGTGGATCAGTCGCTGATTAAATATGAT
GAAAACGGCAACCCGTGGTCGGCTTACGGCGGTGATTTTGGCG        AACGATCGC
CAGTTCTGTATGAACGGTCTGGTCTTTGCCGACCGCACGCCGCATCCAGCGCTGACGGAA
GCAAAACACCAGCAGCAGTTTTTCCAGTTCCGTTTATCCGGGCAAACCATCGAAGTGACC
AGCGAATACCTGTTCCGTC            AGCTCCTGCACTGGATGGTGGCGCTGGAT
GGTAAGCCGCTGGCAAGCGGTGAAGTGCCTCTGGATGTCGCTCCACAAGGTAAACAGTTG
ATTGAACTGCCTGAACTACCGCAGCCGGAGAGCGCCGGGCAACTCTGGCTCACAGTACGC
GTAGTGCAACCGAACGCGACCGCATGGTCAGAAGCCGGGCACATCAGCGCCTGGCAGCAG
TGGCGTCTGGCGGAAAACCTCAGTGTGACGCTCCCCGCCGCGTCCCACGCCATCCCGCAT
CTGACCACCAGCGAAATGGATTTTTGCATCGAGCTGGGTA       TTGGCAATTTAAC
CGCCAGTCAGGCTTTCTTTCACAGATGTGGATTGGCGATAAAAAACAACTGCTGACGCCG
CTGCGCGATCAGTTCACCCGTGCACCGCTGG      ACATTGGCGTAAGTGAAGCGACC
CGCATTGACCCTAACGCCTGGGTCGAACGCTGGAAGGCGGCGGGCCATTACCAGGCCGAA
GCAGCGTTGTTGCAGTGCACGGCAGATACACTTGCTGATGCGGTGCTGATTACGACCGCT
CACGCGTGGCAGCATCAGGGGAAAACCTTATTTATCAGCCGGAAAACCTACCGGATTGAT
GGTAGTGGTCAAATGGCGATTACCGTTGATGTTGAAGTGGCGAGCG        CATCCG
GCGCGGATTGGCCTGAACTGCCAGCTGGCGCAGGTAGCAGAGCGGGTAAACTGGCTCGGA
TTAGGGCCGCAAGAAAACTATCCCGACCGCCTTACTGCCGCCTGTTTTGACCGCTGGGAT
CTGCCATTGTCAGACATGT        TACGTCTTCCCGAGCGAAAACGGTCTGCGCTGC
GGGACGCGCGAATTGAATTATGGCCCACACCAGTGGCGCGGCGACTTCCAGTTCAACATC
AGCCGCTACAGTCAACAGCAACTGATGGAAACCAGCCATCGCCATCTGCTGCACGCGGAA
GAAGGCACATGGCTGA         GTTTCCATATGGGGATTGGTGGCGACGACTCCTGG
AGCCCGTCAGTATCGGCGGAATTCCAGCTGAGCGCCGGTCGCTACCATTACCAGTTGGTC









The NLTK toolkit

If you will be doing statitical natural language processing or
significant amounts of machhine learning on natrual text, check out the
Natural Language Toolkit.




Exercises

1. Write a function to find the complementary strand given a DNA
sequence. For example

Given ATCGTTA Return TAGCAAT

Note: The following are complementary bases A|T, C|G.

# YOUR CODE HERE

def complement(dna):
    """Return compelementary strand given DNA sequence."""
    import string
    table = string.maketrans('actgACTG', 'tgacTGAC')
    return dna.translate(table)

print complement('ATCGTTA')






TAGCAAT






2. Write a regular expression that matches the following:


	Phone numbers with the format: (919)-1234567 (i.e. (123)-9876543
should match but not 234-1234567 or (123)-666666)

	Email addresss john.doe@duke.edu (i.e. steve@gmail.com should match
but not steve@gmail)

	DNA seqences with the motif A-C-T-G where - indicates 0 or 1 other
nucleotide (any of A,C,T or G)



# YOUR CODE HERE

phone_pat = re.compile(r'\(\d{3}\)-\d{7}')

for s in ['(123)-9876543', '234-1234567', '123)-666666)']:
    m = phone_pat.match(s)
    if m:
        print 'Mathced', s
    else:
        print 'Not matched', s






Mathced (123)-9876543
Not matched 234-1234567
Not matched 123)-666666)






Note: This is just for practice - actual email validators should not be
using regular expressions because the rules for a valid eamil are
insanely complex,
and should probably be checked with a parser.

email_pat = re.compile(r'[\w]+[\.[\w]+]?@([\w]+\.)+[\w]+')

for s in ['johm@', 'john.doe@duke.edu', 'steve@gmail.com', 'steve@gmail']:
    m = email_pat.match(s)
    if m:
        print 'Mathced', s
    else:
        print 'Not matched', s






Not matched johm@
Mathced john.doe@duke.edu
Mathced steve@gmail.com
Not matched steve@gmail






motif_pat = re.compile(r'A.?C.?T.?G')

for s in ['GATTACA', 'ACTG', 'AACCTTGG', 'AAACCCTTTGGG']:
    m = motif_pat.match(s)
    if m:
        print 'Mathced', s
    else:
        print 'Not matched', s






Not matched GATTACA
Mathced ACTG
Mathced AACCTTGG
Not matched AAACCCTTTGGG






3. Download ‘Pride and Prejudice’ by Jane Austem from Project
Gutenbrrg.


	Remove all punctuation and covert to lower case

	Count how many times the word ‘married’ appears

	Count how often the word ‘daughter’ and ‘married’ appear in the same
10-word window



# YOUR CODE HERE

if not os.path.exists('pride_and_prejudice.txt'):
    ! curl 'http://www.gutenberg.org/cache/epub/1342/pg1342.txt' > 'pride_and_prejudice.txt'






import string

with open('pride_and_prejudice.txt') as f:
    s = f.read()
    s = s.lower().translate(None, string.punctuation)

    words = s.split()
    size = 10
    windows = list(partition(size, words))
    print "'daughter' and 'married' appera %d times in the same 10-word window" % \
        sum('daughter' in window and 'married' in window for window in windows)
    print "The word 'married' appears %d times" % s.count('married')






'daughter' and 'married' appera 5 times in the same 10-word window
The word 'married' appears 61 times






4. Download “The Gutenberg Webster’s Unabridged Dictionary” from
Project Gutenbrrg


	First extract all defined words (109561 words) - oops I cannot
replicate this number

	Count the number of defined English words containing 3 or more
vowels (aeiou)

	Find all longest palindrome (a palindrome is a word that is spelt the
same forwards as backwards - e.g. ‘deified’)



# YOUR CODE HERE

# If you look at the plain text file,
# it is quite hard to figure out how to extract a defined word.
# We have more luck wiht the HTNL file.

if not os.path.exists('websters.html'):
    ! curl 'www.gutenberg.org/cache/epub/29765/pg29765.html' > 'websters.html'






! head -n 400 websters.html | tail -n 30






# Notice that in the HTML, word definitions have the structure <p id="xxxxxxx">WORD</br> or <p id="xxxxxxx">WORD NEWLINE

text = open('websters.html').read()
word = re.compile(r'<p id="id\d+">([A-Z]+)[<br/>|\r\n+]')

words = word.findall(text)
count = 0
for word in words:
    if word.count('A') + word.count('E') + word.count('I') + word.count('O') + word.count('U') >= 3:
        count += 1

print "Number of words is %d" % len(words)
print "Number of words with 3 or  more vowels is %d" % count

palindromes = [word for word in words if word == word[::-1]]
lengths = map(len, palindromes)
max_len = max(lengths)
print "Longest palindromes are", [p for p in palindromes if len(p) == max_len]






Number of words is 103020
Number of words with 3 or  more vowels is 69210
Longest palindromes are ['MALAYALAM']









Preprocessing text data

Common applciations where there is a need to process text include:


	Where the data is text - for example, if you are performing
statistical analysis on the content of a billion web pages (perhaps
you work for Google), or your research is in statistical natural
language processing.

	Where you have to preprocess messy real world dataa - e.g. column
titles that are inconsistent in order to construct a DataFrame for
analysis.



You may need to refer to the following:


	For string constatns and some utilitiels, see the string module -
e.g string.punctuation, string.ascii_lowercase()

	For basic text processing, see string methods - e.g. lower(),
upper(), split(), replace(), find(), count()

	For regulear expression use, see the re module functions,
especially compile(), match(), search(), sub()



As usual, make liberal use of IPython help (e.g string.punctuation?)
to get information on a specific function or classs.

We will illustrate the use of string methods, regular expressions and
natural langauge parsing, as well as some Python built-in data
structures (e.g. Multiset (counter) and set) that can be used to clean
or analyze text data. This is meant only as an walk-thourgh of some of
the tools available; refer to the documentation for detals:


	`The string
module <https://docs.python.org/2/library/string.html>>`__

	String
methods

	The re module

	The regex module - new version of regular expression
module

	Tutorial on regular
expression

	NLTK




Example: Counting words in a document

Perhaps the most basic thing we can do with textual data is to first
tokenize (spilt into words) the document, then count the number of times
each word (or pair of words, or ...) occurs. We will use the book (How
to be Happy Though Married) as an example (from Project Gutenberg).

import requests
url = "http://www.gutenberg.org/cache/epub/35534/pg35534.txt"
raw = requests.get(url).text






# peek at the first 1000 characters of the downloaded text
raw[:1000]






u'ufeffProject Gutenberg's How to be Happy Though Married, by Edward John  HardyrnrnThis eBook is for the use of anyone anywhere at no cost and withrnalmost no restrictions whatsoever.  You may copy it, give it away orrnre-use it under the terms of the Project Gutenberg License includedrnwith this eBook or online at www.gutenberg.orgrnrnrnTitle: How to be Happy Though Marriedrn       Being a Handbook to MarriagernrnAuthor: Edward John  HardyrnrnRelease Date: March 9, 2011 [EBook #35534]rnrnLanguage: Englishrnrnrn*** START OF THIS PROJECT GUTENBERG EBOOK HOW TO BE HAPPY THOUGH MARRIED ***rnrnrnrnrnProduced by Colin Bell, Christine P. Travers and the OnlinernDistributed Proofreading Team at http://www.pgdp.net (Thisrnfile was produced from images generously made availablernby The Internet Archive)rnrnrnrnrnrnrn[Transcriber's note: The author's spelling has been maintained.rnrn+ signs around words indicate the use of a different font in the book.rnrnIn the word "Puranic", the "a" is overlined i'



Getting real cnntent

The actual content of Project Guternberg books are delimited by the
phrases
"*** START OF THIS PROJECT GUTENBERG EBOOK THE KING JAMES BIBLE ***
and End of the Project Gutenberg EBook respectively. Since the
actual book title will vary from book to book, we will use a regular
expression to search for
*** START OF THIS PROJECT GUTENBERG EBOOK <STUFF> ***. For the end
of the book, we can use a simple string search, but will use a regular
expression too for consistency. Note that we need the index of the last
character and the index of the first character respectively as limits to
extract only the text of the downloaded book.

start = re.search(r"\*\*\* START OF THIS PROJECT GUTENBERG EBOOK .* \*\*\*", raw).end()
stop = re.search(r"End of the Project Gutenberg EBook", raw).start()
text = raw[start:stop]
text[:1000]






u'rnrnrnrnrnProduced by Colin Bell, Christine P. Travers and the OnlinernDistributed Proofreading Team at http://www.pgdp.net (Thisrnfile was produced from images generously made availablernby The Internet Archive)rnrnrnrnrnrnrn[Transcriber's note: The author's spelling has been maintained.rnrn+ signs around words indicate the use of a different font in the book.rnrnIn the word "Puranic", the "a" is overlined in the book.]rnrnrnrnrn_HOW TO BE HAPPY THOUGH MARRIED._rnrnrnrnrnPRESS NOTICES ON THE FIRST EDITION.rnrn  "_If wholesome advice you can brook,rn    When single too long you have tarried;rn  If comfort you'd gain from a book,rn    When very much wedded and harried;rn  No doubt you should speedily look,rn    In 'How to be Happy though Married!'_"--PUNCH.rnrnrn"We strongly recommend this book as one of the best of wedding presents.rnIt is a complete handbook to an earthly Paradise, and its author may bernregarded as the Murray of Matrimony and the Baedeker of Bliss."--_PallrnMall Gaze'





Splitting into words - version using standard string methods

# A naive but workable approach would be to first strip all punctuation,
# convert to lower case, then split on white space
words1 = re.sub(ur"\p{P}+", "", text.lower()).split()
print words1[:100]
len(words1)






[u'produced', u'by', u'colin', u'bell', u'christine', u'p', u'travers', u'and', u'the', u'online', u'distributed', u'proofreading', u'team', u'at', u'httpwwwpgdpnet', u'this', u'file', u'was', u'produced', u'from', u'images', u'generously', u'made', u'available', u'by', u'the', u'internet', u'archive', u'transcribers', u'note', u'the', u'authors', u'spelling', u'has', u'been', u'maintained', u'+', u'signs', u'around', u'words', u'indicate', u'the', u'use', u'of', u'a', u'different', u'font', u'in', u'the', u'book', u'in', u'the', u'word', u'puranic', u'the', u'a', u'is', u'overlined', u'in', u'the', u'book', u'how', u'to', u'be', u'happy', u'though', u'married', u'press', u'notices', u'on', u'the', u'first', u'edition', u'if', u'wholesome', u'advice', u'you', u'can', u'brook', u'when', u'single', u'too', u'long', u'you', u'have', u'tarried', u'if', u'comfort', u'youd', u'gain', u'from', u'a', u'book', u'when', u'very', u'much', u'wedded', u'and', u'harried', u'no']






86545









Splitting into words - version using the NLTK (Natural Langauge Tool Kit)

# If you need to be more careful, use the nltk tokenizer.
import nltk
from multiprocessing import Pool
from itertools import chain
punkt = nltk.data.load('tokenizers/punkt/english.pickle')
sentences = punkt.tokenize(text.lower())
# since the tokenizer works on a per sentence level, we can parallelize
p = Pool()
words2 = list(chain.from_iterable(p.map(nltk.tokenize.word_tokenize, sentences)))
p.close()
# Now remove words that consist of only punctuation characters
words2 = [word for word in words2 if not all(char in string.punctuation for char in word)]
# Remove contractions - wods that begin with '
words2 = [word for word in words2 if not (word.startswith("'") and len(word) <=2)]
print words2[:100]
len(words2)






[u'produced', u'by', u'colin', u'bell', u'christine', u'p.', u'travers', u'and', u'the', u'online', u'distributed', u'proofreading', u'team', u'at', u'http', u'//www.pgdp.net', u'this', u'file', u'was', u'produced', u'from', u'images', u'generously', u'made', u'available', u'by', u'the', u'internet', u'archive', u'transcriber', u'note', u'the', u'author', u'spelling', u'has', u'been', u'maintained', u'signs', u'around', u'words', u'indicate', u'the', u'use', u'of', u'a', u'different', u'font', u'in', u'the', u'book', u'in', u'the', u'word', u'puranic', u'the', u'a', u'is', u'overlined', u'in', u'the', u'book', u'_how', u'to', u'be', u'happy', u'though', u'married._', u'press', u'notices', u'on', u'the', u'first', u'edition', u'_if', u'wholesome', u'advice', u'you', u'can', u'brook', u'when', u'single', u'too', u'long', u'you', u'have', u'tarried', u'if', u'comfort', u'you', u'gain', u'from', u'a', u'book', u'when', u'very', u'much', u'wedded', u'and', u'harried', u'no']






87158









Counting words

from collections import Counter
c = Counter(words2)
c.most_common(n=10)






[(u'the', 4356),
 (u'of', 3322),
 (u'and', 2699),
 (u'to', 2601),
 (u'a', 2335),
 (u'in', 1524),
 (u'is', 1209),
 (u'that', 1059),
 (u'it', 848),
 (u'be', 819)]









Ignoring stopwords

# this isn't very helpful since there are many "stop" words that don't man much
# now just the top 10 wordss give a good idea of what the book is about!
stopwords = nltk.corpus.stopwords.words('english')
new_c = c.copy()
for key in c:
    if key in stopwords:
        del new_c[key]
new_c.most_common(n=10)






[(u'wife', 353),
 (u'one', 352),
 (u'life', 271),
 (u'man', 241),
 (u'would', 237),
 (u'said', 227),
 (u'may', 219),
 (u'husband', 208),
 (u'good', 205),
 (u'children', 194)]









What is the difference between words1 and words2?

# words in words1 but not in words2
w12 = list(set(words1) - set(words2))
w12[:10]






[u'wedmore',
 u'servantgirl',
 u'childs',
 u'folklore',
 u'mores',
 u'loveletters',
 u'itliterary',
 u'motheror',
 u'modium',
 u'worldthen']






# words in word2 but not in word1
w21 = list(set(words2) - set(words1))
w21[:10]






[u'_john',
 u"daughter's",
 u'_illustrated',
 u'party.',
 u'seventy-seven',
 u'34.',
 u'co-operation',
 u'mercury._',
 u'proudie',
 u'_publishers']






%load_ext version_information

%version_information requests, regex, nltk






The version_information extension is already loaded. To reload it, use:
  %reload_ext version_information






	Software
	Version


	Python
	2.7.5 (default, Mar  9 2014, 22:15:05) [GCC 4.2.1 Compatible Apple LLVM 5.0 (clang-500.0.68)]


	IPython
	2.1.0


	OS
	posix [darwin]


	requests
	2.3.0


	regex
	2.4.46


	nltk
	2.0.4


	Sat Aug 02 13:20:24 2014 EDT










Working with structured data


Using SQLite3


Working example dataset

This data contains the survival time after receiving a heart transplant,
the age of the patient and whether or not the survival time was censored


	Number of Observations - 69

	Number of Variables - 3



Variable name definitions:: * death - Days after surgery until death *
age - age at the time of surgery * censored - indicates if an
observation is censored. 1 is uncensored

import statsmodels.api as sm
heart = sm.datasets.heart.load_pandas().data
heart.take(np.random.choice(len(heart), 6))








  
    
      	
      	survival
      	censors
      	age
    

  
  
    
      	66
      	  110
      	 0
      	 23.7
    

    
      	24
      	 1367
      	 0
      	 48.6
    

    
      	30
      	  897
      	 1
      	 46.1
    

    
      	67
      	   13
      	 0
      	 28.9
    

    
      	49
      	  499
      	 0
      	 52.2
    

    
      	35
      	  322
      	 1
      	 48.1
    

  




import sqlite3
conn = sqlite3.connect('heart.db')









Creating and populating a table

c = conn.cursor()

c.execute('''CREATE TABLE IF NOT EXISTS transplant
             (survival integer, censors integer, age real)''')

c.executemany("insert into transplant(survival, censors, age) values (?, ?, ?)", heart.values);









SQL queries

SQL Queries take the form

select (distinct) ... from ... (limit ...)
where ...
groupby ..
order by ...






where most of the query apart from the select ... from ... are
optional.


Selecting all columns, first 10 rows

for row in c.execute('''select * from transplant limit 5;'''):
    print row






(15, 1, 54.3)
(3, 1, 40.4)
(624, 1, 51.0)
(46, 1, 42.5)
(127, 1, 48.0)









Using where to filter rows

# only find censored data for subjects < 40 years old
for row in c.execute('''
select * from transplant
where censors=0 and age < 40 limit 5;'''):
    print row






(1775, 0, 33.3)
(1106, 0, 36.8)
(875, 0, 38.9)
(815, 0, 32.7)
(592, 0, 26.7)









Using SQL functions

for row in c.execute('''select count(*), avg(age) from transplant where censors=0 and age < 40;'''):
    print row






(9, 31.43333333333333)









Using groupby to find number of cnesored and uncensored subjects and thier average age

query = '''
select censors, count(*), avg(age) from transplant
group by censors;
'''
for row in c.execute(query):
    print row






(0, 24, 41.729166666666664)
(1, 45, 48.484444444444456)









Using having to filter grouped results

query = '''
select censors, count(*), avg(age) from transplant
group by censors
having avg(age) < 45;
'''
for row in c.execute(query):
    print row






(0, 24, 41.729166666666664)









Using order by to sort results

query = '''
select * from transplant
where age < 40
order by age desc;
'''
for row in c.execute(query):
    print row






(875, 0, 38.9)
(1106, 0, 36.8)
(44, 1, 36.2)
(1, 0, 35.2)
(1775, 0, 33.3)
(815, 0, 32.7)
(12, 1, 29.2)
(13, 0, 28.9)
(592, 0, 26.7)
(167, 0, 26.7)
(110, 0, 23.7)
(228, 1, 19.7)









Reading into a numpy structured array

result = c.execute(query).fetchall()
arr = np.fromiter(result, dtype='i4,i4,f4')
arr.dtype.names = ['survival', 'censors', 'age']
print '\n'.join(map(str, arr))






(875, 0, 38.900001525878906)
(1106, 0, 36.79999923706055)
(44, 1, 36.20000076293945)
(1, 0, 35.20000076293945)
(1775, 0, 33.29999923706055)
(815, 0, 32.70000076293945)
(12, 1, 29.200000762939453)
(13, 0, 28.899999618530273)
(592, 0, 26.700000762939453)
(167, 0, 26.700000762939453)
(110, 0, 23.700000762939453)
(228, 1, 19.700000762939453)









Reading into a numpy regular array

from itertools import chain
result = c.execute(query).fetchall()
arr = np.fromiter(chain.from_iterable(result), dtype=np.float)
print arr.reshape(-1,3)






[[  8.7500e+02   0.0000e+00   3.8900e+01]
 [  1.1060e+03   0.0000e+00   3.6800e+01]
 [  4.4000e+01   1.0000e+00   3.6200e+01]
 [  1.0000e+00   0.0000e+00   3.5200e+01]
 [  1.7750e+03   0.0000e+00   3.3300e+01]
 [  8.1500e+02   0.0000e+00   3.2700e+01]
 [  1.2000e+01   1.0000e+00   2.9200e+01]
 [  1.3000e+01   0.0000e+00   2.8900e+01]
 [  5.9200e+02   0.0000e+00   2.6700e+01]
 [  1.6700e+02   0.0000e+00   2.6700e+01]
 [  1.1000e+02   0.0000e+00   2.3700e+01]
 [  2.2800e+02   1.0000e+00   1.9700e+01]]











Working wiht multiple tables in SQL

We will consturct a new database with 2 tables to illustrate the concept
of joins.

conn1 = sqlite3.connect('samples.db')
c1 = conn1.cursor()

c1.execute(
'''
CREATE TABLE IF NOT EXISTS t1(
  ID TEXT,
  Name TEXT,
  Value Real);
''')

c1.execute('''
CREATE TABLE IF NOT EXISTS t2(
  ID TEXT,
  Name TEXT,
  Value Real,
  Age INTEGER);
''');

from string import ascii_lowercase
for i in range(5):
    c1.execute('''insert into t1(ID, Name, Value) values (%d, '%s', %.2f)''' % (i, ascii_lowercase[i], i*i));
    c1.execute('''insert into t2(ID, Name, Value, Age) values (%d, '%s', %.2f, %d)''' % (i*2, ascii_lowercase[i*2], i*i+5, 10*i));







Cartesian product

# Without specifiying a join, the result is all possible combinations
query = '''
select t1.ID, t2.ID from t1, t2;
'''
for row in c1.execute(query):
    print row






(u'0', u'0')
(u'0', u'2')
(u'0', u'4')
(u'0', u'6')
(u'0', u'8')
(u'1', u'0')
(u'1', u'2')
(u'1', u'4')
(u'1', u'6')
(u'1', u'8')
(u'2', u'0')
(u'2', u'2')
(u'2', u'4')
(u'2', u'6')
(u'2', u'8')
(u'3', u'0')
(u'3', u'2')
(u'3', u'4')
(u'3', u'6')
(u'3', u'8')
(u'4', u'0')
(u'4', u'2')
(u'4', u'4')
(u'4', u'6')
(u'4', u'8')









Inner joins

# Inner join (intersection)
query = '''
select t1.ID, t2.ID, t1.value, t2.value, t1.value * t2.value from t1, t2
where t1.ID = t2.ID;
'''
for row in c1.execute(query):
    print row






(u'0', u'0', 0.0, 5.0, 0.0)
(u'2', u'2', 4.0, 6.0, 24.0)
(u'4', u'4', 16.0, 9.0, 144.0)






# left join keeps all values from the left table (t2)
# and values from the right (t1) where there is a match
query = '''
select t1.id, t2.ID, t1.value, t2.value from t2 left join t1 on t1.ID = t2.ID
'''
for row in c1.execute(query):
    print row






(u'0', u'0', 0.0, 5.0)
(u'2', u'2', 4.0, 6.0)
(u'4', u'4', 16.0, 9.0)
(None, u'6', None, 14.0)
(None, u'8', None, 21.0)






# same join but we swtich left and right tables
query = '''
select t1.ID, t2.ID, t1.value, t2.value from t1 left join t2 on t1.ID = t2.ID
'''
for row in c1.execute(query):
    print row






(u'0', u'0', 0.0, 5.0)
(u'1', None, 1.0, None)
(u'2', u'2', 4.0, 6.0)
(u'3', None, 9.0, None)
(u'4', u'4', 16.0, 9.0)









Self-joins

# we can join a table to itself by using aliases
# lets add a few more rows to t1 which may have the same id and name but different values

for i in range(5):
    c1.execute('''insert into t1(ID, Name, Value) values (%d, '%s', %.2f)''' % (i, ascii_lowercase[i], i*i*i));

for row in c1.execute('select * from t1;'):
    print row






(u'0', u'a', 0.0)
(u'1', u'b', 1.0)
(u'2', u'c', 4.0)
(u'3', u'd', 9.0)
(u'4', u'e', 16.0)
(u'0', u'a', 0.0)
(u'1', u'b', 1.0)
(u'2', u'c', 8.0)
(u'3', u'd', 27.0)
(u'4', u'e', 64.0)






# Now use a self-join to find paired values for the same ID and name

query = '''
select t1a.ID, t1a.Name, t1a.value, t1b.value from t1 as t1a, t1 as t1b
where t1a.Name = t1b.Name and t1a.Value < t1b.Value
order by t1a.ID ASC;
'''
for row in c1.execute(query):
    print row






(u'2', u'c', 4.0, 8.0)
(u'3', u'd', 9.0, 27.0)
(u'4', u'e', 16.0, 64.0)













Basic concepts of database normalization

In which we convert a dataframe into a normalized database.

names = ['ann', 'bob', 'ann', 'bob', 'carl', 'delia', 'ann']
tests = ['wbc', 'wbc', 'rbc', 'rbc', 'wbc', 'rbc', 'platelets']
values1 = [10, 11.2, 300, 204, 9.8, 340, 125]
values2 = [10.6, 13.2, 322, 214, 10.3, 343, 145]
df = pd.DataFrame([names, tests, values1, values2]).T
df.columns = ['names', 'tests', 'values1', 'values2']
df








  
    
      	
      	names
      	tests
      	values1
      	values2
    

  
  
    
      	0
      	   ann
      	       wbc
      	   10
      	 10.6
    

    
      	1
      	   bob
      	       wbc
      	 11.2
      	 13.2
    

    
      	2
      	   ann
      	       rbc
      	  300
      	  322
    

    
      	3
      	   bob
      	       rbc
      	  204
      	  214
    

    
      	4
      	  carl
      	       wbc
      	  9.8
      	 10.3
    

    
      	5
      	 delia
      	       rbc
      	  340
      	  343
    

    
      	6
      	   ann
      	 platelets
      	  125
      	  145
    

  




# names are put into their own table so there is no dubplication

name_table = pd.DataFrame(df['names'].unique(), columns=['name'])
name_table['name_id'] = name_table.index
columns = ['name_id', 'name']
name_table[columns]








  
    
      	
      	name_id
      	name
    

  
  
    
      	0
      	 0
      	   ann
    

    
      	1
      	 1
      	   bob
    

    
      	2
      	 2
      	  carl
    

    
      	3
      	 3
      	 delia
    

  




# tests are put inot their own table so there is no duplication

test_table = pd.DataFrame(df['tests'].unique(), columns=['test'])
test_table['test_id'] = test_table.index
columns = ['test_id', 'test']
test_table[columns]








  
    
      	
      	test_id
      	test
    

  
  
    
      	0
      	 0
      	       wbc
    

    
      	1
      	 1
      	       rbc
    

    
      	2
      	 2
      	 platelets
    

  




# the values1 and values2 correspond to visit 1 and 2, so
# we create a visits table

visit_table = pd.DataFrame([1,2], columns=['visit'])
visit_table['visit_id'] = visit_table.index
columns = ['visit_id', 'visit']
visit_table[columns]








  
    
      	
      	visit_id
      	visit
    

  
  
    
      	0
      	 0
      	 1
    

    
      	1
      	 1
      	 2
    

  




# finally, we link each value to a triple(name_id, test_id, visit_id)

value_table = pd.DataFrame([
    [0,0,0,10], [1,0,0,11.2], [0,1,0,300], [1,1,0,204], [2,0,0,9.8], [3,1,0,340], [0,2,0,125],
   [0,0,1,10.6], [1,0,1,13.2], [0,1,1,322], [1,1,1,214], [2,0,1,10.3], [3,1,1,343], [0,2,1,145]
], columns=['name_id', 'test_id', 'visit_id', 'value'])
value_table








  
    
      	
      	name_id
      	test_id
      	visit_id
      	value
    

  
  
    
      	0 
      	 0
      	 0
      	 0
      	  10.0
    

    
      	1 
      	 1
      	 0
      	 0
      	  11.2
    

    
      	2 
      	 0
      	 1
      	 0
      	 300.0
    

    
      	3 
      	 1
      	 1
      	 0
      	 204.0
    

    
      	4 
      	 2
      	 0
      	 0
      	   9.8
    

    
      	5 
      	 3
      	 1
      	 0
      	 340.0
    

    
      	6 
      	 0
      	 2
      	 0
      	 125.0
    

    
      	7 
      	 0
      	 0
      	 1
      	  10.6
    

    
      	8 
      	 1
      	 0
      	 1
      	  13.2
    

    
      	9 
      	 0
      	 1
      	 1
      	 322.0
    

    
      	10
      	 1
      	 1
      	 1
      	 214.0
    

    
      	11
      	 2
      	 0
      	 1
      	  10.3
    

    
      	12
      	 3
      	 1
      	 1
      	 343.0
    

    
      	13
      	 0
      	 2
      	 1
      	 145.0
    

  




At the end of the normalizaiton, we have gone from 1 dataframe with
multiple redundancies to 4 tables with unique entries in each row. This
organization helps maintain data integrity and is necesssary for
effficeincy as the number of test values grows, possibly into millions
of rows. As we have seen, we can use SQL queries to recreate the
origianl dataformat if that is more convenient for analysis.




Using HDF5

When your data consists of many numerical and matrices, each of which is
relatively independent, relational databases offer little benefit, and
it is more efficient to use HDF5 (Hierarchical Data Format) for storage.
For example, your data may come from a simulation which generates a 3D
matrix and a list of count data at every iteration.

import h5py

f = h5py.File('simulation.h5')






for i in range(10): # iterations in simulation
    xs = np.random.random((100,100,100))
    ys = np.random.randint(0,100,(i+1)*10)
    group = f.create_group('Iteration%03d' % i)
    group.create_dataset('xs', data=xs)
    group.create_dataset('ys', data=ys)






f.keys()






[u'Iteration000',
 u'Iteration001',
 u'Iteration002',
 u'Iteration003',
 u'Iteration004',
 u'Iteration005',
 u'Iteration006',
 u'Iteration007',
 u'Iteration008',
 u'Iteration009']






f['Iteration008'].keys()






[u'xs', u'ys']






g8 = f['Iteration008']
print g8['xs'][2:5,2:5,2:5]
print g8['ys'][-10:]






[[[ 0.0367  0.2883  0.5562]
  [ 0.9494  0.5614  0.1159]
  [ 0.8887  0.7396  0.891 ]]

 [[ 0.7552  0.1539  0.216 ]
  [ 0.6671  0.4682  0.9107]
  [ 0.5565  0.5443  0.1665]]

 [[ 0.3972  0.1205  0.9487]
  [ 0.7874  0.3466  0.2818]
  [ 0.1248  0.0161  0.6898]]]
[37 69  5 15 10 44 20 73 74 24]









Interfacing withPandas

import pandas as pd






df = pd.read_sql('select * from transplant;', conn)






df.take(np.random.randint(0, len(df), 6))








  
    
      	
      	survival
      	censors
      	age
    

  
  
    
      	8 
      	  23
      	 1
      	 56.9
    

    
      	38
      	 815
      	 0
      	 32.7
    

    
      	12
      	 730
      	 1
      	 58.4
    

    
      	58
      	 339
      	 0
      	 54.4
    

    
      	53
      	 439
      	 0
      	 52.9
    

    
      	27
      	 994
      	 1
      	 48.6
    

  




df1 = pd.read_sql('select t1.name, t2.value, t2.age from t1, t2 where t1.name = t2.name;', conn1)






df1








  
    
      	
      	Name
      	Value
      	Age
    

  
  
    
      	0
      	 a
      	 5
      	  0
    

    
      	1
      	 c
      	 6
      	 10
    

    
      	2
      	 e
      	 9
      	 20
    

    
      	3
      	 a
      	 5
      	  0
    

    
      	4
      	 c
      	 6
      	 10
    

    
      	5
      	 e
      	 9
      	 20
    

  




c.close()
c1.close()
conn.close()
conn1.close()






store = pd.HDFStore('dump.h5')
store['transplant'] = df
store['tables'] = df1
store.close()






/Users/cliburn/anaconda/lib/python2.7/site-packages/pandas/io/pytables.py:2453: PerformanceWarning:
your performance may suffer as PyTables will pickle object types that it cannot
map directly to c-types [inferred_type->unicode,key->block2_values] [items->['Name']]

  warnings.warn(ws, PerformanceWarning)






transplant_df = pd.read_hdf('dump.h5', 'transplant')
transplant_df.take(np.random.randint(0, len(df), 6))








  
    
      	
      	survival
      	censors
      	age
    

  
  
    
      	50
      	  305
      	 0
      	 49.3
    

    
      	3 
      	   46
      	 1
      	 42.5
    

    
      	0 
      	   15
      	 1
      	 54.3
    

    
      	22
      	    1
      	 1
      	 41.5
    

    
      	47
      	   63
      	 1
      	 56.4
    

    
      	19
      	 1549
      	 0
      	 40.6
    

  




table_df = pd.read_hdf('dump.h5', 'tables')
table_df








  
    
      	
      	Name
      	Value
      	Age
    

  
  
    
      	0
      	 a
      	 5
      	  0
    

    
      	1
      	 c
      	 6
      	 10
    

    
      	2
      	 e
      	 9
      	 20
    

    
      	3
      	 a
      	 5
      	  0
    

    
      	4
      	 c
      	 6
      	 10
    

    
      	5
      	 e
      	 9
      	 20
    

  




store






<class 'pandas.io.pytables.HDFStore'>
File path: dump.h5
File is CLOSED






store = pd.HDFStore('dump.h5')






store.keys()






['/tables', '/transplant']






store.close()









Using numpy


References
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Example

From
http://scipy-lectures.github.io/intro/numpy/exercises.html#data-statistics

The data in
populations.txt
describes the populations of hares and lynxes (and carrots) in northern
Canada during 20 years:

Computes and print, based on the data in populations.txt...


	The mean and std of the populations of each species for the years in
the period.

	Which year each species had the largest population.

	Which species has the largest population for each year. (Hint:
argsort & fancy indexing of np.array([‘H’, ‘L’, ‘C’]))

	Which years any of the populations is above 50000. (Hint: comparisons
and np.any)

	The top 2 years for each species when they had the lowest
populations. (Hint: argsort, fancy indexing)

	Compare (plot) the change in hare population (see help(np.gradient))
and the number of lynxes - Check correlation (see help(np.corrcoef)).



... all without for-loops.

# download the data locally
if not os.path.exists('populations.txt'):
    ! wget http://scipy-lectures.github.io/_downloads/populations.txt






# peek at the file to see its structure
! head -n 6 populations.txt






# year      hare    lynx    carrot
1900        30e3    4e3     48300
1901        47.2e3  6.1e3   48200
1902        70.2e3  9.8e3   41500
1903        77.4e3  35.2e3  38200
1904        36.3e3  59.4e3  40600






# load data into a numpy array
data = np.loadtxt('populations.txt').astype('int')
data[:5, :]






array([[ 1900, 30000,  4000, 48300],
       [ 1901, 47200,  6100, 48200],
       [ 1902, 70200,  9800, 41500],
       [ 1903, 77400, 35200, 38200],
       [ 1904, 36300, 59400, 40600]])






# provide convenient named variables
populations = data[:, 1:]
year, hare, lynx, carrot = data.T






# The mean and std of the populations of each species for the years in the period
print "Mean (hare, lynx, carrot):", populations.mean(axis=0)
print "Std (hare, lynx, carrot):", populations.std(axis=0)






Mean (hare, lynx, carrot): [ 34080.9524  20166.6667  42400.    ]
Std (hare, lynx, carrot): [ 20897.9065  16254.5915   3322.5062]






# Which year each species had the largest population.
print "Year with largest population (hare, lynx, carrot)",
print year[np.argmax(populations, axis=0)]






Year with largest population (hare, lynx, carrot) [1903 1904 1900]






# Which species has the largest population for each year.
species = ['hare', 'lynx', 'carrot']
zip(year, np.take(species, np.argmax(populations, axis=1)))






[(1900, 'carrot'),
 (1901, 'carrot'),
 (1902, 'hare'),
 (1903, 'hare'),
 (1904, 'lynx'),
 (1905, 'lynx'),
 (1906, 'carrot'),
 (1907, 'carrot'),
 (1908, 'carrot'),
 (1909, 'carrot'),
 (1910, 'carrot'),
 (1911, 'carrot'),
 (1912, 'hare'),
 (1913, 'hare'),
 (1914, 'hare'),
 (1915, 'lynx'),
 (1916, 'carrot'),
 (1917, 'carrot'),
 (1918, 'carrot'),
 (1919, 'carrot'),
 (1920, 'carrot')]






# Which years any of the populations is above 50000
print year[np.any(populations > 50000, axis=1)]






[1902 1903 1904 1912 1913 1914 1915]






# The top 2 years for each species when they had the lowest populations.
print year[np.argsort(populations, axis=0)[:2]]






[[1917 1900 1916]
 [1916 1901 1903]]






plt.plot(year, lynx, 'r-', year, np.gradient(hare), 'b--')
plt.legend(['lynx', 'grad(hare)'], loc='best')
print np.corrcoef(lynx, np.gradient(hare))






[[ 1.     -0.9179]
 [-0.9179  1.    ]]










NDArray

The base structure in numpy is ndarray, used to represent
vectors, matrices and higher-dimensional arrays. Each ndarray has
the following attributes:


	dtype = correspond to data types in C

	shape = dimensionns of array

	strides = number of bytes to step in each direction when traversing
the array



x = np.array([1,2,3,4,5,6])
print x
print 'dytpe', x.dtype
print 'shape', x.shape
print 'strides', x.strides






[1 2 3 4 5 6]
dytpe int64
shape (6,)
strides (8,)






x.shape = (2,3)
print x
print 'dytpe', x.dtype
print 'shape', x.shape
print 'strides', x.strides






[[1 2 3]
 [4 5 6]]
dytpe int64
shape (2, 3)
strides (24, 8)






x = x.astype('complex')
print x
print 'dytpe', x.dtype
print 'shape', x.shape
print 'strides', x.strides






[[ 1.+0.j  2.+0.j  3.+0.j]
 [ 4.+0.j  5.+0.j  6.+0.j]]
dytpe complex128
shape (2, 3)
strides (48, 16)







Creating arrays

# from lists
x_list = [(i,j) for i in range(2) for j in range(3)]
print x_list, '\n'
x_array = np.array(x_list)
print x_array






[(0, 0), (0, 1), (0, 2), (1, 0), (1, 1), (1, 2)]

[[0 0]
 [0 1]
 [0 2]
 [1 0]
 [1 1]
 [1 2]]






# Using convenience functions

print np.ones((3,2)), '\n'
print np.zeros((3,2)), '\n'
print np.eye(3), '\n'
print np.diag([1,2,3]), '\n'
print np.fromfunction(lambda i, j: (i-2)**2+(j-2)**2, (5,5))






[[ 1.  1.]
 [ 1.  1.]
 [ 1.  1.]]

[[ 0.  0.]
 [ 0.  0.]
 [ 0.  0.]]

[[ 1.  0.  0.]
 [ 0.  1.  0.]
 [ 0.  0.  1.]]

[[1 0 0]
 [0 2 0]
 [0 0 3]]

[[ 8.  5.  4.  5.  8.]
 [ 5.  2.  1.  2.  5.]
 [ 4.  1.  0.  1.  4.]
 [ 5.  2.  1.  2.  5.]
 [ 8.  5.  4.  5.  8.]]









Array indexing

# Create a 10 by 6 array from normal deviates and convert to ints
n, nrows, ncols = 100, 10, 6
xs = np.random.normal(n, 15, size=(nrows, ncols)).astype('int')
xs






array([[ 84, 108,  96,  93,  82, 115],
       [ 87,  70,  96, 132, 111, 108],
       [ 96,  85, 120,  72,  62,  66],
       [112,  86,  98,  86,  74,  98],
       [ 75,  91, 116, 105,  82, 122],
       [ 95, 119,  84,  89,  93,  87],
       [118, 113,  94,  89,  67, 107],
       [120, 105,  85, 100, 131, 120],
       [ 91, 137, 103,  94, 115,  92],
       [ 73,  98,  81, 106, 128,  75]])






# Use slice notation
print(xs[0,0])
print(xs[-1,-1])
print(xs[3,:])
print(xs[:,0])
print(xs[::2,::2])
print(xs[2:5,2:5])






84
75
[112  86  98  86  74  98]
[ 84  87  96 112  75  95 118 120  91  73]
[[ 84  96  82]
 [ 96 120  62]
 [ 75 116  82]
 [118  94  67]
 [ 91 103 115]]
[[120  72  62]
 [ 98  86  74]
 [116 105  82]]






#  Indexing with list of integers
print(xs[0, [1,2,4,5]])






[108  96  82 115]






# Boolean indexing
print(xs[xs % 2 == 0])
xs[xs % 2 == 0] = 0 # set even entries to zero
print(xs)






[ 84 108  96  82  70  96 132 108  96 120  72  62  66 112  86  98  86  74
  98 116  82 122  84 118  94 120 100 120  94  92  98 106 128]
[[  0   0   0  93   0 115]
 [ 87   0   0   0 111   0]
 [  0  85   0   0   0   0]
 [  0   0   0   0   0   0]
 [ 75  91   0 105   0   0]
 [ 95 119   0  89  93  87]
 [  0 113   0  89  67 107]
 [  0 105  85   0 131   0]
 [ 91 137 103   0 115   0]
 [ 73   0  81   0   0  75]]






# Extracting lower triangular, diagonal and upper triangular matrices

a = np.arange(16).reshape(4,4)
print a, '\n'
print np.tril(a, -1), '\n'
print np.diag(np.diag(a)), '\n'
print np.triu(a, 1)






[[ 0  1  2  3]
 [ 4  5  6  7]
 [ 8  9 10 11]
 [12 13 14 15]]

[[ 0  0  0  0]
 [ 4  0  0  0]
 [ 8  9  0  0]
 [12 13 14  0]]

[[ 0  0  0  0]
 [ 0  5  0  0]
 [ 0  0 10  0]
 [ 0  0  0 15]]

[[ 0  1  2  3]
 [ 0  0  6  7]
 [ 0  0  0 11]
 [ 0  0  0  0]]











Broadcasting, row, column and matrix operations

# operations across rows, cols or entire matrix
print(xs.max())
print(xs.max(axis=0)) # max of each col
print(xs.max(axis=1)) # max of each row






137
[ 95 137 103 105 131 115]
[115 111  85   0 105 119 113 131 137  81]






# A funcitonal rather than object-oriented approacha also wokrs
print(np.max(xs, axis=0))
print(np.max(xs, axis=1))






[ 95 137 103 105 131 115]
[115 111  85   0 105 119 113 131 137  81]






# broadcasting
xs = np.arange(12).reshape(2,6)
print(xs, '\n')
print(xs * 10, '\n')

# broadcasting just works when doing column-wise operations
col_means = xs.mean(axis=0)
print(col_means, '\n')
print(xs + col_means, '\n')

# but needs a little more work for row-wise operations
row_means = xs.mean(axis=1)[:, np.newaxis]
print(row_means)
print(xs + row_means)






(array([[ 0,  1,  2,  3,  4,  5],
       [ 6,  7,  8,  9, 10, 11]]), 'n')
(array([[  0,  10,  20,  30,  40,  50],
       [ 60,  70,  80,  90, 100, 110]]), 'n')
(array([ 3.,  4.,  5.,  6.,  7.,  8.]), 'n')
(array([[  3.,   5.,   7.,   9.,  11.,  13.],
       [  9.,  11.,  13.,  15.,  17.,  19.]]), 'n')
[[ 2.5]
 [ 8.5]]
[[  2.5   3.5   4.5   5.5   6.5   7.5]
 [ 14.5  15.5  16.5  17.5  18.5  19.5]]


# convert matrix to have zero mean and unit standard deviation using col summary statistics
print((xs - xs.mean(axis=0))/xs.std(axis=0))






[[-1. -1. -1. -1. -1. -1.]
 [ 1.  1.  1.  1.  1.  1.]]






# convert matrix to have zero mean and unit standard deviation using row summary statistics
print((xs - xs.mean(axis=1)[:, np.newaxis])/xs.std(axis=1)[:, np.newaxis])






[[-1.4639 -0.8783 -0.2928  0.2928  0.8783  1.4639]
 [-1.4639 -0.8783 -0.2928  0.2928  0.8783  1.4639]]






# broadcasting for outer product
# e.g. create the 12x12 multiplication toable
u = np.arange(1, 13)
u[:,None] * u[None,:]






array([[  1,   2,   3,   4,   5,   6,   7,   8,   9,  10,  11,  12],
       [  2,   4,   6,   8,  10,  12,  14,  16,  18,  20,  22,  24],
       [  3,   6,   9,  12,  15,  18,  21,  24,  27,  30,  33,  36],
       [  4,   8,  12,  16,  20,  24,  28,  32,  36,  40,  44,  48],
       [  5,  10,  15,  20,  25,  30,  35,  40,  45,  50,  55,  60],
       [  6,  12,  18,  24,  30,  36,  42,  48,  54,  60,  66,  72],
       [  7,  14,  21,  28,  35,  42,  49,  56,  63,  70,  77,  84],
       [  8,  16,  24,  32,  40,  48,  56,  64,  72,  80,  88,  96],
       [  9,  18,  27,  36,  45,  54,  63,  72,  81,  90,  99, 108],
       [ 10,  20,  30,  40,  50,  60,  70,  80,  90, 100, 110, 120],
       [ 11,  22,  33,  44,  55,  66,  77,  88,  99, 110, 121, 132],
       [ 12,  24,  36,  48,  60,  72,  84,  96, 108, 120, 132, 144]])






Calculate the pairwise distance matrix between the following points


	(0,0)

	(4,0)

	(4,3)

	(0,3)



def distance_matrix_py(pts):
    """Returns matrix of pairwise Euclidean distances. Pure Python version."""
    n = len(pts)
    p = len(pts[0])
    m = np.zeros((n, n))
    for i in range(n):
        for j in range(n):
            s = 0
            for k in range(p):
                s += (pts[i,k] - pts[j,k])**2
            m[i, j] = s**0.5
    return m






def distance_matrix_np(pts):
    """Returns matrix of pairwise Euclidean distances. Vectorized numpy version."""
    return np.sum((pts[None,:] - pts[:, None])**2, -1)**0.5






pts = np.array([(0,0), (4,0), (4,3), (0,3)])






distance_matrix_py(pts)






array([[ 0.,  4.,  5.,  3.],
       [ 4.,  0.,  3.,  5.],
       [ 5.,  3.,  0.,  4.],
       [ 3.,  5.,  4.,  0.]])






distance_matrix_np(pts)






array([[ 0.,  4.,  5.,  3.],
       [ 4.,  0.,  3.,  5.],
       [ 5.,  3.,  0.,  4.],
       [ 3.,  5.,  4.,  0.]])






# Broaccasting and vectorization is faster than looping
%timeit distance_matrix_py(pts)
%timeit distance_matrix_np(pts)






1000 loops, best of 3: 203 µs per loop
10000 loops, best of 3: 29.4 µs per loop









Universal functions (Ufuncs)

Functions that work on both scalars and arrays are known as ufuncs. For
arrays, ufuncs apply the function in an element-wise fashion. Use of
ufuncs is an esssential aspect of vectorization and typically much more
computtionally efficient than using an explicit loop over each element.

xs = np.linspace(0, 2*np.pi, 100)
ys = np.sin(xs) # np.sin is a universal function
plt.plot(xs, ys);







# operators also perform elementwise operations by default

xs = np.arange(10)
print xs
print -xs
print xs+xs
print xs*xs
print xs**3
print xs < 5






[0 1 2 3 4 5 6 7 8 9]
[ 0 -1 -2 -3 -4 -5 -6 -7 -8 -9]
[ 0  2  4  6  8 10 12 14 16 18]
[ 0  1  4  9 16 25 36 49 64 81]
[  0   1   8  27  64 125 216 343 512 729]
[ True  True  True  True  True False False False False False]









Generalized ufucns

A universal function performs vectorized looping over scalars. A
generalized ufucn performs looping over vectors or arrays. Currently,
numpy only ships with a single generalized ufunc. However, they play an
important role for JIT compilation with numba, a topic we will cover
in future lectures.

from numpy.core.umath_tests import matrix_multiply

print matrix_multiply.signature






(m,n),(n,p)->(m,p)






us = np.random.random((5, 2, 3)) # 5 2x3 matrics
vs = np.random.random((5, 3, 4)) # 5 3x4 matrices
# perform matrix multiplication for each of the 5 sets of matrices
ws = matrix_multiply(us, vs)
print ws.shape
print ws






(5, 2, 4)
[[[ 1.6525  0.7642  1.8964  0.831 ]
  [ 1.1368  0.5137  1.0785  0.7104]]

 [[ 1.0613  1.1923  1.2143  1.0832]
  [ 1.0266  0.8275  0.8543  0.6412]]

 [[ 0.8015  0.8953  0.358   0.4282]
  [ 0.3202  0.3222  0.2113  0.1709]]

 [[ 0.7747  1.0522  1.1458  0.892 ]
  [ 0.8178  1.1741  0.9486  1.0363]]

 [[ 1.5257  0.7962  1.3355  0.707 ]
  [ 1.3522  0.6577  0.9845  0.6013]]]









Random numbers

There are two modules for (pseudo) random numbers that are commonly
used. When all you need is to generate random numbers from some
distribtuion, the numpy.random moodule is the simplest to use. When
you need more information realted to a disttribution such as quantiles
or the PDF, you can use the scipy.stats module.

Module
Reference

import numpy.random as npr
npr.seed(123) # fix seed for reproducible results






# 10 trials of rolling a fair 6-sided 100 times
roll = 1.0/6
x = npr.multinomial(100, [roll]*6, 10)
x






array([[18, 14, 14, 18, 20, 16],
       [16, 25, 16, 14, 14, 15],
       [15, 19, 16, 12, 18, 20],
       [19, 13, 14, 18, 18, 18],
       [18, 20, 17, 16, 16, 13],
       [15, 16, 15, 16, 20, 18],
       [12, 17, 17, 18, 17, 19],
       [15, 16, 22, 21, 13, 13],
       [18, 12, 16, 17, 22, 15],
       [14, 17, 25, 15, 15, 14]])






# uniformly distributed numbers in 2D
x = npr.uniform(-1, 1, (100, 2))
plt.scatter(x[:,0], x[:,1], s=50)
plt.axis([-1.05, 1.05, -1.05, 1.05]);







# ranodmly shuffling a vector
x = np.arange(10)
npr.shuffle(x)
x






array([5, 8, 6, 4, 3, 9, 1, 7, 2, 0])






# radnom permutations
npr.permutation(10)






array([1, 4, 9, 8, 6, 5, 3, 2, 0, 7])






# radnom selection without replacement
x = np.arange(10,20)
npr.choice(x, 10, replace=False)






array([14, 16, 15, 12, 19, 11, 13, 10, 18, 17])






# radnom selection with replacement
npr.choice(x, (5, 10), replace=True) # this is default






array([[15, 13, 10, 14, 18, 14, 19, 13, 15, 11],
       [18, 10, 19, 11, 15, 18, 18, 14, 16, 18],
       [17, 19, 12, 10, 10, 19, 19, 15, 13, 15],
       [15, 12, 12, 17, 13, 11, 13, 19, 13, 16],
       [12, 13, 11, 19, 18, 10, 12, 13, 17, 19]])






# toy example - estimating pi inefficiently
n = 1e6
x = npr.uniform(-1,1,(n,2))
4.0*np.sum(x[:,0]**2 + x[:,1]**2 < 1)/n






3.1416






Module
refernce

import scipy.stats as stats






# Create a "frozen" distribution - i.e. a partially applied function
dist = stats.norm(10, 2)






#  same a rnorm
dist.rvs(10)






array([ 11.629 ,   9.5777,   8.5607,   8.5777,   8.6464,  11.5398,
        10.8751,  11.8244,  10.1772,   9.3056])






# same as pnorm
dist.pdf(np.linspace(5, 15, 10))






array([ 0.0088,  0.0301,  0.076 ,  0.141 ,  0.1919,  0.1919,  0.141 ,
        0.076 ,  0.0301,  0.0088])






# same as dnorm
dist.cdf(np.linspace(5, 15, 11))






array([ 0.0062,  0.0228,  0.0668,  0.1587,  0.3085,  0.5   ,  0.6915,
        0.8413,  0.9332,  0.9772,  0.9938])






# same as qnorm
dist.ppf(dist.cdf(np.linspace(5, 15, 11)))






array([  5.,   6.,   7.,   8.,   9.,  10.,  11.,  12.,  13.,  14.,  15.])









Linear algebra

In general, the linear algebra functions can be found in scipy.linalg.
You can also get access to BLAS and LAPACK function via
scipy.linagl.blas and scipy.linalg.lapack.

import scipy.linalg as la






A = np.array([[1,2],[3,4]])
b = np.array([1,4])
print(A)
print(b)






[[1 2]
 [3 4]]
[1 4]






# Matrix operations
import numpy as np
import scipy.linalg as la
from functools import reduce

A = np.array([[1,2],[3,4]])
print(np.dot(A, A))
print(A)
print(la.inv(A))
print(A.T)






[[ 7 10]
 [15 22]]
[[1 2]
 [3 4]]
[[-2.   1. ]
 [ 1.5 -0.5]]
[[1 3]
 [2 4]]






x = la.solve(A, b) # do not use x = dot(inv(A), b) as it is inefficient and numerically unstable
print(x)
print(np.dot(A, x) - b)






[ 2.  -0.5]
[ 0.  0.]







Matrix decompositions

A = np.floor(npr.normal(100, 15, (6, 10)))
print(A)






[[  94.   82.  125.  108.  105.   88.   99.   82.   97.  112.]
 [  83.  124.   67.  103.   73.  111.  125.   81.  122.   62.]
 [  93.   84.  107.  107.   80.   85.   96.   89.   85.  102.]
 [ 116.  116.   64.   98.   82.   98.  121.   70.  122.   98.]
 [ 118.  108.  103.  102.   68.   98.   88.   78.  103.   95.]
 [ 112.  115.   74.   80.  106.  104.  114.  105.   80.   99.]]






P, L, U = la.lu(A)
print(np.dot(P.T, A))
print
print(np.dot(L, U))






[[ 118.  108.  103.  102.   68.   98.   88.   78.  103.   95.]
 [  83.  124.   67.  103.   73.  111.  125.   81.  122.   62.]
 [  94.   82.  125.  108.  105.   88.   99.   82.   97.  112.]
 [ 116.  116.   64.   98.   82.   98.  121.   70.  122.   98.]
 [ 112.  115.   74.   80.  106.  104.  114.  105.   80.   99.]
 [  93.   84.  107.  107.   80.   85.   96.   89.   85.  102.]]

[[ 118.  108.  103.  102.   68.   98.   88.   78.  103.   95.]
 [  83.  124.   67.  103.   73.  111.  125.   81.  122.   62.]
 [  94.   82.  125.  108.  105.   88.   99.   82.   97.  112.]
 [ 116.  116.   64.   98.   82.   98.  121.   70.  122.   98.]
 [ 112.  115.   74.   80.  106.  104.  114.  105.   80.   99.]
 [  93.   84.  107.  107.   80.   85.   96.   89.   85.  102.]]






Q, R = la.qr(A)
print(A)
print
print(np.dot(Q, R))






[[  94.   82.  125.  108.  105.   88.   99.   82.   97.  112.]
 [  83.  124.   67.  103.   73.  111.  125.   81.  122.   62.]
 [  93.   84.  107.  107.   80.   85.   96.   89.   85.  102.]
 [ 116.  116.   64.   98.   82.   98.  121.   70.  122.   98.]
 [ 118.  108.  103.  102.   68.   98.   88.   78.  103.   95.]
 [ 112.  115.   74.   80.  106.  104.  114.  105.   80.   99.]]

[[  94.   82.  125.  108.  105.   88.   99.   82.   97.  112.]
 [  83.  124.   67.  103.   73.  111.  125.   81.  122.   62.]
 [  93.   84.  107.  107.   80.   85.   96.   89.   85.  102.]
 [ 116.  116.   64.   98.   82.   98.  121.   70.  122.   98.]
 [ 118.  108.  103.  102.   68.   98.   88.   78.  103.   95.]
 [ 112.  115.   74.   80.  106.  104.  114.  105.   80.   99.]]






U, s, V = la.svd(A)
m, n = A.shape
S =  np.zeros((m, n))
for i, _s in enumerate(s):
    S[i,i] = _s
print(reduce(np.dot, [U, S, V]))






[[  94.   82.  125.  108.  105.   88.   99.   82.   97.  112.]
 [  83.  124.   67.  103.   73.  111.  125.   81.  122.   62.]
 [  93.   84.  107.  107.   80.   85.   96.   89.   85.  102.]
 [ 116.  116.   64.   98.   82.   98.  121.   70.  122.   98.]
 [ 118.  108.  103.  102.   68.   98.   88.   78.  103.   95.]
 [ 112.  115.   74.   80.  106.  104.  114.  105.   80.   99.]]






B = np.cov(A)
print(B)






[[ 187.7333 -182.4667   94.9333 -105.4444    1.2    -137.2   ]
 [-182.4667  609.6556  -83.3111  371.0556   90.8778   70.5667]
 [  94.9333  -83.3111   97.2889  -48.8889   45.0222  -79.8   ]
 [-105.4444  371.0556  -48.8889  438.5     145.5     109.0556]
 [   1.2      90.8778   45.0222  145.5     215.4333  -39.7667]
 [-137.2      70.5667  -79.8     109.0556  -39.7667  234.1   ]]






u, V = la.eig(B)
print(np.dot(B, V))
print
print(np.real(np.dot(V, np.diag(u))))






[[-280.8911  157.1032   12.1003  -60.7161    8.8142   -1.5134]
 [ 739.1179   34.4268    3.8974    4.3778   14.9092 -122.8749]
 [-134.1449  128.3162  -11.0569   -6.6382   37.3675   13.4467]
 [ 598.7992   77.4348   -5.3372  -52.7843  -14.996    94.553 ]
 [ 170.8339  193.7335    5.8732   67.6135    1.1042   90.1451]
 [ 199.7105 -218.1547    6.1467   -5.6295   26.3372  101.0444]]

[[-280.8911  157.1032   12.1003  -60.7161    8.8142   -1.5134]
 [ 739.1179   34.4268    3.8974    4.3778   14.9092 -122.8749]
 [-134.1449  128.3162  -11.0569   -6.6382   37.3675   13.4467]
 [ 598.7992   77.4348   -5.3372  -52.7843  -14.996    94.553 ]
 [ 170.8339  193.7335    5.8732   67.6135    1.1042   90.1451]
 [ 199.7105 -218.1547    6.1467   -5.6295   26.3372  101.0444]]






C = la.cholesky(B)
print(np.dot(C.T, C))
print
print(B)






[[ 187.7333 -182.4667   94.9333 -105.4444    1.2    -137.2   ]
 [-182.4667  609.6556  -83.3111  371.0556   90.8778   70.5667]
 [  94.9333  -83.3111   97.2889  -48.8889   45.0222  -79.8   ]
 [-105.4444  371.0556  -48.8889  438.5     145.5     109.0556]
 [   1.2      90.8778   45.0222  145.5     215.4333  -39.7667]
 [-137.2      70.5667  -79.8     109.0556  -39.7667  234.1   ]]

[[ 187.7333 -182.4667   94.9333 -105.4444    1.2    -137.2   ]
 [-182.4667  609.6556  -83.3111  371.0556   90.8778   70.5667]
 [  94.9333  -83.3111   97.2889  -48.8889   45.0222  -79.8   ]
 [-105.4444  371.0556  -48.8889  438.5     145.5     109.0556]
 [   1.2      90.8778   45.0222  145.5     215.4333  -39.7667]
 [-137.2      70.5667  -79.8     109.0556  -39.7667  234.1   ]]









Finding the covariance matrix

np.random.seed(123)
x = np.random.multivariate_normal([10,10], np.array([[3,1],[1,5]]), 10)
# create a zero mean array
u = x - x.mean(0)
cov = np.dot(u.T, u)/(10-1)
print cov, '\n'
print np.cov(x.T)






[[ 5.1286  3.0701]
 [ 3.0701  9.0755]]

[[ 5.1286  3.0701]
 [ 3.0701  9.0755]]









Least squares solution

Suppose we want to solve a system of noisy linear equations


\[\begin{split}y_1 = b_0 x_1 + b_1 \\
y_2 = b_0 x_2 + b_1 \\
y_3 = b_0 x_2 + b_1 \\
y_4 = b_0 x_4 + b_1 \\\end{split}\]

Since the system is noisy (implies full rank) and overdetermined, we
cannot find an exact solution. Instead, we will look for the least
squares solution. First we can rewrrite in matrix notation
\(Y = AB\), treating \(b_1\) as the coefficient of
\(x^0 = 1\):


\[\begin{split}\left(
\begin{array}{c}
y_1 \\
y_2 \\
y_3 \\
y_4
\end{array}
\right) = \left( \begin{array}{cc}
x_1 & 1 \\
x_2 & 1 \\
x_3 & 1 \\
x_4 & 1 \end{array} \right)
\left(
\begin{array}{cc}
b_0 & b_1
\end{array}
\right)\end{split}\]

The solution of this (i.e. the \(B\) matrix) is solved by multipling
the psudoinverse of \(A\) (the Vandermonde matrix) with \(Y\)


\[(A^\text{T}A)^{-1}A^\text{T} Y\]

Note that higher order polynomials have the same structure and can be
solved in the same way


\[\begin{split}\left(
\begin{array}{c}
y_1 \\
y_2 \\
y_3 \\
y_4
\end{array}
\right) = \left( \begin{array}{ccc}
x_1^2 & x_1 & 1 \\
x_2^2 & x_2 & 1 \\
x_3^2 & x_3 & 1 \\
x_4^2 & x_4 & 1 \end{array} \right)
\left(
\begin{array}{ccc}
b_0 & b_1 & b_2
\end{array}
\right)\end{split}\]

# Set up a system of 11 linear equations
x = np.linspace(1,2,11)
y = 6*x - 2 + npr.normal(0, 0.3, len(x))

# Form the VanderMonde matrix
A = np.vstack([x, np.ones(len(x))]).T

# The linear algebra librayr has a lstsq() function
# that will do the above calculaitons for us

b, resids, rank, sv = la.lstsq(A, y)

# Check against pseudoinverse and the normal equation
print("lstsq solution".ljust(30), b)
print("pseudoinverse solution".ljust(30), np.dot(la.pinv(A), y))
print("normal euqation solution".ljust(30), np.dot(np.dot(la.inv(np.dot(A.T, A)), A.T), y))

# Now plot the solution
xi = np.linspace(1,2,11)
yi = b[0]*xi + b[1]

plt.plot(x, y, 'o')
plt.plot(xi, yi, 'r-');






('lstsq solution                ', array([ 5.5899, -1.4177]))
('pseudoinverse solution        ', array([ 5.5899, -1.4177]))
('normal euqation solution      ', array([ 5.5899, -1.4177]))







# As advertised, this works for finding coeefficeints of a polynomial too

x = np.linspace(0,2,11)
y = 6*x*x + .5*x + 2 + npr.normal(0, 0.6, len(x))
plt.plot(x, y, 'o')
A = np.vstack([x*x, x, np.ones(len(x))]).T
b = la.lstsq(A, y)[0]

xi = np.linspace(0,2,11)
yi = b[0]*xi*xi + b[1]*xi + b[2]
plt.plot(xi, yi, 'r-');







# It is important to understand what is going on,
# but we don't have to work so hard to fit a polynomial

b = np.random.randint(0, 10, 6)
x = np.linspace(0, 1, 25)
y = np.poly1d(b)(x)
y += np.random.normal(0, 5, y.shape)

p = np.poly1d(np.polyfit(x, y, len(b)-1))
plt.plot(x, y, 'bo')
plt.plot(x, p(x), 'r-')
list(zip(b, p.coeffs))






[(6, -250.9964),
 (7, 819.7606),
 (1, -909.5724),
 (5, 449.7862),
 (7, -91.2660),
 (9, 15.5274)]












Exercises

1. Find the row, column and overall means for the following matrix:

m = np.arange(12).reshape((3,4))






# YOUR CODE HERE

m = np.arange(12).reshape((3,4))
print m
print

print "OVerall", m.mean()
print "Row", m.mean(1)
print "Columne", m.mean(0)






[[ 0  1  2  3]
 [ 4  5  6  7]
 [ 8  9 10 11]]

OVerall 5.5
Row [ 1.5  5.5  9.5]
Columne [ 4.  5.  6.  7.]






2. Find the outer product of the following two vecotrs

u = np.array([1,3,5,7])
v = np.array([2,4,6,8])






Do this in the following ways:


	Using the function outer in numpy

	Using a nested for loop or list comprehension

	Using numpy broadcasting operatoins



# YOUR CODE HERE

u = np.array([1,3,5,7])
v = np.array([2,4,6,8])

print np.outer(u, v)
print
print np.array([[u_ * v_ for v_ in v] for u_ in u])
print
print u[:,None] * v[None,:]






[[ 2  4  6  8]
 [ 6 12 18 24]
 [10 20 30 40]
 [14 28 42 56]]

[[ 2  4  6  8]
 [ 6 12 18 24]
 [10 20 30 40]
 [14 28 42 56]]

[[ 2  4  6  8]
 [ 6 12 18 24]
 [10 20 30 40]
 [14 28 42 56]]






3. Create a 10 by 6 matrix of random uniform numbers. Set all rows
with any entry less than 0.1 to be zero. For example, here is a 4 by
10 version:

array([[ 0.49722235,  0.88833973,  0.07289358,  0.12375223,  0.39659254,
         0.70267114],
       [ 0.3954172 ,  0.889077  ,  0.71286225,  0.06353112,  0.68107965,
         0.17186995],
       [ 0.74821206,  0.92692111,  0.24871227,  0.26904958,  0.80410194,
         0.22304055],
       [ 0.22582605,  0.37671244,  0.96510957,  0.88819053,  0.14654176,
         0.33987323]])






becomes

array([[ 0.        ,  0.        ,  0.        ,  0.        ,  0.        ,
         0.        ],
       [ 0.        ,  0.        ,  0.        ,  0.        ,  0.        ,
         0.        ],
       [ 0.74821206,  0.92692111,  0.24871227,  0.26904958,  0.80410194,
         0.22304055],
       [ 0.22582605,  0.37671244,  0.96510957,  0.88819053,  0.14654176,
         0.33987323]])






Hint: Use the following numpy functions - np.random.random,
np.any as well as Boolean indexing and the axis argument.

# YOUR CODE HERE

xs = np.random.random((10,6))
print xs
print
xs[(xs < 0.1).any(axis=1), :] = 0
print xs






[[ 0.5117  0.9098  0.2184  0.3631  0.855   0.7114]
 [ 0.3929  0.2313  0.3802  0.5492  0.5567  0.0041]
 [ 0.638   0.0576  0.043   0.8751  0.2926  0.7628]
 [ 0.3679  0.8735  0.0294  0.552   0.2402  0.8848]
 [ 0.4602  0.1932  0.2937  0.8179  0.5595  0.6779]
 [ 0.8091  0.8686  0.418   0.0589  0.4785  0.5212]
 [ 0.5806  0.3092  0.9199  0.6553  0.3492  0.5411]
 [ 0.4491  0.2823  0.2959  0.5635  0.7152  0.5176]
 [ 0.352   0.6328  0.8731  0.1679  0.9875  0.3494]
 [ 0.8262  0.0655  0.0054  0.8869  0.9113  0.1994]]

[[ 0.5117  0.9098  0.2184  0.3631  0.855   0.7114]
 [ 0.      0.      0.      0.      0.      0.    ]
 [ 0.      0.      0.      0.      0.      0.    ]
 [ 0.      0.      0.      0.      0.      0.    ]
 [ 0.4602  0.1932  0.2937  0.8179  0.5595  0.6779]
 [ 0.      0.      0.      0.      0.      0.    ]
 [ 0.5806  0.3092  0.9199  0.6553  0.3492  0.5411]
 [ 0.4491  0.2823  0.2959  0.5635  0.7152  0.5176]
 [ 0.352   0.6328  0.8731  0.1679  0.9875  0.3494]
 [ 0.      0.      0.      0.      0.      0.    ]]






4. Use np.linspace to create an array of 100 numbers between 0
and \(2\pi\) (includsive).


	Extract every 10th element using slice notation

	Reverse the array using slice notation

	Extract elements where the absolute difference between the sine and
cosine functions evaluated at that element is less than 0.1

	Make a plot showing the sin and cos functions and indicate where they
are close



# YOUR CODE HERE

xs = np.linspace(0, 2*np.pi, 100)
print xs[::10]
print
print xs[::-1]
print
idx = np.abs(np.sin(xs)-np.cos(xs)) < 0.1
print xs[idx]
print
plt.scatter(xs[idx], np.sin(xs[idx]))
plt.plot(xs, np.sin(xs), xs, np.cos(xs));






[ 0.      0.6347  1.2693  1.904   2.5387  3.1733  3.808   4.4427  5.0773
  5.712 ]

[ 6.2832  6.2197  6.1563  6.0928  6.0293  5.9659  5.9024  5.8389  5.7755
  5.712   5.6485  5.5851  5.5216  5.4581  5.3947  5.3312  5.2677  5.2043
  5.1408  5.0773  5.0139  4.9504  4.8869  4.8235  4.76    4.6965  4.6331
  4.5696  4.5061  4.4427  4.3792  4.3157  4.2523  4.1888  4.1253  4.0619
  3.9984  3.9349  3.8715  3.808   3.7445  3.6811  3.6176  3.5541  3.4907
  3.4272  3.3637  3.3003  3.2368  3.1733  3.1099  3.0464  2.9829  2.9195
  2.856   2.7925  2.7291  2.6656  2.6021  2.5387  2.4752  2.4117  2.3483
  2.2848  2.2213  2.1579  2.0944  2.0309  1.9675  1.904   1.8405  1.7771
  1.7136  1.6501  1.5867  1.5232  1.4597  1.3963  1.3328  1.2693  1.2059
  1.1424  1.0789  1.0155  0.952   0.8885  0.8251  0.7616  0.6981  0.6347
  0.5712  0.5077  0.4443  0.3808  0.3173  0.2539  0.1904  0.1269  0.0635
  0.    ]

[ 0.7616  0.8251  3.8715  3.9349]







5. Create a matrix that shows the 10 by 10 multiplication table.


	Find the trace of the matrix

	Extract the anto-diagonal (this should be
array([10, 18, 24, 28, 30, 30, 28, 24, 18, 10]))

	Extract the diagnoal offset by 1 upwards (this should be
array([ 2,  6, 12, 20, 30, 42, 56, 72, 90]))



# YOUR CODE HERE

ns = np.arange(1, 11)
m = ns[:, None] * ns[None, :]
print m
print
print m.trace()
print
print np.flipud(m).diagonal()
print
print m.diagonal(offset=1)






[[  1   2   3   4   5   6   7   8   9  10]
 [  2   4   6   8  10  12  14  16  18  20]
 [  3   6   9  12  15  18  21  24  27  30]
 [  4   8  12  16  20  24  28  32  36  40]
 [  5  10  15  20  25  30  35  40  45  50]
 [  6  12  18  24  30  36  42  48  54  60]
 [  7  14  21  28  35  42  49  56  63  70]
 [  8  16  24  32  40  48  56  64  72  80]
 [  9  18  27  36  45  54  63  72  81  90]
 [ 10  20  30  40  50  60  70  80  90 100]]

385

[10 18 24 28 30 30 28 24 18 10]

[ 2  6 12 20 30 42 56 72 90]






6. Diagonalize the follwoing matrix

A = np.array([
    [1,  2, 1],
    [6, -1, 0],
    [-1,-2,-1]
])






In other words, find the invertible matrix \(P\) and the diagonal
matrix \(D\) such that $A = PDP^{-1} $. Confirm by calculating the
value of $PDP^{-1} $.


	Do this mnaully

	Then use numpy.linalg functions to do the same



# YOUR CODE HERE

A = np.array([
    [1,  2, 1],
    [6, -1, 0],
    [-1,-2,-1]
])

dotm = lambda *args: reduce(np.dot, args)

u, V = la.eig(A)
P = V
D = np.diag(u)
print P
print
print np.real_if_close(np.round(u))
print

np.real_if_close(np.round(dotm(P, D, la.inv(P)), 6))






[[ 0.4082 -0.4851 -0.0697]
 [-0.8165 -0.7276 -0.418 ]
 [-0.4082  0.4851  0.9058]]

[-4.  3.  0.]






array([[ 1.,  2.,  1.],
       [ 6., -1., -0.],
       [-1., -2., -1.]])






The code below just intorduces some of the symbolic algebra capabilities
of Python ...

from sympy import symbols, init_printing, roots, solve, eye
from sympy.matrices import Matrix

init_printing()

x = symbols('x')






M = Matrix([
    [1,  2, 1],
    [6, -1, 0],
    [-1,-2,-1]
])






M







\[\begin{split}\left[\begin{matrix}1 & 2 & 1\\6 & -1 & 0\\-1 & -2 & -1\end{matrix}\right]\end{split}\]

# Find characteristic polynomial
poly = M.charpoly(x)
poly.as_poly()







\[\operatorname{Poly}{\left( x^{3} + x^{2} - 12 x, x, domain=\mathbb{Z} \right)}\]

# eigenvalues are the roots
roots(poly)







\[\begin{split}\begin{Bmatrix}-4 : 1, & 0 : 1, & 3 : 1\end{Bmatrix}\end{split}\]

7. Use the function provided below to visualize matrix
multiplication as a geometric transformation by experiment with differnt
values of the matrix \(m\).


	What does a diagonal matrix do to the origianl vectors?

	What does a non-invertible matrix do to the original vectors?

	What property results in matrices that preserves the area of the
parallelogram spanned by the two vectors?

	What property results in matrices that also preserve the length and
angle of the original vectors?

	What additional property is necessary to preserve the orientation of
the original vecotrs?

	What does the transpose of the matrix that preserves the length and
angle of the original vectors do?

	Write a function that when given any two non-colinear 2D vectors u,
v, finds a transformation that converts u into e1 (1,0) and v into e2
(0,1).



#  Provided function
def plot_matrix_transform(m):
    """Show the geometric effect of m on the standard unit vectors e1 and e2."""

    e1 = np.array([1,0])
    e2 = np.array([0,1])
    v1 = np.dot(m, e1)
    v2 = np.dot(m, e2)

    X = np.zeros((2,2))
    Y = np.zeros((2,2))
    pts = np.array([e1,e2,v1,v2])
    U = pts[:, 0]
    V = pts[:, 1]
    C = [0,1,0,1]

    xmin = min(-1, U.min())
    xmax = max(1, U.max())
    ymin = min(-1, V.min())
    ymax = max(-1, V.max())

    plt.figure(figsize=(6,6))
    plt.quiver(X, Y, U, V, C, angles='xy', scale_units='xy', scale=1)
    plt.axis([xmin, xmax, ymin, ymax]);






### Example usage
m = np.array([[1,2],[3,4]])
plot_matrix_transform(m)







# YOUR CODE HERE

A1 = np.diag([2,3])
A2 = np.array([[2,3],[1,1.5]])
A3 = np.array([[np.cos(1), -np.sin(1)], [np.sin(1), np.cos(1)]])
A4 = np.array([[np.cos(1), np.sin(1)], [np.sin(1), -np.cos(1)]])

print A1, la.det(A1)
print
print A2, la.det(A2)
print
print A3, la.det(A3)
print
print A4, la.det(A4)






[[2 0]
 [0 3]] 6.0

[[ 2.   3. ]
 [ 1.   1.5]] 0.0

[[ 0.5403 -0.8415]
 [ 0.8415  0.5403]] 1.0

[[ 0.5403  0.8415]
 [ 0.8415 -0.5403]] -1.0






print A3.dot(A3.T)






[[ 1.  0.]
 [ 0.  1.]]






print A4.dot(A4.T)






[[ 1.  0.]
 [ 0.  1.]]






# A diagnoal matrix simply scales the vectors
# This gives insight into what the eigendecomposition tells us
plot_matrix_transform(A1)







# A singluar matrix collapses one vector onto another
# The determinant is zero becasue the parallelogram area is zero
plot_matrix_transform(A2)







# An orthogoanl matrix preservees length and angle
# Hence the area is also preserved and the determinant is 1
# In 2D it is etiher a rotation (shown here)
plot_matrix_transform(A3)







# or a refelction
# The reflection does not preserve orietnation
# This is indicated by the determinatn being -1
plot_matrix_transform(A4)







# The tranpose of an orthogonal matrix is its inverse
plot_matrix_transform(A3.T)







def transform(u, v):
    """Retruns a matrix that converts u into e1 (1,0) and v into e2 (0,1)."""
    return la.inv(np.vstack([u, v]).T)

u = np.random.random(2)
v = np.random.random(2)

M = transform(u, v)
print u, M.dot(u)
print v, M.dot(v)






[ 0.0276  0.8173] [ 1.  0.]
[ 0.2418  0.0561] [ 0.  1.]






8. Find and plot the least squares fit to the given values of
\(x\) and \(y\) for the following:


	a constant

	a quadratic equation

	a 5th order polynomial

	a polynomial of order 50



plt.figure(figsize=(12,8))
x = np.load('x.npy')
y = np.load('y.npy')
plt.plot(x, y, 'o')

### YOUR CODE HERE
p0 = np.poly1d(np.polyfit(x, y, 0))
p2 = np.poly1d(np.polyfit(x, y, 2))
p5 = np.poly1d(np.polyfit(x, y, 5))
p50 = np.poly1d(np.polyfit(x, y, 50))

plt.plot(x, p0(x), 'b:', linewidth=2)
plt.plot(x, p2(x), 'b-', linewidth=2)
plt.plot(x, p5(x), 'g--', linewidth=2)
plt.plot(x, p50(x), 'r-.', linewidth=2)
plt.legend(['Data', 'Constant', 'Qaudratic', 'Order 5', 'Order 50'], loc='best', fontsize=20);






/Users/cliburn/anaconda/lib/python2.7/site-packages/numpy/lib/polynomial.py:588: RankWarning: Polyfit may be poorly conditioned
  warnings.warn(msg, RankWarning)







%load_ext version_information

%version_information numpy, scipy






	Software
	Version


	Python
	2.7.9 64bit [GCC 4.2.1 (Apple Inc. build 5577)]


	IPython
	2.3.1


	OS
	Darwin 13.4.0 x86_64 i386 64bit


	numpy
	1.9.1


	scipy
	0.14.0


	Thu Jan 22 15:43:33 2015 EST








Using Pandas

The numpy module is excellent for numerical computations, but to
handle missing data or arrays with mixed types takes more work. The
pandas module provides objects similar to R’s data frames, and these
are more convenient for most statistical analysis. The pandas module
also provides many mehtods for data import and manipulaiton that we will
explore in this section.

Pandas for R
Users

import pandas as pd
import statsmodels.api as sm
from pandas import Series, DataFrame, Panel
from string import ascii_lowercase as letters
from scipy.stats import chisqprob







Series

Series is a 1D array with axis labels.

# Creating a series and extracting elements.

xs = Series(np.arange(10), index=tuple(letters[:10]))
print xs[:3],'\n'
print xs[7:], '\n'
print xs[::3], '\n'
print xs[['d', 'f', 'h']], '\n'
print xs.d, xs.f, xs.h






a    0
b    1
c    2
dtype: int64

h    7
i    8
j    9
dtype: int64

a    0
d    3
g    6
j    9
dtype: int64

d    3
f    5
h    7
dtype: int64

3 5 7






# All the numpy functions wiill work with Series objects, and return another Series

y1, y2 = np.mean(xs), np.var(xs)
y1, y2






(4.5, 8.25)






# Matplotlib will work on Series objects too
plt.plot(xs, np.sin(xs), 'r-o', xs, np.cos(xs), 'b-x');







# Convert to numpy arrays with values

print xs.values






[0 1 2 3 4 5 6 7 8 9]






# The Series datatype can also be used to represent time series

import datetime as dt
from pandas import date_range

# today = dt.date.today()
today = dt.datetime.strptime('Jan 21 2015', '%b %d %Y')
print today, '\n'
days = date_range(today, periods=35, freq='D')
ts = Series(np.random.normal(10, 1, len(days)), index=days)

# Extracting elements
print ts[0:4], '\n'
print ts['2015-01-21':'2015-01-28'], '\n' # Note - includes end time






2015-01-21 00:00:00

2015-01-21     9.719261
2015-01-22     8.894461
2015-01-23    10.074521
2015-01-24    10.769334
Freq: D, dtype: float64

2015-01-21     9.719261
2015-01-22     8.894461
2015-01-23    10.074521
2015-01-24    10.769334
2015-01-25    10.159401
2015-01-26     8.992754
2015-01-27     9.681121
2015-01-28     9.908445
Freq: D, dtype: float64






# We can geenerate statistics for time ranges with the resample method
# For example, suppose we are interested in weekly means, standard deviations and sum-of-squares

df = ts.resample(rule='W', how=('mean', 'std', lambda x: sum(x*x)))
df








  
    
      	
      	mean
      	std
      	<lambda>
    

  
  
    
      	2015-01-25
      	  9.923396
      	 0.688209
      	 494.263430
    

    
      	2015-02-01
      	 10.357088
      	 0.848930
      	 755.208973
    

    
      	2015-02-08
      	 10.224806
      	 0.869441
      	 736.362134
    

    
      	2015-02-15
      	 10.672230
      	 0.942680
      	 802.607338
    

    
      	2015-02-22
      	  9.785174
      	 1.012906
      	 676.403270
    

    
      	2015-03-01
      	  9.495084
      	 1.472653
      	 182.481942
    

  







DataFrame

For statisticians, a DataFrame is similar to the R dataframe object. For
everyone else, it is like a simple tabular spreadsheet. Each column is a
Series object.

# Note that the df object in the previous cell is a DataFrame
print type(df)






<class 'pandas.core.frame.DataFrame'>






# Renaming columns
# The use of mean and std are problmeatic because there are also methods in dataframe with those names
# Also, <lambda> is unifnormative
# So we would like to give better names to the columns of df

df.columns = ('mu', 'sigma', 'sum_of_sq')
print df






                   mu     sigma   sum_of_sq
2015-01-25   9.923396  0.688209  494.263430
2015-02-01  10.357088  0.848930  755.208973
2015-02-08  10.224806  0.869441  736.362134
2015-02-15  10.672230  0.942680  802.607338
2015-02-22   9.785174  1.012906  676.403270
2015-03-01   9.495084  1.472653  182.481942






# Extracitng columns from a DataFrame

print df.mu, '\n' # by attribute
print df['sigma'], '\n' # by column name






2015-01-25     9.923396
2015-02-01    10.357088
2015-02-08    10.224806
2015-02-15    10.672230
2015-02-22     9.785174
2015-03-01     9.495084
Freq: W-SUN, Name: mu, dtype: float64

2015-01-25    0.688209
2015-02-01    0.848930
2015-02-08    0.869441
2015-02-15    0.942680
2015-02-22    1.012906
2015-03-01    1.472653
Freq: W-SUN, Name: sigma, dtype: float64






# Extracting rows from a DataFrame

print df[1:3], '\n'
print df['2015-01-21'::2]






                   mu     sigma   sum_of_sq
2015-02-01  10.357088  0.848930  755.208973
2015-02-08  10.224806  0.869441  736.362134

                   mu     sigma   sum_of_sq
2015-01-25   9.923396  0.688209  494.263430
2015-02-08  10.224806  0.869441  736.362134
2015-02-22   9.785174  1.012906  676.403270






# Extracting blocks and scalars

print df.iat[2, 2], '\n' # extract an element with iat()
print df.loc['2015-01-25':'2015-03-01', 'sum_of_sq'], '\n' # indexing by label
print df.iloc[:3, 2], '\n'  # indexing by position
print df.ix[:3, 'sum_of_sq'], '\n' # by label OR position






736.362134378

2015-01-25    494.263430
2015-02-01    755.208973
2015-02-08    736.362134
2015-02-15    802.607338
2015-02-22    676.403270
2015-03-01    182.481942
Freq: W-SUN, Name: sum_of_sq, dtype: float64

2015-01-25    494.263430
2015-02-01    755.208973
2015-02-08    736.362134
Freq: W-SUN, Name: sum_of_sq, dtype: float64

2015-01-25    494.263430
2015-02-01    755.208973
2015-02-08    736.362134
Freq: W-SUN, Name: sum_of_sq, dtype: float64






# Using Boolean conditions for selecting eleements

print df[(df.sigma < 1) & (df.sum_of_sq < 700)], '\n' # need parenthesis because of operator precedence
print df.query('sigma < 1 and sum_of_sq < 700') # the query() method allows more readable query strings






                  mu     sigma  sum_of_sq
2015-01-25  9.923396  0.688209  494.26343

                  mu     sigma  sum_of_sq
2015-01-25  9.923396  0.688209  494.26343









Panels

Panels are 3D arrays - they can be thought of as dictionaries of
DataFrames.

df= np.random.binomial(100, 0.95, (9,2))
dm = np.random.binomial(100, 0.9, [12,2])
dff = DataFrame(df, columns = ['Physics', 'Math'])
dfm = DataFrame(dm, columns = ['Physics', 'Math'])
score_panel = Panel({'Girls': dff, 'Boys': dfm})
print score_panel, '\n'






<class 'pandas.core.panel.Panel'>
Dimensions: 2 (items) x 12 (major_axis) x 2 (minor_axis)
Items axis: Boys to Girls
Major_axis axis: 0 to 11
Minor_axis axis: Physics to Math






score_panel['Girls'].transpose()








  
    
      	
      	0
      	1
      	2
      	3
      	4
      	5
      	6
      	7
      	8
      	9
      	10
      	11
    

  
  
    
      	Physics
      	 95
      	 95
      	 96
      	 95
      	 93
      	 95
      	 96
      	 94
      	 96
      	NaN
      	NaN
      	NaN
    

    
      	Math
      	 95
      	 95
      	 94
      	 92
      	 91
      	 92
      	 96
      	 95
      	 97
      	NaN
      	NaN
      	NaN
    

  




# find physics and math scores of girls who scored >= 93 in math
# a DataFrame is returned
score_panel.ix['Girls', score_panel.Girls.Math >= 93, :]








  
    
      	
      	Physics
      	Math
    

  
  
    
      	0
      	 95
      	 95
    

    
      	1
      	 95
      	 95
    

    
      	2
      	 96
      	 94
    

    
      	6
      	 96
      	 96
    

    
      	7
      	 94
      	 95
    

    
      	8
      	 96
      	 97
    

  







Split-Apply-Combine

Many statistical summaries are in the form of split along some property,
then apply a funciton to each subgroup and finally combine the results
into some object. This is known as the ‘split-apply-combine’ pattern and
implemnented in Pandas via groupby() and a function that can be applied
to each subgroup.

# import a DataFrame to play with
try:
    tips = pd.read_pickle('tips.pic')
except:
    tips = pd.read_csv('https://raw.github.com/vincentarelbundock/Rdatasets/master/csv/reshape2/tips.csv', )
    tips.to_pickle('tips.pic')






tips.head(n=4)








  
    
      	
      	Unnamed: 0
      	total_bill
      	tip
      	sex
      	smoker
      	day
      	time
      	size
    

  
  
    
      	0
      	 1
      	 16.99
      	 1.01
      	 Female
      	 No
      	 Sun
      	 Dinner
      	 2
    

    
      	1
      	 2
      	 10.34
      	 1.66
      	   Male
      	 No
      	 Sun
      	 Dinner
      	 3
    

    
      	2
      	 3
      	 21.01
      	 3.50
      	   Male
      	 No
      	 Sun
      	 Dinner
      	 3
    

    
      	3
      	 4
      	 23.68
      	 3.31
      	   Male
      	 No
      	 Sun
      	 Dinner
      	 2
    

  




# We have an extra set of indices in the first column
# Let's get rid of it

tips = tips.ix[:, 1:]
tips.head(n=4)








  
    
      	
      	total_bill
      	tip
      	sex
      	smoker
      	day
      	time
      	size
    

  
  
    
      	0
      	 16.99
      	 1.01
      	 Female
      	 No
      	 Sun
      	 Dinner
      	 2
    

    
      	1
      	 10.34
      	 1.66
      	   Male
      	 No
      	 Sun
      	 Dinner
      	 3
    

    
      	2
      	 21.01
      	 3.50
      	   Male
      	 No
      	 Sun
      	 Dinner
      	 3
    

    
      	3
      	 23.68
      	 3.31
      	   Male
      	 No
      	 Sun
      	 Dinner
      	 2
    

  




# For an example of the split-apply-combine pattern, we want to see counts by sex and smoker status.
# In other words, we split by sex and smoker status to get 2x2 groups,
# then apply the size function to count the number of entries per group
# and finally combine the results into a new multi-index Series

grouped = tips.groupby(['sex', 'smoker'])
grouped.size()






sex     smoker
Female  No        54
        Yes       33
Male    No        97
        Yes       60
dtype: int64






# If you need the margins, use the crosstab function

pd.crosstab(tips.sex, tips.smoker, margins=True)








  
    
      	smoker
      	No
      	Yes
      	All
    

    
      	sex
      	
      	
      	
    

  
  
    
      	Female
      	  54
      	 33
      	  87
    

    
      	Male
      	  97
      	 60
      	 157
    

    
      	All
      	 151
      	 93
      	 244
    

  




# If more than 1 column of resutls is generated, a DataFrame is returned

grouped.mean()








  
    
      	
      	
      	total_bill
      	tip
      	size
    

    
      	sex
      	smoker
      	
      	
      	
    

  
  
    
      	Female
      	No
      	 18.105185
      	 2.773519
      	 2.592593
    

    
      	Yes
      	 17.977879
      	 2.931515
      	 2.242424
    

    
      	Male
      	No
      	 19.791237
      	 3.113402
      	 2.711340
    

    
      	Yes
      	 22.284500
      	 3.051167
      	 2.500000
    

  




# The returned results can be further manipulated via apply()
# For example, suppose the bill and tips are in USD but we want EUR

import json
import urllib

# get current conversion rate
converter = json.loads(urllib.urlopen('http://rate-exchange.appspot.com/currency?from=USD&to=EUR').read())
print converter
grouped['total_bill', 'tip'].mean().apply(lambda x: x*converter['rate'])






{u'to': u'EUR', u'rate': 0.879191, u'from': u'USD'}








  
    
      	
      	
      	total_bill
      	tip
    

    
      	sex
      	smoker
      	
      	
    

  
  
    
      	Female
      	No
      	 15.917916
      	 2.438453
    

    
      	Yes
      	 15.805989
      	 2.577362
    

    
      	Male
      	No
      	 17.400278
      	 2.737275
    

    
      	Yes
      	 19.592332
      	 2.682558
    

  




# We can also transform the original data for more convenient analysis
# For example, suppose we want standardized units for total bill and tips

zscore = lambda x: (x - x.mean())/x.std()

std_grouped = grouped['total_bill', 'tip'].transform(zscore)
std_grouped.head(n=4)








  
    
      	
      	total_bill
      	tip
    

  
  
    
      	0
      	-0.153049
      	-1.562813
    

    
      	1
      	-1.083042
      	-0.975727
    

    
      	2
      	 0.139661
      	 0.259539
    

    
      	3
      	 0.445623
      	 0.131984
    

  




# Suppose we want to apply a set of functions to only some columns
grouped['total_bill', 'tip'].agg(['mean', 'min', 'max'])








  
    
      	
      	
      	total_bill
      	tip
    

    
      	
      	
      	mean
      	min
      	max
      	mean
      	min
      	max
    

    
      	sex
      	smoker
      	
      	
      	
      	
      	
      	
    

  
  
    
      	Female
      	No
      	 18.105185
      	 7.25
      	 35.83
      	 2.773519
      	 1.00
      	  5.2
    

    
      	Yes
      	 17.977879
      	 3.07
      	 44.30
      	 2.931515
      	 1.00
      	  6.5
    

    
      	Male
      	No
      	 19.791237
      	 7.51
      	 48.33
      	 3.113402
      	 1.25
      	  9.0
    

    
      	Yes
      	 22.284500
      	 7.25
      	 50.81
      	 3.051167
      	 1.00
      	 10.0
    

  




# We can also apply specific functions to specific columns
df = grouped.agg({'total_bill': (min, max), 'tip': sum})
df








  
    
      	
      	
      	tip
      	total_bill
    

    
      	
      	
      	sum
      	min
      	max
    

    
      	sex
      	smoker
      	
      	
      	
    

  
  
    
      	Female
      	No
      	 149.77
      	 7.25
      	 35.83
    

    
      	Yes
      	  96.74
      	 3.07
      	 44.30
    

    
      	Male
      	No
      	 302.00
      	 7.51
      	 48.33
    

    
      	Yes
      	 183.07
      	 7.25
      	 50.81
    

  







Using statsmodels

Many of the basic statistical tools available in R are replicted in the
statsmodels package. We will only show one example.

# Simulate the genotype for 4 SNPs in a case-control study using an additive genetic model

n = 1000
status = np.random.choice([0,1], n )
genotype = np.random.choice([0,1,2], (n,4))
genotype[status==0] = np.random.choice([0,1,2], (sum(status==0), 4), p=[0.33, 0.33, 0.34])
genotype[status==1] = np.random.choice([0,1,2], (sum(status==1), 4), p=[0.2, 0.3, 0.5])
df = DataFrame(np.hstack([status[:, np.newaxis], genotype]), columns=['status', 'SNP1', 'SNP2', 'SNP3', 'SNP4'])
df.head(6)








  
    
      	
      	status
      	SNP1
      	SNP2
      	SNP3
      	SNP4
    

  
  
    
      	0
      	 0
      	 2
      	 1
      	 2
      	 0
    

    
      	1
      	 1
      	 1
      	 0
      	 2
      	 2
    

    
      	2
      	 1
      	 0
      	 1
      	 2
      	 1
    

    
      	3
      	 1
      	 2
      	 2
      	 1
      	 2
    

    
      	4
      	 1
      	 1
      	 2
      	 0
      	 1
    

    
      	5
      	 1
      	 0
      	 0
      	 1
      	 2
    

  




# Use statsmodels to fit a logistic regression to  the data
fit1 = sm.Logit.from_formula('status ~ %s' % '+'.join(df.columns[1:]), data=df).fit()
fit1.summary()






Optimization terminated successfully.
         Current function value: 0.642824
         Iterations 5







Logit Regression Results

  	Dep. Variable:
      	status
      	  No. Observations:  
  	  1000



  	Model:
               	Logit
      	  Df Residuals:      
  	   995



  	Method:
               	MLE
       	  Df Model:          
  	     4



  	Date:
          	Thu, 22 Jan 2015
 	  Pseudo R-squ.:     
  	0.07259



  	Time:
              	15:34:43
     	  Log-Likelihood:    
 	 -642.82



  	converged:
           	True
       	  LL-Null:           
 	 -693.14



  	 
                      	 
        	  LLR p-value:       
 	7.222e-21







      	
         	coef
     	std err
      	z
      	P>|z|
 	[95.0% Conf. Int.]



  	Intercept
 	   -1.7409
 	    0.203
 	   -8.560
 	 0.000
 	   -2.140    -1.342



  	SNP1
      	    0.4306
 	    0.083
 	    5.173
 	 0.000
 	    0.267     0.594



  	SNP2
      	    0.3155
 	    0.081
 	    3.882
 	 0.000
 	    0.156     0.475



  	SNP3
      	    0.2255
 	    0.082
 	    2.750
 	 0.006
 	    0.065     0.386



  	SNP4
      	    0.5341
 	    0.083
 	    6.404
 	 0.000
 	    0.371     0.698





# Alternative using GLM - similar to R
fit2 = sm.GLM.from_formula('status ~ SNP1 + SNP2 + SNP3 + SNP4', data=df, family=sm.families.Binomial()).fit()
print fit2.summary()
print chisqprob(fit2.null_deviance - fit2.deviance, fit2.df_model)
print(fit2.null_deviance - fit2.deviance, fit2.df_model)






                 Generalized Linear Model Regression Results
==============================================================================
Dep. Variable:                 status   No. Observations:                 1000
Model:                            GLM   Df Residuals:                      995
Model Family:                Binomial   Df Model:                            4
Link Function:                  logit   Scale:                             1.0
Method:                          IRLS   Log-Likelihood:                -642.82
Date:                Thu, 22 Jan 2015   Deviance:                       1285.6
Time:                        15:34:43   Pearson chi2:                 1.01e+03
No. Iterations:                     5
==============================================================================
                 coef    std err          t      P>|t|      [95.0% Conf. Int.]
------------------------------------------------------------------------------
Intercept     -1.7409      0.203     -8.560      0.000        -2.140    -1.342
SNP1           0.4306      0.083      5.173      0.000         0.267     0.594
SNP2           0.3155      0.081      3.882      0.000         0.156     0.475
SNP3           0.2255      0.082      2.750      0.006         0.065     0.386
SNP4           0.5341      0.083      6.404      0.000         0.371     0.698
==============================================================================
7.22229516479e-21
(100.63019840179481, 4)









Computational problems in statistics

Starting with some data (which may come from an experiment or a
simulation), we often use statsitics to answer a few typcical questions:


	How well does the data match some assumed (null) distribution
[hypotehsis testing]?

	If it doesn’t match well but we think it is likely to belong to a
known family of distributions, can we estiamte the parameters [point
estimate]?

	How accurate are the parameter estimates [interval estimates]?

	Can we estimate the entire distribution [function estimation or
approximation]?



Most commonly, the computational approaches used to address these
questions will involve


	minimization off residuals (e.g. least squeares)
	Numerical optimization





	maximum likelihood
	Numerical optimization

	Expectation maximization (EM)





	Monte Carlo methods
	Simulation of null distribution (bootstrap, permutation)

	Estimation of posterior density (Monte Carlo integration, MCMC,
EM)







Rarely (i.e. textbook examples), we can find a closed form solution to
these problems.


Textbook example - is coin fair?

Data comes from simulation.

n = 100
pcoin = 0.62 # actual value of p for coin
results = st.bernoulli(pcoin).rvs(n)
h = sum(results)
print h






62






# Expected distribution for fair coin
p = 0.5
rv = st.binom(n, p)
mu = rv.mean()
sd = rv.std()
mu, sd






(50.0000, 5.0000)







Using binomial test

Hypothesis testing framework.

st.binom_test(h, n, p)






0.0210









Using z-test approximation with continuity correction

Use of approximation when true solution is computatioanlly expensive.

z = (h-0.5-mu)/sd
z






2.3000






2*(1 - st.norm.cdf(z))






0.0214









Using simulation to estimate null distribution

Use simulaiton when we don’t have any theory (e.g. data doesen’t meet
assumptions of test)

nsamples = 100000
xs = np.random.binomial(n, p, nsamples)






2*np.sum(xs >= h)/(xs.size + 0.0)






0.0202









Maximum likelihood estimate of pcoin

Point estimate of parameter.

print "Maximum likelihood", np.sum(results)/float(len(results))






Maximum likelihood 0.62









Using bootstrap to esitmate confidenc intervals for pcoin

Interval etsimate of parameter.

bs_samples = np.random.choice(results, (nsamples, len(results)), replace=True)
bs_ps = np.mean(bs_samples, axis=1)
bs_ps.sort()
print "Bootstrap CI: (%.4f, %.4f)" % (bs_ps[int(0.025*nsamples)], bs_ps[int(0.975*nsamples)])






Bootstrap CI: (0.5200, 0.7100)











Bayesian approach

The Bayesian approach directly estimates the posterior distribution,
from which all other point/interval statistics can be estimated.

a, b = 10, 10
prior = st.beta(a, b)
post = st.beta(h+a, n-h+b)
ci = post.interval(0.95)
map_ =(h+a-1.0)/(n+a+b-2.0)

xs = np.linspace(0, 1, 100)
plt.plot(prior.pdf(xs), label='Prior')
plt.plot(post.pdf(xs), label='Posterior')
plt.axvline(mu, c='red', linestyle='dashed', alpha=0.4)
plt.xlim([0, 100])
plt.axhline(0.3, ci[0], ci[1], c='black', linewidth=2, label='95% CI');
plt.axvline(n*map_, c='blue', linestyle='dashed', alpha=0.4)
plt.legend();










Comment

All the above calculations have simple analytic solutions. For most real
life problems reuqireing more complex statistical models, we will need
to search for solutions using more advanced numerical methods and
simulations. However, the types of problems that we will be addressing
are largely similar to those asked of the toy coin toss problem. These
include


	point estimation (e.g. summary statistics)

	interval estimation (e.g. confidence intervals or Bayesian credible
intervals)

	function estimation (e.g. density estimation, posteriro
distributions)



and most will require some knowledge of numerical methods for


	optimization (e.g. least squares minimizaiton, maximum likelihood)

	Monte Carlo simulations (e.g. Monte Carlo integration, MCMC,
bootstrap, permutation-resampling)



The next section of the course will focus on the ideas behiind these
numerical methods.




Computer numbers and mathematics

For this course, we will only be concerned with fixed point numbers
(representing integers) and floating point numbers (representing reals).
Since computer represnetaions of numbers are finite, they are only
approximations to the integer ring and real field of mathematics. This
notebook presents a small list of things to be mindful of to avoid
unexpected results.

References


	https://docs.python.org/2/tutorial/floatingpoint.html

	http://introcs.cs.princeton.edu/java/lectures/9scientific.pdf



The Julia language has a particularly friendly and comprehensive
intorduction to computer
arithmetic
which is also appicable to Python.


Some examples of numbers behaving badly


Normalizing weights

Given a set of weights, we want to nromalize them so that the sum = 1.

def normalize(ws):
    """Returns normalized set of weights that sum to 1."""
    s = sum(ws)
    return [w/s for w in ws]






ws = [1,2,3,4,5]
normalize(ws)






[0, 0, 0, 0, 0]









Comparing likleihoods

Assuming indepdnece, the likelihood of observing some data points given
a distributional model for each data point is the product of the
likelihood for each data point.

from scipy.stats import norm

rv1 = norm(0, 1)
rv2 = norm(0, 3)

xs = np.random.normal(0, 3, 1000)
likelihood1 = np.prod(rv1.pdf(xs))
likelihood2 = np.prod(rv2.pdf(xs))
likelihood2 > likelihood1






False









Equality comparisons

We use an equality condition to exit some loop.

s = 0.0

for i in range(1000):
    s += 1.0/10.0
    if s == 1.0:
        break
print i






999









Calculating variance


\[s^2 = \frac{\sum_{i=1}^{n} x_i^2 - (\sum_{i=1}^n x_i)^2/n}{n-1}\]

def var(xs):
    """Returns variance of sample data."""
    n = 0
    s = 0
    ss = 0

    for x in xs:
        n +=1
        s += x
        ss += x*x

    v = (ss - (s*s)/n)/(n-1)
    return v






# What is the sample variance for numbers from a normal distribution with variance 1?
np.random.seed(4)
xs = np.random.normal(1e9, 1, 1000)
var(xs)






-262.4064











Finite representation of numbers

For integers, there is a maximum and minimum representatble number for
langauges. Python integers are acutally objects, so they intelligently
switch to arbitrary precision numbers when you go beyond these limits,
but this is not true for most other languages including C and R. With 64
bit representation, the maximumm is 2^63 - 1 and the minimum is -2^63 -
1.

import sys
sys.maxint






9223372036854775807






2**63-1 == sys.maxint






True






# Python handles "overflow" of integers gracefully by
# swithing from integers to "long" abritrary precsion numbers
sys.maxint + 1






9223372036854775808L







Integer division

This has been illustrated more than once, becuase it is such a common
source of bugs. Be very careful when dividing one integer by another.
Here are some common workarounds.

# Explicit float conversion

print float(1)/3






0.333333333333






# Implicit float conversion

print (0.0 + 1)/3
print (1.0 * 1)/3






0.333333333333
0.333333333333






# Telling Python to ALWAYS do floaitng point with '/'
# Integer division can still be done with '//'
# The __futre__ package contains routines that are only
# found beyond some Python release number.

from __future__ import division

print (1/3)
print (1//3)






0.333333333333
0






Documentation about the fuure
package




Overflow in langauges such as C “wraps around” and gives negative numbers

This will not work out of the box because the VM is missing some
packages. If you want to really, really want to run this, you can issue
the following commands from the command line and have your sudo password
ready. It is not necessary to run this - this is just an example to show
integer overflow in C - it does not happen in Python.

sudo apt-get update
sudo apt-get install build-essential
sudo apt-get install llvm
pip install git+https://github.com/dabeaz/bitey.git






%%file demo.c

#include "limits.h"

long limit() {
    return LONG_MAX;
}

long overflow() {
    long x = LONG_MAX;
    return x+1;
}






Writing demo.c






! clang -emit-llvm -c demo.c -o demo.o






import bitey
import demo

demo.limit(), demo.overflow()






(9223372036854775807, -9223372036854775808)









Floating point numbers

A floating point number is stored in 3 pieces (sign bit, exponent,
mantissa) so that every float is represetned as get +/- mantissa ^
exponent. Because of this, the interval between consecutive numbers is
smallest (high precison) for numebrs close to 0 and largest for numbers
close to the lower and upper bounds.

Because exponents have to be singed to represent both small and large
numbers, but it is more convenint to use unsigned numbers here, the
exponnent has an offset (also knwnn as the exponentn bias). For example,
if the expoennt is an unsigned 8-bit number, it can rerpesent the range
(0, 255). By using an offset of 128, it will now represent the range
(-127, 128).

from IPython.display import Image







Binary represetnation of a floating point number

Image(url='../Images/ca76e1b9890dbf60404525dc1a556ac0.jpg')









Intervals between consecutive floating point numbers are not constant

Because of this, if you are adding many numbers, it is more accuate to
first add the small numbers before the large numbers.

Image(url='http:///fig1.jpg')









Floating point numbers on your system

Information about the floating point reresentation on your system can be
obtained from sys.float_info. Definitions of the stored values are
given at https://docs.python.org/2/library/sys.html#sys.float_info

import sys

print sys.float_info






sys.float_info(max=1.7976931348623157e+308, max_exp=1024, max_10_exp=308, min=2.2250738585072014e-308, min_exp=-1021, min_10_exp=-307, dig=15, mant_dig=53, epsilon=2.220446049250313e-16, radix=2, rounds=1)









Floating point numbers may not be precise

'%.20f' % (0.1 * 0.1 * 100)






'1.00000000000000022204'






# Because of this, don't chek for equality of floating point numbers!

# Bad
s = 0.0

for i in range(1000):
    s += 1.0/10.0
    if s == 1.0:
        break
print i

# OK

TOL = 1e-9
s = 0.0

for i in range(1000):
    s += 1.0/10.0
    if abs(s - 1.0) < TOL:
        break
print i






999
9






# Loss of precision
1 + 6.022e23 - 6.022e23






0.0000






Lesson: Avoid algorithms that subtract two numbers that are very close
to one anotoer. The loss of significnance is greater when both numbers
are very large due to the limited number of precsion bits available.




Associative law does not necessarily hold

6.022e23 - 6.022e23 + 1






1.0000






1 + 6.022e23 - 6.022e23






0.0000









Distributive law does not hold

a = np.exp(1);
b = np.pi;
c = np.sin(1);
a*(b+c) == a*b+a*c






False






# loss of precision can be a problem when calculating likelihoods
probs = np.random.random(1000)
np.prod(probs)






0.0000






# when multiplying lots of small numbers, work in log space
np.sum(np.log(probs))






-980.0558






Lesson: Work in log space for very small or very big numbers to reduce
underflow/overflow








Using arbitrary precision libraries

If you need precision more than speed (e.g. your code is likely to
underflow or overflow otherwise and you cannot find or don’t want to use
a workaround), Python has support for arbitrary precison mathematics via


	The decimal package in th standard
library

	The mpmath package

	The gmpy2 package



Both mpmath and gmpy2 can be installed via pip

pip install gmpy2
pip install mpmath






These packages allow you to set the precsion of numbers used in
calculations. Refer to the documentation if you need to use these
libraries.




From numbers to Functions: Stability and conditioning

Suppose we have a computer algorithm \(g(x)\) that represents the
mathematical function \(f(x)\). \(g(x)\) is stable if for some
small perturbation \(\epsilon\), \(g(x+\epsilon) \approx f(x)\)

A mathematical function \(f(x)\) is well-conditioned if
\(f(x + \epsilon) \approx f(x)\) for all small perturbations
\(\epsilon\).

That is, the function\(f(x)\) is well-conditioned if the
solution varies gradually as problem varies. For a well-conditinoed
function, all small perutbations have small effects. However, a
poorly-conditioned problem only needs some small perturbations to have
large effects. For example, inverting a nearly singluar matrix is a
poorly condiitioned problem.

A numerical algorithm \(g(x)\) is numerically-stable if
\(g(x) \approx f(x')\) for some \(x' \approx x\). Note that
stability is a property that relates the algorithm \(g(x)\) to the
problem \(f(x)\).

That is, the algorithm\(g(x)\) is numerically stable if it
gives nearly the right answer to nearly the right question.
Numerically unstable algorithms tend to amplify approximation errors due
to computer arithmetic over time. If we used an infitinte precision
numerical system, stable and unstable alorithms would have the same
accuracy. However, as we have seen (e.g. variance calculation), when
using floating point numbers, algebrically equivaelent algorithms can
give different results.

In general, we need both a well-conditinoed problem and nuerical
stabilty of the algorihtm to reliably accurate answers. In this case, we
can be sure that \(g(x) \approx f(x)\).

Unstable version

# Catastrophic cancellation occurs when subtracitng
# two numbers that are very close to one another
# Here is another example

def f(x):
    return (1 - np.cos(x))/(x*x)






x = np.linspace(-4e-8, 4e-8, 100)
plt.plot(x,f(x));
plt.axvline(1.1e-8, color='red')
plt.xlim([-4e-8, 4e-8]);







# We know from L'Hopital's rule that the answer is 0.5 at 0
# and should be very close to 0.5 throughout this tiny interval
# but errors arisee due to catastrophic cancellation

print '%.30f' % np.cos(1.1e-8)
print '%.30f' % (1 - np.cos(1.1e-8)) # exact answer is 6.05e-17
print '%2f' % ((1 - np.cos(1.1e-8))/(1.1e-8*1.1e-8))






0.999999999999999888977697537484
0.000000000000000111022302462516
0.917540






Stable version

# Numerically stable version of funtion
# using long-forgotten half-angle formula from trignometry

def f1(x):
    return 2*np.sin(x/2)**2/(x*x)






x = np.linspace(-4e-8, 4e-8, 100)
plt.plot(x,f1(x));
plt.axvline(1.1e-8, color='red')
plt.xlim([-4e-8, 4e-8]);








Stable and unstable versions of variance


\[s^2 = \frac{1}{n-1}\sum(x - \bar{x})^2\]

# sum of squares method (vectorized version)
def sum_of_squers_var(x):
    n = len(x)
    return (1.0/(n*(n-1))*(n*np.sum(x**2) - (np.sum(x))**2))






This should set off warning bells - big number minus big number!

# direct method
def direct_var(x):
    n = len(x)
    xbar = np.mean(x)
    return 1.0/(n-1)*np.sum((x - xbar)**2)






Much better - at least the squaring occurs after the subtraction

# Welford's method
def welford_var(x):
    s = 0
    m = x[0]
    for i in range(1, len(x)):
        m += (x[i]-m)/i
        s += (x[i]-m)**2
    return s/(len(x) -1 )






Classic algorithm from Knuth’s Art of Computer Programming

x_ = np.random.uniform(0,1,1e6)
x = 1e12 + x_






# correct answer
np.var(x_)






0.0835






sum_of_squers_var(x)






737870500.8189






direct_var(x)






0.0835






welford_var(x)






0.0835






Lesson: Mathematical formulas may behave differently when directly
translated into code!

This problem also appears in navie algorithms for finding simple
regression coefficients and Pearson’s correlation coefficient.

See this series of blog posts for a clear explanation:


	http://www.johndcook.com/blog/2008/09/28/theoretical-explanation-for-numerical-results/

	http://www.johndcook.com/blog/2008/09/26/comparing-three-methods-of-computing-standard-deviation/

	http://www.johndcook.com/blog/2008/10/20/comparing-two-ways-to-fit-a-line-to-data/

	http://www.johndcook.com/blog/2008/11/05/how-to-calculate-pearson-correlation-accurately/






Avoiding catastrophic cancellation by formula rearrangement

There are a copule of common tricks that may be useful if you are
worried about catastrophic cancellation.


Use library functions where possible

Instead of

np.log(x + 1)






which can be inaccurate for \(x\) near zero, use

np.log1p(x)






Similarly, instead of

np.sin(x)/x






use

np.sinc(x)






See if Numpy base
functions
has what you need.




Rationalize the numerator to remove cancellation for the following problem


\[\sqrt{x + 1} - \sqrt{x}\]




Use basic algebra to remove canceellation for the following problem


\[\frac{1}{\sqrt x} - \frac{1}{\sqrt{x + 1}}\]




Use trignometric identities to remove cancellation for the following 3 problems


\[\sin (x+ \epsilon) - \sin x\]


\[\frac{1 - \cos x}{\sin x}\]


\[\int_N^{N+1} \frac{dx}{1 + x^2}\]






Poorly conditioned problems

# The tangent function is poorly conditioned

x1 = 1.57078
x2 = 1.57079
t1 = np.tan(x1)
t2 = np.tan(x2)






print 't1 =', t1
print 't2 =', t2
print '% change in x =', 100.0*(x2-x1)/x1
print '% change in tan(x) =', (100.0*(t2-t1)/t1)






t1 = 61249.0085315
t2 = 158057.913416
% change in x = 0.000636626389427
% change in tan(x) = 158.057913435






Ill-conditioned matrices

In this example, we want to solve a simple linear system Ax = b where A
and b are given.

A = 0.5*np.array([[1,1], [1+1e-10, 1-1e-10]])
b1 = np.array([2,2])
b2 = np.array([2.01, 2])






np.linalg.solve(A, b1)






array([ 2.,  2.])






np.linalg.solve(A, b2)






array([-99999989.706,  99999993.726])






The condition number of a matrix is a useful diagnostic - it is defined
as the norm of A times the norm of the inverse of A. If this number is
large, the matrix is ill-conditioned. Since there are many ways to
calculuate a matrix norm, there are also many condition numbers, but
they are roughly equivalent for our purpsoes.

np.linalg.cond(A)






19999973849.2252






np.linalg.cond(A, 'fro')






19999998343.1927







Simple things to try with ill-conditioned matrices


	Can you remove dependent or collinear variables? If one variable is
(almost) an exact muliple of another, it provides no additional
information and can be removed from the matrix.

	Can you normalize the data so that all vairables are on the same
scale? For example, if columns represent featrue values,
standardizign featurres to have zero mean and unit standard deviaiton
can be helpful.

	Can you use functions from linear algebra libraries instead of
rolling your own. For example, the lstsq function from
scipy.linalg will deal with collinear variables sensibly.










Exercises

The topic is rather specialized and the main goal is just to have you
aware of the “leaky abstraction” of computer numbers as simulations of
mathematical numbers, and common situations where this can casue
problems. Once you are aware of these areas, you can either avoid them
using simple rules, or look for an apprpriate numerical library fuctionn
to use instead. So there will be no exericses on the topic of computer
arithmetic, conditioning and stability given.

Instead, you need to get as comforatble with the use of arrays in numpy
as much as possible for the rest of the course. For practice, see the
entertaining examples and exercises at

Nicolas P. Rougier’s numpy
tutorial

At the end, there are further links to yet more numpy tutorials!




Algorithmic complexity

Data structures, as the name implies, are abstract structures for
storing data. You are already familiar wiht several - e..g. list and
dict. Algorithms are esssntially recipes for manipulating data
structures. As we get into more computationally intensive calculations,
we need to better understand how the performacne of data structures and
algorithms is measured so that we can choose the appropriate strategy.


Profling and benchmarking

We can measure performance in terms of the time taken as well as in
terms of the number of basic operations performed. Measuring the time
taken is known as profiling or benchmarking, and in the IPython notebook
can be done conveniently with matic functions.

# Use %timeit to measure function calls
def f():
    import time
    time.sleep(2)

%timeit -n1 f()






1 loops, best of 3: 2 s per loop






# Use %%time to measure evaluation cell the Unix way
%%time

f()






CPU times: user 522 µs, sys: 940 µs, total: 1.46 ms
Wall time: 2 s









Measuring algorithmic complexity

However, profiling doesn’t tell us much about how the algorithm will
perform on a different computer since it is partly determined by the
hardware available. To compare performance in a device-indpendent
fashion, we use what is known as Big O notation (you may or may not have
encountered this before in your Calculus courses). The Big O formalism
characterizes functions in terms of their rates of growth.

A little more formally, we have a comparison function \(g(n)\) and
another function \(f(n)\) that returns the number of “elementary
operations” we need to perform in our algorithm given an input of size
\(n\). In the example, the elementary oepration is comparison of two
items. In statisitcal algorithms, this is most commonly a floating point
operation (FLOP), such as addition or multiplicaiton of two floats. Now
if the ratio \(|f(n)/g(n)|\) can be bounded by a finite number
\(M\) as \(n\) grows to infinity, we say that \(f(n)\) has
complexity of order \(g(n)\). For example, if \(f(n) = 10n^2\)
and \(g(n) = n\), then there is no such number \(M\) and
\(f(n)\) is not \(\mathcal{O}(n)\), but if
\(g(n) = n^2\), then \(M = 10\) wil do and we say that
\(f(n)\) is \(\mathcal{O}(n^2)\). So our search function is
\(\mathcal{O}(n)\). Formally, it is also \(\mathcal{O} (n^2)\)
and so on, but we always choose the “smallest” function \(g\). We
also drop all terms ohter than the larget - so we don’t say
\(\mathcal{O}(n^3 + n^2 + n)\) but simply \(\mathcal{O}(n^3)\).

Note that since the constant is not used in big O notation, two
algorithms can have the same big O complexity and have very different
performance! However, the O notation is very helpful for understanding
the scalability of our algorithm. Below we show a comparison of an
\(\mathcal{O}(n^2)\) algorithm (e.g. bubble sort) with an
\(\mathcal{O}(n \log{n})\) algorithm (e.g. merge sort). Regardless
of the difference in constant factor, there is no competition as
\(n\) gets large.

Suppsoe you wanted to search for an item in an unsorted list of length
\(n\). One way to do this would be to scan from the first position
sequentially until you find it (or not). If the item is in the list, you
will need to scan (\(n/2\)) items on average to find it. If it is
not in the list, you will need to scan all \(n\) items. In any case,
the complexity of the search grows linearly with the lenght of the list
\(n\). We say that the algorithmic complexity of the search using a
linear scan is \(\mathcal{O}(n)\).

Strictly, we should say the average complexity is
\(\mathcal{O}(n)\). We can also calculate worst case performance
(when the item is not in the list), which is the same class
\(\mathcal{O}(n)\) as average complexity for this searching example.
Since worst case performance may require a perverse organizaiotn of the
input (e.g. asking a sort function to sort an already sorted list),
randomizaiton of inputs will sometimes suffice to convert it to the
average case.

Question: What is the algorithmic complexity of textbook matrix
multiplication? Why?


Comparing complexity of \(\mathcal{O}(n^2)\) (e.g. bubble sort) and \(\mathcal{O} (n \log n)\) (e.g. merge sort).

def f1(n, k):
    return k*n*n

def f2(n, k):
    return k*n*np.log(n)

n = np.arange(0, 20001)

plt.plot(n, f1(n, 1), c='blue')
plt.plot(n, f2(n, 1000), c='red')
plt.xlabel('Size of input (n)', fontsize=16)
plt.ylabel('Number of operations', fontsize=16)
plt.legend(['$\mathcal{O}(n^2)$', '$\mathcal{O}(n \log n)$'], loc='best', fontsize=20);










Ranking of common Big O complexity classes


	consstant = \(\mathcal{O}(1)\)

	logarithmic = \(\mathcal{O}(\log n)\)

	linear = \(\mathcal{O}(n)\)

	n log n = \(\mathcal{O}(n \log n)\)

	quadratic = \(\mathcal{O}(n^2)\)

	cubic = \(\mathcal{O}(n^3)\)

	polynomial = \(\mathcal{O}(n^k)\)

	exponential = \(\mathcal{O}(k^n)\)

	factorial =\(\mathcal{O}(n!)\)



from IPython.display import Image






Image(url='http://bigocheatsheet.com/img/big-o-complexity.png')









Complexity of common operations on Python data structures

See here for the
complexity of operations on standard Python data structures. Note for
instance that searching a list is much more expensive than searching a
dicitonary.

# Searching a list is O(n)

alist = range(1000000)
r = np.random.randint(100000)
%timeit -n3 r in alist






3 loops, best of 3: 1.28 ms per loop






# Searching a dictionary is O(1)

adict = dict.fromkeys(alist)
%timeit -n3 r in adict






3 loops, best of 3: 318 ns per loop











Space complexity

We can aslo use big O notnation in the same way to measure the space
complexity of an algorithm. The basic idea is identical. The notion of
space complexity becomes important when you data volume is of the same
magntude orlarger than the memory you have available. In that case, an
algorihtm with high space complexity may end up having to swap memory
constantly, and will perform far worse than its Big O for time
complexity would suggest.

Sometimes, you can trade space complexity for time complexity - caching
and dynamic programming are obvious examples.


How much space do I need?

Just as you should have a good idea of how your algorithm will scale
with increasing \(n\), you should also be able to know how much
memroy your data structures will require. For example, if you had an
\(n \times p\) matrix of integers, an \(n \times p\) matrix of
flaots, and an \(n \times p\) matrix of complex floats, how large
can \(n\) and \(p\) be before you run out of RAM to store them?

# Notice how much overhead Python objects have
# A raw integer should be 64 bits or 8 bytes only

print sys.getsizeof(1)
print sys.getsizeof(1234567890123456789012345678901234567890)
print sys.getsizeof(3.14)
print sys.getsizeof(3j)
print sys.getsizeof('a')
print sys.getsizeof('hello world')






24
44
24
32
38
48






print np.ones((100,100), dtype='byte').nbytes
print np.ones((100,100), dtype='i2').nbytes
print np.ones((100,100), dtype='int').nbytes # default is 64 bits or 8 bytes
print np.ones((100,100), dtype='f4').nbytes
print np.ones((100,100), dtype='float').nbytes # default is 64 bits or 8 bytes
print np.ones((100,100), dtype='complex').nbytes






10000
20000
80000
40000
80000
160000











Linear Algebra and Linear Systems

A lot of problems in statistical computing can be described
mathematically using linear algebra. This lecture is meant to serve as a
review of concepts you have covered in linear algebra courses.


Simultaneous Equations

Consider a set of \(m\) linear equations in \(n\) unknowns:

We can let:

And re-write the system:


\[Ax = b\]

This reduces the problem to a matrix equation, and now solving the
system amounts to finding \(A^{-1}\) (or sort of). Certain properies
of the matrix \(A\) yield important information about the linear
system.


Underdetermined System (\(m<n\))

When \(m<n\), the linear system is said to be underdetermined.
I.e. there are fewer equations than unknowns. In this case, there are
either no solutions (if the system is inconsistent) or infinite
solutions. A unique solution is not possible.




Overdetermined System

When \(m>n\), the system may be overdetermined. In other words,
there are more equations than unknowns. They system could be
inconsistent, or some of the equations could be redundant.
Statistically, you can translate these situations to ‘least squares
solution’ or ‘overparametrized’.

There are many techniques to solve and analyze linear systems. Our goal
is to understand the theory behind many of the built-in functions, and
how they efficiently solve systems of equations.

First, let’s review some linear algebra topics:






Linear Independence

A collection of vectors \(v_1,...,v_n\) is said to be linearly
independent if


\[c_1v_1 + \cdots c_nv_n = 0\]


\[\iff\]


\[c_1=\cdots=c_n=0\]

In other words, any linear combination of the vectors that results in a
zero vector is trivial.

Another interpretation of this is that no vector in the set may be
expressed as a linear combination of the others. In this sense, linear
independence is an expression of non-redundancy in a set of vectors.

Fact: Any linearly independent set of \(n\) vectors spans an
\(n\)-dimensional space. (I.e. the collection of all possible linear
combinations is \(\mathbb{R}^n\).) Such a set of vectors is said to
be a basis of \(\mathbb{R}^n\). Another term for basis is minimal
spanning set.

A LOT!!


	If \(A\) is an \(m\times n\) matrix and \(m>n\), if all
\(m\) rows are linearly independent, then the system is
overdetermined and inconsistent. The system cannot be solved
exactly. This is the usual case in data analysis, and why least
squares is so important.

	If \(A\) is an \(m\times n\) matrix and \(m<n\), if all
\(m\) rows are linearly independent, then the system is
underdetermined and there are infinite solutions.

	If \(A\) is an \(m\times n\) matrix and some of its rows are
linearly dependent, then the system is reducible. We can get rid of
some equations.

	If \(A\) is a square matrix and its rows are linearly
independent, the system has a unique solution. (\(A\) is
invertible.)



Linear algebra has a whole lot more to tell us about linear systems, so
we’ll review a few basics.




Norms and Distance of Vectors

Recall that the ‘norm’ of a vector \(v\), denoted \(||v||\) is
simply its length. For a vector with components


\[v = \left(v_1,...,v_n\right)\]

the norm of \(v\) is given by:


\[||v|| = \sqrt{v_1^2+...+v_n^2}\]

The distance between two vectors is the length of their difference:


\[d(v,w) = ||v-w||\]

import numpy as np
from scipy import linalg


# norm of a vector

v = np.array([1,2])
linalg.norm(v)






2.2361






# distance between two vectors

w = np.array([1,1])
linalg.norm(v-w)






1.0000







Inner Products

Inner products are closely related to norms and distance. The (standard)
inner product of two \(n\) dimensional vectors \(v\) and
\(w\) is given by:


\[\begin{split}<v,w> = v_1w_1+...+v_nw_n\end{split}\]

I.e. the inner product is just the sum of the product of the components.
Certain ‘special’ matrices also define inner products, and we will see
some of those later.

Any inner product determines a norm via:


\[\begin{split}||v|| = <v,v>^{\frac12}\end{split}\]

There is a more abstract formulation of an inner product, that is useful
when considering more general vector spaces, especially function vector
spaces:

An inner product on a vector space \(V\) is a symmetric, positive
definite, bilinear form.

There is also a more abstract definition of a norm - a norm is function
from a vector space to the real numbers, that is positive definite,
absolutely scalable and satisfies the triangle inequality.

What is important here is not to memorize these definitions - just to
realize that ‘norm’ and ‘inner product’ can be defined for things that
are not tuples in \(\mathbb{R}^n\). (In particular, they can be
defined on vector spaces of functions).


Example

v.dot(w)






3











Outer Products

Note that the inner product is just matrix multiplication of a
\(1\times n\) vector with an \(n\times 1\) vector. In fact, we
may write:


\[\begin{split}<v,w> = v^tw\end{split}\]

The outer product of two vectors is just the opposite. It is given by:


\[v\otimes w = vw^t\]

Note that I am considering \(v\) and \(w\) as column vectors.
The result of the inner product is a scalar. The result of the outer
product is a matrix.


Example

np.outer(v,w)






array([[1, 1],
       [2, 2]])






Extended example: the covariance matrix is an outer proudct.

import numpy as np

# We have n observations of p variables
n, p = 10, 4
v = np.random.random((p,n))






# The covariance matrix is a p by p matrix
np.cov(v)






array([[ 0.1055, -0.0437,  0.0352, -0.0152],
       [-0.0437,  0.055 , -0.0126,  0.0324],
       [ 0.0352, -0.0126,  0.1016,  0.0552],
       [-0.0152,  0.0324,  0.0552,  0.1224]])






# From the definition, the covariance matrix
# is just the outer product of the normalized
# matrix where every variable has zero mean
# divided by the number of degrees of freedom
w = v - v.mean(1)[:, np.newaxis]
w.dot(w.T)/(n - 1)






array([[ 0.1055, -0.0437,  0.0352, -0.0152],
       [-0.0437,  0.055 , -0.0126,  0.0324],
       [ 0.0352, -0.0126,  0.1016,  0.0552],
       [-0.0152,  0.0324,  0.0552,  0.1224]])













Trace and Determinant of Matrices

The trace of a matrix \(A\) is the sum of its diagonal elements. It
is important for a couple of reasons:


	It is an invariant of a matrix under change of basis (more on this
later).

	It defines a matrix norm (more on that later)



The determinant of a matrix is defined to be the alternating sum of
permutations of the elements of a matrix. Let’s not dwell on that
though. It is important to know that the determinant of a
\(2\times 2\) matrix is


\[\begin{split}\left|\begin{matrix}a_{11} & a_{12}\\a_{21} & a_{22}\end{matrix}\right| = a_{11}a_{22} - a_{12}a_{21}\end{split}\]

This may be extended to an \(n\times n\) matrix by minor expansion.
I will leave that for you to google. We will be computing determinants
using tools such as:

np.linalg.det(A)

What is most important about the determinant:


	Like the trace, it is also invariant under change of basis

	An \(n\times n\) matrix \(A\) is invertible \(\iff\)
det\((A)\neq 0\)

	The rows(columns) of an \(n\times n\) matrix \(A\) are
linearly independent \(\iff\) det\((A)\neq 0\)



n = 6
M = np.random.randint(100,size=(n,n))
print(M)
np.linalg.det(M)






[[61 36 46 92 50 76]
 [83 63 14 97 17 62]
 [17 26 12 94 61 50]
 [66  9 11 73  1 13]
 [37 98 82 69  3 65]
 [51 15  7 25 85 72]]






36971990469.0001









Column space, Row space, Rank and Kernel

Let \(A\) be an \(m \times n\) matrix. We can view the columns
of \(A\) as vectors, say \(a_1, \dots,, a_n\). The space of all
linear combinations of the \(a_i\) are the column space of the
matrix \(A\). Now, if \(a_1, \dots ,a_n\) are linearly
independent, then the column space is of dimension \(n\).
Otherwise, the dimension of the column space is the size of the maximal
set of linearly independent \(a_i\). Row space is exactly analogous,
but the vectors are the rows of \(A\).

The rank of a matrix A is the dimension of its column space - and -
the dimension of its row space. These are equal for any matrix. Rank can
be thought of as a measure of non-degeneracy of a system of linear
equations, in that it is the dimension of the image of the linear
transformation determined by \(A\).

The kernel of a matrix A is the dimension of the space mapped to
zero under the linear transformation that \(A\) represents. The
dimension of the kernel of a linear transformation is called the
nullity.

Index theorem: For an \(m\times n\) matrix \(A\),

rank(\(A\)) + nullity(\(A\)) = \(n\).




Matrices as Linear Transformations

Let’s consider: what does a matrix do to a vector? Matrix
multiplication has a geometric interpretation. When we multiply a
vector, we either rotate, reflect, dilate or some combination of those
three. So multiplying by a matrix transforms one vector into another
vector. This is known as a linear transformation.

Important Facts:


	Any matrix defines a linear transformation

	The matrix form of a linear transformation is NOT unique

	We need only define a transformation by saying what it does to a
basis



Suppose we have a matrix \(A\) that defines some transformation. We
can take any invertible matrix \(B\) and


\[BAB^{-1}\]

defines the same transformation. This operation is called a change of
basis, because we are simply expressing the transformation with respect
to a different basis.

This is what we do in PCA. We express the matrix in a basis of
eigenvectors (more on this later).

Let \(f(x)\) be the linear transformation that takes
\(e_1=(1,0)\) to \(f(e_1)=(2,3)\) and \(e_2=(0,1)\) to
\(f(e_2) = (1,1)\). A matrix representation of \(f\) would be
given by:


\[\begin{split}A = \left(\begin{matrix}2 & 1\\3&1\end{matrix}\right)\end{split}\]

This is the matrix we use if we consider the vectors of
\(\mathbb{R}^2\) to be linear combinations of the form


\[c_1 e_1 + c_2 e_2\]

Now, consider a second pair of (linearly independent) vectors in
\(\mathbb{R}^2\), say \(v_1=(1,3)\) and \(v_2=(4,1)\). We
first find the transformation that takes \(e_1\) to \(v_1\) and
\(e_2\) to \(v_2\). A matrix representation for this is:


\[\begin{split}B = \left(\begin{matrix}1 & 4\\3&1\end{matrix}\right)\end{split}\]

Our original transformation \(f\) can be expressed with respect to
the basis \(v_1, v_2\) via


\[BAB^{-1}\]

A = np.array([[2,1],[3,1]])  # transformation f in standard basis
e1 = np.array([1,0])         # standard basis vectors e1,e2
e2 = np.array([0,1])

print(A.dot(e1))             # demonstrate that Ae1 is (2,3)
print(A.dot(e2))             # demonstrate that Ae2 is (1,1)

# new basis vectors
v1 = np.array([1,3])
v2 = np.array([4,1])

# How v1 and v2 are transformed by A
print("Av1: ")
print(A.dot(v1))
print("Av2: ")
print(A.dot(v2))

# Change of basis from standard to v1,v2
B = np.array([[1,4],[3,1]])
print(B)
B_inv = linalg.inv(B)

print("B B_inv ")
print(B.dot(B_inv))   # check inverse

# transform e1 under change of coordinates
T = B.dot(A.dot(B_inv))        # B A B^{-1}
coeffs = T.dot(e1)

print(coeffs[0]*v1 + coeffs[1]*v2)






[2 3]
[1 1]
Av1:
[5 6]
Av2:
[ 9 13]
[[1 4]
 [3 1]]
B B_inv
[[  1.0000e+00   0.0000e+00]
 [  5.5511e-17   1.0000e+00]]
[ 1.1818  0.5455]






def plot_vectors(vs):
    """Plot vectors in vs assuming origin at (0,0)."""
    n = len(vs)
    X, Y = np.zeros((n, 2))
    U, V = np.vstack(vs).T
    plt.quiver(X, Y, U, V, range(n), angles='xy', scale_units='xy', scale=1)
    xmin, xmax = np.min([U, X]), np.max([U, X])
    ymin, ymax = np.min([V, Y]), np.max([V, Y])
    xrng = xmax - xmin
    yrng = ymax - ymin
    xmin -= 0.05*xrng
    xmax += 0.05*xrng
    ymin -= 0.05*yrng
    ymax += 0.05*yrng
    plt.axis([xmin, xmax, ymin, ymax])






e1 = np.array([1,0])
e2 = np.array([0,1])
A = np.array([[2,1],[3,1]])






# Here is a simple plot showing Ae_1 and Ae_2
# You can show other transofrmations if you like

plt.figure(figsize=(8,4))
plt.subplot(1,2,1)
plot_vectors([e1, e2])
plt.subplot(1,2,2)
plot_vectors([A.dot(e1), A.dot(e2)])
plt.tight_layout()










Matrix Norms

We can extend the notion of a norm of a vector to a norm of a matrix.
Matrix norms are used in determining the condition of a matrix (we
will define this in the next lecture.) There are many matrix norms, but
three of the most common are so called ‘p’ norms, and they are based on
p-norms of vectors. So, for an \(n\)-dimensional vector \(v\)
and for \(1\leq p <\infty\)


\[||v||_p = \left(\sum\limits_{i=1}^n |v_i|^p\right)^\frac1p\]

and for \(p =\infty\):


\[||v||_\infty = \max{|v_i|}\]

Similarly, the corresponding matrix norms are:


\[||A||_p = \sup_x \frac{||Ax||_p}{||x||_p}\]


\[||A||_{1} = \max_j\left(\sum\limits_{i=1}^n|a_{ij}|\right)\]

(column sum)


\[||A||_{\infty} = \max_i\left(\sum\limits_{j=1}^n|a_{ij}|\right)\]

(row sum)

FACT: The matrix 2-norm, \(||A||_2\) is given by the largest
eigenvalue of \(\left(A^TA\right)^\frac12\) - otherwise known as the
largest singular value of \(A\). We will define eigenvalues and
singular values formally in the next lecture.

Another norm that is often used is called the Frobenius norm. It one of
the simplests to compute:


\[||A||_F = \left(\sum\sum \left(a_{ij}\right)^2\right)^\frac12\]




Special Matrices

Some matrices have interesting properties that allow us either simplify
the underlying linear system or to understand more about it.

Square matrices have the same number of columns (usually denoted
\(n\)). We refer to an arbitrary square matrix as and
\(n\times n\) or we refer to it as a ‘square matrix of dimension
\(n\)‘. If an \(n\times n\) matrix \(A\) has full rank
(i.e. it has rank \(n\)), then \(A\) is invertible, and its
inverse is unique. This is a situation that leads to a unique solution
to a linear system.

A diagonal matrix is a matrix with all entries off the diagonal equal to
zero. Strictly speaking, such a matrix should be square, but we can also
consider rectangular matrices of size \(m\times n\) to be diagonal,
if all entries \(a_{ij}\) are zero for \(i\neq j\)

A matrix \(A\) is (skew) symmetric iff \(a_{ij} = (-)a_{ji}\).

Equivalently, \(A\) is (skew) symmetric iff


\[A = (-)A^T\]

A matrix \(A\) is (upper|lower) triangular if \(a_{ij} = 0\)
for all \(i (>|<) j\)

These are matrices with lots of zero entries. Banded matrices have
non-zero ‘bands’, and this structure can be exploited to simplify
computations. Sparse matrices are matrices where there are ‘few’
non-zero entries, but there is no pattern to where non-zero entries are
found.

A matrix \(A\) is orthogonal iff


\[A A^T = I\]

In other words, \(A\) is orthogonal iff


\[A^T=A^{-1}\]

Facts:


	The rows and columns of an orthogonal matrix are an orthonormal set
of vectors.

	Geometrically speaking, orthogonal transformations preserve lengths
and angles between vectors



Positive definite matrices are an important class of matrices with very
desirable properties. A square matrix \(A\) is positive definite if


\[\begin{split}u^TA u > 0\end{split}\]

for any non-zero n-dimensional vector \(u\).

A symmetric, positive-definite matrix \(A\) is a positive-definite
matrix such that


\[A = A^T\]

IMPORTANT:


	Symmetric, positive-definite matrices have ‘square-roots’ (in a
sense)

	Any symmetric, positive-definite matrix is diagonizable!!!

	Co-variance matrices are symmetric and positive-definite



Now that we have the basics down, we can move on to numerical methods
for solving systems - aka matrix decompositions.




Exercises

1. Determine whether the following system of equations has no
solution, infinite solutions or a unique solution without solving the
system

A = np.array([[1,2,-1,1,2],[3,-4,0,2,3],[0,2,1,0,4],[2,2,-3,2,0],[-2,6,-1,-1,-1]])

np.linalg.matrix_rank(A)
np.linalg.det(A)






0.0000






2. Let \(f(x)\) be a linear transformation of
\(\mathbb{R}^3\) such that


	Find a matrix representation for \(f\).

	Compute the matrix representation for \(f\) in the basis






Linear Algebra and Matrix Decompositions


Large Linear Systems

This is the age of Big Data. Every second of every day, data is being
recorded in countless systems over the world. Our shopping habits, book
and movie preferences, key words typed into our email messages, medical
records, NSA recordings of our telephone calls, genomic data - and none
of it is any use without analysis.

Enormous data sets carry with them enormous challenges in data
processing. Solving a system of \(10\) equations in \(10\)
unknowns is easy, and one need not be terribly careful about methodolgy.
But as the size of the system grows, algorithmic complexity and
efficiency become critical.




Example: Netflix Competition (circa 2006-2009)

For a more complete description:

http://en.wikipedia.org/wiki/Netflix_Prize

The whole technical story

http://www.stat.osu.edu/~dmsl/GrandPrize2009_BPC_BigChaos.pdf

In 2006, Netflix opened a competition where it provided ratings of over
\(400,000\) for \(18,000\) movies. The goal was to make predict
a user’s rating of a movie, based on previous ratings and ratings of
‘similar’ users. The task amounted to analysis of a
\(400,000\times 18,000\) matrix! The wikipedia link above describes
the contest and the second link is a very detailed description of the
method (which took into account important characteristics such as how
tastes may change over time). Part of the analysis is related to matrix
decomposition - we won’t go into the details of the winning algorithm,
but we will spend some time on basic matrix decompositions.




Matrix Decompositions

Matrix decompositions are an important step in solving linear systems in
a computationally efficient manner.


LU Decomposition and Gaussian Elimination

LU stands for ‘Lower Upper’, and so an LU decomposition of a matrix
\(A\) is a decomposition so that


\[A= LU\]

where \(L\) is lower triangular and \(U\) is upper triangular.

Now, LU decomposition is essentially gaussian elimination, but we work
only with the matrix \(A\) (as opposed to the augmented matrix).

Let’s review how gaussian elimination (ge) works. We will deal with a
\(3\times 3\) system of equations for conciseness, but everything
here generalizes to the \(n\times n\) case. Consider the following
equation:


\[\begin{split}\left(\begin{matrix}a_{11}&a_{12} & a_{13}\\a_{21}&a_{22}&a_{23}\\a_{31}&a_{32}&a_{33}\end{matrix}\right)\left(\begin{matrix}x_1\\x_2\\x_3\end{matrix}\right) = \left(\begin{matrix}b_1\\b_2\\b_3\end{matrix}\right)\end{split}\]

For simplicity, let us assume that the leftmost matrix \(A\) is
non-singular. To solve the system using ge, we start with the ‘augmented
matrix’:


\[\begin{split}\left(\begin{array}{ccc|c}a_{11}&a_{12} & a_{13}& b_1 \\a_{21}&a_{22}&a_{23}&b_2\\a_{31}&a_{32}&a_{33}&b_3\end{array}\right)\end{split}\]

We begin at the first entry, \(a_{11}\). If \(a_{11} \neq 0\),
then we divide the first row by \(a_{11}\) and then subtract the
appropriate multiple of the first row from each of the other rows,
zeroing out the first entry of all rows. (If \(a_{11}\) is zero, we
need to permute rows. We will not go into detail of that here.) The
result is as follows:


\[\begin{split}\left(\begin{array}{ccc|c}
1 & \frac{a_{12}}{a_{11}} & \frac{a_{13}}{a_{11}} & \frac{b_1}{a_{11}} \\
0 & a_{22} - a_{21}\frac{a_{12}}{a_{11}} & a_{23} - a_{21}\frac{a_{13}}{a_{11}}  & b_2 - a_{21}\frac{b_1}{a_{11}}\\
0&a_{32}-a_{31}\frac{a_{12}}{a_{11}} & a_{33} - a_{31}\frac{a_{13}}{a_{11}}  &b_3- a_{31}\frac{b_1}{a_{11}}\end{array}\right)\end{split}\]

We repeat the procedure for the second row, first dividing by the
leading entry, then subtracting the appropriate multiple of the
resulting row from each of the third and first rows, so that the second
entry in row 1 and in row 3 are zero. We could continue until the
matrix on the left is the identity. In that case, we can then just ‘read
off’ the solution: i.e., the vector \(x\) is the resulting column
vector on the right. Usually, it is more efficient to stop at reduced
row eschelon form (upper triangular, with ones on the diagonal), and
then use back substitution to obtain the final answer.

Note that in some cases, it is necessary to permute rows to obtain
reduced row eschelon form. This is called partial pivoting. If we also
manipulate columns, that is called full pivoting.

It should be mentioned that we may obtain the inverse of a matrix using
ge, by reducing the matrix \(A\) to the identity, with the identity
matrix as the augmented portion.

Now, this is all fine when we are solving a system one time, for one
outcome \(b\). Many applications involve solutions to multiple
problems, where the left-hand-side of our matrix equation does not
change, but there are many outcome vectors \(b\). In this case, it
is more efficient to decompose \(A\).

First, we start just as in ge, but we ‘keep track’ of the various
multiples required to eliminate entries. For example, consider the
matrix


\[\begin{split}A = \left(\begin{matrix} 1 & 3 & 4 \\
                           2& 1& 3\\
                           4&1&2
                           \end{matrix}\right)\end{split}\]

We need to multiply row \(1\) by \(2\) and subtract from row
\(2\) to eliminate the first entry in row \(2\), and then
multiply row \(1\) by \(4\) and subtract from row \(3\).
Instead of entering zeroes into the first entries of rows \(2\) and
\(3\), we record the multiples required for their elimination, as
so:


\[\begin{split}\left(\begin{matrix} 1 & 3 & 4 \\
                           (2)& -5 & -5\\
                           (4)&-11&-14
                           \end{matrix}\right)\end{split}\]

And then we eliminate the second entry in the third row:


\[\begin{split}\left(\begin{matrix} 1 & 3 & 4 \\
                           (2)& -5 & -5\\
                           (4)&(\frac{-11}{5})&-3
                           \end{matrix}\right)\end{split}\]

And now we have the decomposition:


\[\begin{split}L= \left(\begin{matrix} 1 & 0 & 0 \\
                           2& 1 & 0\\
                           4&\frac{-11}5&1
                           \end{matrix}\right)
                          U = \left(\begin{matrix} 1 & 3 & 4 \\
                           0& -5 & -5\\
                           0&0&-3
                           \end{matrix}\right)\end{split}\]

We can solve the system by solving two back-substitution problems:


\[Ly = b\]

and


\[Ux=y\]

These are both \(O(n^2)\), so it is more efficient to decompose when
there are multiple outcomes to solve for.

Let do this with numpy:

import numpy as np
import scipy.linalg as la
np.set_printoptions(suppress=True)

A = np.array([[1,3,4],[2,1,3],[4,1,2]])

print(A)

P, L, U = la.lu(A)
print(np.dot(P.T, A))
print
print(np.dot(L, U))
print(P)
print(L)
print(U)






[[1 3 4]
 [2 1 3]
 [4 1 2]]
[[ 4.  1.  2.]
 [ 1.  3.  4.]
 [ 2.  1.  3.]]

[[ 4.  1.  2.]
 [ 1.  3.  4.]
 [ 2.  1.  3.]]
[[ 0.  1.  0.]
 [ 0.  0.  1.]
 [ 1.  0.  0.]]
[[ 1.      0.      0.    ]
 [ 0.25    1.      0.    ]
 [ 0.5     0.1818  1.    ]]
[[ 4.      1.      2.    ]
 [ 0.      2.75    3.5   ]
 [ 0.      0.      1.3636]]






Note that the numpy decomposition uses partial pivoting (matrix rows
are permuted to use the largest pivot). This is because small pivots can
lead to numerical instability. Another reason why one should use library
functions whenever possible!




Cholesky Decomposition

Recall that a square matrix \(A\) is positive definite if


\[\begin{split}u^TA u > 0\end{split}\]

for any non-zero n-dimensional vector \(u\),

and a symmetric, positive-definite matrix \(A\) is a
positive-definite matrix such that


\[A = A^T\]

Let \(A\) be a symmetric, positive-definite matrix. There is a
unique decomposition such that


\[A = L L^T\]

where \(L\) is lower-triangular with positive diagonal elements and
\(L^T\) is its transpose. This decomposition is known as the
Cholesky decompostion, and \(L\) may be interpreted as the ‘square
root’ of the matrix \(A\).


Algorithm:

Let \(A\) be an \(n\times n\) matrix. We find the matri
\(L\) using the following iterative procedure:


\[\begin{split}A = \left(\begin{matrix}a_{11}&A_{12}\\A_{12}&A_{22}\end{matrix}\right) =
\left(\begin{matrix}\ell_{11}&0\\
L_{12}&L_{22}\end{matrix}\right)
\left(\begin{matrix}\ell_{11}&L_{12}\\0&L_{22}\end{matrix}\right)\end{split}\]

1.) Let \(\ell_{11} = \sqrt{a_{11}}\)

2.) \(L_{12} = \frac{1}{\ell_{11}}A_{12}\)

3.) Solve \(A_{22} - L_{12}L_{12}^T = L_{22}L_{22}^T\) for
\(L_{22}\)




Example:


\[\begin{split}A = \left(\begin{matrix}1&3&5\\3&13&23\\5&23&42\end{matrix}\right)\end{split}\]


\[\ell_{11} = \sqrt{a_{11}} = 1\]


\[L_{12} = \frac{1}{\ell_{11}} A_{12} = A_{12}\]

And so we conclude that \(\ell_{33}=1\).

This yields the decomposition:


\[\begin{split}\left(\begin{matrix}1&3&5\\3&13&23\\5&23&42\end{matrix}\right) =
\left(\begin{matrix}1&0&0\\3&2&0\\5&4&1\end{matrix}\right)\left(\begin{matrix}1&3&5\\0&2&4\\0&0&1\end{matrix}\right)\end{split}\]

Now, with numpy:

A = np.array([[1,3,5],[3,13,23],[5,23,42]])
L = la.cholesky(A)
print(np.dot(L.T, L))

print(L)
print(A)






[[  1.   3.   5.]
 [  3.  13.  23.]
 [  5.  23.  42.]]
[[ 1.  3.  5.]
 [ 0.  2.  4.]
 [ 0.  0.  1.]]
[[ 1  3  5]
 [ 3 13 23]
 [ 5 23 42]]






Cholesky decomposition is about twice as fast as LU decomposition
(though both scale as \(n^3\)).








Matrix Decompositions for PCA and Least Squares


Eigendecomposition


Eigenvectors and Eigenvalues

First recall that an eigenvector of a matrix \(A\) is a non-zero
vector \(v\) such that


\[Av = \lambda v\]

for some scalar \(\lambda\)

The value \(\lambda\) is called an eigenvalue of \(A\).

If an \(n\times n\) matrix \(A\) has \(n\) linearly
independent eigenvectors, then \(A\) may be decomposed in the
following manner:


\[A = B\Lambda B^{-1}\]

where \(\Lambda\) is a diagonal matrix whose diagonal entries are
the eigenvalues of \(A\) and the columns of \(B\) are the
corresponding eigenvectors of \(A\).

Facts:


	An \(n\times n\) matrix is diagonizable \(\iff\) it has
\(n\) linearly independent eigenvectors.



	A symmetric, positive definite matrix has only positive eigenvalues
and its eigendecomposition


\[A=B\Lambda B^{-1}\]





is via an orthogonal transformation \(B\). (I.e. its eigenvectors
are an orthonormal set)




Calculating Eigenvalues

It is easy to see from the definition that if \(v\) is an
eigenvector of an \(n\times n\) matrix \(A\) with eigenvalue
\(\lambda\), then


\[Av - \lambda I = \bf{0}\]

where \(I\) is the identity matrix of dimension \(n\) and
\(\bf{0}\) is an n-dimensional zero vector. Therefore, the
eigenvalues of \(A\) satisfy:


\[\det\left(A-\lambda I\right)=0\]

The left-hand side above is a polynomial in \(\lambda\), and is
called the characteristic polynomial of \(A\). Thus, to find the
eigenvalues of \(A\), we find the roots of the characteristic
polynomial.

Computationally, however, computing the characteristic polynomial and
then solving for the roots is prohibitively expensive. Therefore, in
practice, numerical methods are used - both to find eigenvalues and
their corresponding eigenvectors. We won’t go into the specifics of the
algorithms used to calculate eigenvalues, but here is a numpy example:

A = np.array([[0,1,1],[2,1,0],[3,4,5]])

u, V = la.eig(A)
print(np.dot(V,np.dot(np.diag(u), la.inv(V))))
print(u)






[[-0.+0.j  1.+0.j  1.+0.j]
 [ 2.+0.j  1.+0.j  0.+0.j]
 [ 3.+0.j  4.+0.j  5.+0.j]]
[ 5.8541+0.j -0.8541+0.j  1.0000+0.j]






NB: Many matrices are not diagonizable, and many have complex
eigenvalues (even if all entries are real).

A = np.array([[0,1],[-1,0]])
print(A)

u, V = la.eig(A)
print(np.dot(V,np.dot(np.diag(u), la.inv(V))))
print(u)






[[ 0  1]
 [-1  0]]
[[ 0.+0.j  1.+0.j]
 [-1.+0.j  0.+0.j]]
[ 0.+1.j  0.-1.j]






# If you know the eigenvalues must be reeal
# because A is a positive definite (e.g. covariance) matrix
# use real_if_close

A = np.array([[0,1,1],[2,1,0],[3,4,5]])
u, V = la.eig(A)
print(u)
print np.real_if_close(u)






[ 5.8541+0.j -0.8541+0.j  1.0000+0.j]
[ 5.8541 -0.8541  1.    ]









Singular Values

For any \(m\times n\) matrix \(A\), we define its singular
values to be the square root of the eigenvalues of \(A^TA\). These
are well-defined as \(A^TA\) is always symmetric, positive-definite,
so its eigenvalues are real and positive. Singular values are important
properties of a matrix. Geometrically, a matrix \(A\) maps the unit
sphere in \(\mathbb{R}^n\) to an ellipse. The singular values are
the lengths of the semi-axes.

Singular values also provide a measure of the stabilty of a matrix.
We’ll revisit this in the end of the lecture.






QR decompositon

As with the previous decompositions, \(QR\) decomposition is a
method to write a matrix \(A\) as the product of two matrices of
simpler form. In this case, we want:


\[A= QR\]

where \(Q\) is an \(m\times n\) matrix with \(Q Q^T = I\)
(i.e. \(Q\) is orthogonal) and \(R\) is an \(n\times n\)
upper-triangular matrix.

This is really just the matrix form of the Gram-Schmidt
orthogonalization of the columns of \(A\). The G-S algorithm itself
is unstable, so various other methods have been developed to compute the
QR decomposition. We won’t cover those in detail as they are a bit
beyond our scope.

The first \(k\) columns of \(Q\) are an orthonormal basis for
the column space of the first \(k\) columns of \(A\).

Iterative QR decomposition is often used in the computation of
eigenvalues.






Singular Value Decomposition

Another important matrix decomposition is singular value decomposition
or SVD. For any \(m\times n\) matrix \(A\), we may write:


\[A= UDV\]

where \(U\) is a unitary (orthogonal in the real case)
\(m\times m\) matrix, \(D\) is a rectangular, diagonal
\(m\times n\) matrix with diagonal entries \(d_1,...,d_m\) all
non-negative. \(V\) is a unitary (orthogonal) \(n\times n\)
matrix. SVD is used in principle component analysis and in the
computation of the Moore-Penrose pseudo-inverse.




Stabilty and Condition Number

It is important that numerical algorithms be stable and efficient.
Efficiency is a property of an algorithm, but stability can be a
property of the system itself.


Example


\[\begin{split}\left(\begin{matrix}8&6&4&1\\1&4&5&1\\8&4&1&1\\1&4&3&6\end{matrix}\right)x = \left(\begin{matrix}19\\11\\14\\14\end{matrix}\right)\end{split}\]

A = np.array([[8,6,4,1],[1,4,5,1],[8,4,1,1],[1,4,3,6]])
b = np.array([19,11,14,14])
la.solve(A,b)






array([ 1.,  1.,  1.,  1.])






b = np.array([19.01,11.05,14.07,14.05])
la.solve(A,b)






array([-2.34 ,  9.745, -4.85 , -1.34 ])






Note that the tiny perturbations in the outcome vector \(b\) cause
large differences in the solution! When this happens, we say that the
matrix \(A\) ill-conditioned. This happens when a matrix is
‘close’ to being singular (i.e. non-invertible).




Condition Number

A measure of this type of behavior is called the condition number. It
is defined as:


\[cond(A) = ||A||\cdot ||A^{-1}||\]

In general, it is difficult to compute.

Fact:


\[cond(A) = \frac{\lambda_1}{\lambda_n}\]

where \(\lambda_1\) is the maximum singular value of \(A\) and
\(\lambda_n\) is the smallest. The higher the condition number, the
more unstable the system. In general if there is a large discrepancy
between minimal and maximal singular values, the condition number is
large.


Example

U, s, V = np.linalg.svd(A)
print(s)
print(max(s)/min(s))






[ 15.5457   6.9002   3.8363   0.0049]
3198.6725812









Preconditioning

We can sometimes improve on this behavior by ‘pre-conditioning’. Instead
of solving


\[Ax=b\]

we solve


\[D^{-1}Ax=D^{-1}b\]\[where :math:`D^{-1}A` has a lower condition number than :math:`A`\]

itself.

Preconditioning is a very involved topic, quite out of the range of
this course. It is mentioned here only to make you aware that such a
thing exists, should you ever run into an ill-conditioned problem!








Exercises

1. Compute the LU decomposition of the following matrix by hand and
using numpy


\[\begin{split}\left(\begin{matrix}1&2&3\\2&-4&6\\3&-9&-3\end{matrix}\right)\end{split}\]

A = np.array([[1,2,3],[2,-4,6],[3,-9,-3]])
print(A)
P, L , U = la.lu(A)
print(P)
print(L)
print(U)






[[ 1  2  3]
 [ 2 -4  6]
 [ 3 -9 -3]]
[[ 0.  1.  0.]
 [ 0.  0.  1.]
 [ 1.  0.  0.]]
[[ 1.      0.      0.    ]
 [ 0.3333  1.      0.    ]
 [ 0.6667  0.4     1.    ]]
[[ 3.  -9.  -3. ]
 [ 0.   5.   4. ]
 [ 0.   0.   6.4]]






2. Compute the Cholesky decomposition of the following matrix by
hand and using numpy


\[\begin{split}\left(\begin{matrix}4&2&3\\2&4&5\\3&5&8\end{matrix}\right)\end{split}\]

# Your code here

A=np.array([[4,2,3],[2,4,5],[3,5,8]])
np.linalg.cholesky(A)






array([[ 2.    ,  0.    ,  0.    ],
       [ 1.    ,  1.7321,  0.    ],
       [ 1.5   ,  2.0207,  1.291 ]])






3. Write a function in Python to solve a system


\[Ax = b\]

using SVD decomposition. Your function should take \(A\) and
\(b\) as input and return \(x\).

Your function should include the following:


	First, check that \(A\) is invertible - return error message if
it is not

	Invert \(A\) using SVD and solve

	return \(x\)



Test your function for correctness.

# Your code here

def svdsolver(A,b):
    U, s, V = np.linalg.svd(A)
    if np.prod(s) == 0:
       print("Matrix is singular")
    else:
       return np.dot(np.dot((V.T).dot(np.diag(s**(-1))), U.T),b)






A = np.array([[1,1],[1,2]])
b = np.array([3,1])
print(np.linalg.solve(A,b))
print(svdsolver(A,b))






[ 5. -2.]
[ 5. -2.]









Change of Basis


Variance and covariance

Remember the formula for covariance


\[\text{Cov}(X, Y) = \frac{\sum_{i=1}^n(X_i - \bar{X})(Y_i - \bar{Y})}{n-1}\]

where \(\text{Cov}(X, X)\) is the sample variance of \(X\).

def cov(x, y):
    """Returns coaraiance of vectors x and y)."""
    xbar = x.mean()
    ybar = y.mean()
    return np.sum((x - xbar)*(y - ybar))/(len(x) - 1)






X = np.random.random(10)
Y = np.random.random(10)






np.array([[cov(X, X), cov(X, Y)], [cov(Y, X), cov(Y,Y)]])






array([[ 0.0727, -0.0092],
       [-0.0092,  0.0798]])






# This can of course be calculated using numpy's built in cov() function
np.cov(X, Y)






array([[ 0.0727, -0.0092],
       [-0.0092,  0.0798]])






# Extension to more vairables is done in a pair-wise way
Z = np.random.random(10)
np.cov([X, Y, Z])






array([[ 0.0727, -0.0092,  0.0383],
       [-0.0092,  0.0798, -0.0299],
       [ 0.0383, -0.0299,  0.0541]])









Eigendecomposition of the covariance matrix

mu = [0,0]
sigma = [[0.6,0.2],[0.2,0.2]]
n = 1000
x = np.random.multivariate_normal(mu, sigma, n).T






A = np.cov(x)






m = np.array([[1,2,3],[6,5,4]])
ms = m - m.mean(1).reshape(2,1)
np.dot(ms, ms.T)/2






array([[ 1., -1.],
       [-1.,  1.]])






e, v = np.linalg.eig(A)






plt.scatter(x[0,:], x[1,:], alpha=0.2)
for e_, v_ in zip(e, v.T):
    plt.plot([0, 3*e_*v_[0]], [0, 3*e_*v_[1]], 'r-', lw=2)
plt.axis([-3,3,-3,3])
plt.title('Eigenvectors of covariance matrix scaled by eigenvalue.');










PCA

Principal Components Analysis (PCA) basically means to find and rank all
the eigenvalues and eigenvectors of a covariance matrix. This is useful
because high-dimensional data (with \(p\) features) may have nearly
all their variation in a small number of dimensions \(k\), i.e. in
the subspace spanned by the eigenvectors of the covariance matrix that
have the \(k\) largest eigenvalues. If we project the original data
into this subspace, we can have a dimension reduction (from \(p\) to
\(k\)) with hopefully little loss of information.

Numerically, PCA is typically done using SVD on the data matrix rather
than eigendecomposition on the covariance matrix. The next section
explains why this works.


Data matrices that have zero mean for all feature vectors

and so the covariance matrix for a data set X that has zero mean in each
feature vector is just \(XX^T/(n-1)\).

In other words, we can also get the eigendecomposition of the covariance
matrix from the positive semi-definite matrix \(XX^T\).

e1, v1 = np.linalg.eig(np.dot(x, x.T)/(n-1))






plt.scatter(x[0,:], x[1,:], alpha=0.2)
for e_, v_ in zip(e1, v1.T):
    plt.plot([0, 3*e_*v_[0]], [0, 3*e_*v_[1]], 'r-', lw=2)
plt.axis([-3,3,-3,3]);












Change of basis via PCA


We can transform the original data set so that the eigenvectors are the basis vectors amd find the new coordinates of the data points with respect to this new basis

This is the change of basis transformation covered in the Linear
Alegebra module. First, note that the covariance matrix is a real
symmetric matrix, and so the eigenvector matrix is an orthogonal matrix.

e, v = np.linalg.eig(np.cov(x))
v.dot(v.T)






array([[ 1.,  0.],
       [ 0.,  1.]])









Linear algebra review for change of basis

Let’s consider two different sets of basis vectors \(B\) and
\(B'\) for \(\mathbb{R}^2\). Suppose the basis vectors for
\(B\) are \({u, v}\) and that the basis vectors for \(B'\)
are \({u', v'}\). Suppose also that the basis vectors
\({u', v'}\) for \(B'\) have coordinates \(u' = (a, b)\) and
\(v' = (c, d)\) with respect to \(B\). That is,
\(u' = au + bv\) and \(v' = cu + dv\) since that’s what vector
coordinates mean.

Suppose we want to find out what the coordinates of a vector
\(w = (x', y')\) in the \(B'\) basis would be in \(B\). We
do some algebra:

So

Expressing in matrix form

Since \([w]_{B'} = (x', y')\), we see that the linear transform we
need to change a vector in \(B'\) to one in \(B\), we simply
mulitply by the change of coordinates matrix \(P\) that is the
formed by using the basis vectors as column vectors, i.e.

To get from \(B\) to \(B'\), we multiply by \(P^{-1}\).

To convert from the standard basis (\(B\)) to the basis given by the
eigenvectorrs (\(B'\)), we multiply by the inverse of the
eigenvector marrix \(V^{-1}\). Since the eigenvector matrix
\(V\) is orthogonal, \(V^T = V^{-1}\). Given a matrix \(M\)
whose columns are the new basis vectors, the new coordinates for a
vector \(x\) are given by \(M^{-1}x\). So to change the basis to
use the eigenvector matrix (i.e. find the coordinates of the vector
\(x\) with respect to the space spnanned by the eigenvectors), we
just need to multiply \(V^{-1} = V^T\) with \(x\).






Graphical illustration of change of basis



\(A = Q^{-1}\Lambda Q\)



Suppose we have a vector \(u\) in the standard basis \(B\) , and
a matrix \(A\) that maps \(u\) to \(v\), also in \(B\).
We can use the eigenvalues of \(A\) to form a new basis \(B'\).
As explained above, to bring a vector \(u\) from \(B\)-space to
a vector \(u'\) in \(B'\)-space, we multiply it by
\(Q^{-1}\), the inverse of the matrix having the eigenvctors as
column vectors. Now, in the eignvector basis, the equivalent operation
to \(A\) is the diagonal matrix \(\Lambda\) - this takes
\(u'\) to \(v'\). Finally, we convert \(v'\) back to avector
\(v\) in the standard basis by multiplying with \(Q\).

ys = np.dot(v1.T, x)






Principal components are simply the eigenvectors of the coveriance
matrix used as basis vectors. Each of the origainl data points is
expreessed as a linear combination of the principal components, giving
rise to a new set of coordinates.

plt.scatter(ys[0,:], ys[1,:], alpha=0.2)
for e_, v_ in zip(e1, np.eye(2)):
    plt.plot([0, 3*e_*v_[0]], [0, 3*e_*v_[1]], 'r-', lw=2)
plt.axis([-3,3,-3,3]);







For example, if we only use the first column of ys, we will have the
projection of the data onto the first principal component, capturing the
majoriyt of the variance in the data with a single featrue that is a
linear combination of the original features.

We may need to transform the (reduced) data set to the original feature
coordinates for interpreation. This is simply another linear transform
(matrix multiplication).

zs = np.dot(v1, ys)






plt.scatter(zs[0,:], zs[1,:], alpha=0.2)
for e_, v_ in zip(e1, v1.T):
    plt.plot([0, 3*e_*v_[0]], [0, 3*e_*v_[1]], 'r-', lw=2)
plt.axis([-3,3,-3,3]);







u, s, v = np.linalg.svd(x)
u.dot(u.T)






array([[ 1.,  0.],
       [ 0.,  1.]])









Dimension reduction via PCA

We have the sepctral decomposition of the covariance matrix


\[A = Q^{-1}\Lambda Q\]

Suppose \(\Lambda\) is a rank \(p\) matrix. To reduce the
dimensionality to \(k \le p\), we simply set all but the first
\(k\) values of the diagonal of \(\Lambda\) to zero. This is
equivvalent to ignoring all except the first \(k\) principal
componnents.

What does this achieve? Recall that \(A\) is a covariance matrix,
and the trace of the matrix is the overall variability, since it is the
sum of the variances.

A






array([[ 0.628 ,  0.2174],
       [ 0.2174,  0.2083]])






A.trace()






0.8364






e, v = np.linalg.eig(A)
D = np.diag(e)
D






array([[ 0.7203,  0.    ],
       [ 0.    ,  0.116 ]])






D.trace()






0.8364






D[0,0]/D.trace()






0.8612






Since the trace is invariant under change of basis, the total
variability is also unchaged by PCA. By keeping only the first \(k\)
principal components, we can still “explain”
\(\sum_{i=1}^k e[i]/\sum{e}\) of the total variability. Sometimes,
the degree of dimension reduction is specified as keeping enough
principal components so that (say) \(90\%\) fo the total variability
is exlained.




Using Singular Value Decomposition (SVD) for PCA

SVD is a decomposition of the data matrix \(X = U S V^T\) where
\(U\) and \(V\) are orthogonal matrices and \(S\) is a
diagnonal matrix.

Recall that the transpose of an orthogonal matrix is also its inverse,
so if we multiply on the right by \(X^T\), we get the follwoing
simplification

Compare with the eigendecomposition of a matrix
\(A = W \Lambda W^{-1}\), we see that SVD gives us the
eigendecomposition of the matrix \(XX^T\), which as we have just
seen, is basically a scaled version of the covariance for a data matrix
with zero mean, with the eigenvectors given by \(U\) and
eigenvealuse by \(S^2\) (scaled by \(n-1\))..

u, s, v = np.linalg.svd(x)






e2 = s**2/(n-1)
v2 = u
plt.scatter(x[0,:], x[1,:], alpha=0.2)
for e_, v_ in zip(e2, v2):
    plt.plot([0, 3*e_*v_[0]], [0, 3*e_*v_[1]], 'r-', lw=2)
plt.axis([-3,3,-3,3]);







v1 # from eigenvectors of covariance matrix






array([[ 0.9205, -0.3909],
       [ 0.3909,  0.9205]])






v2 # from SVD






array([[-0.9205, -0.3909],
       [-0.3909,  0.9205]])






e1 # from eigenvalues of covariance matrix






array([ 0.7204,  0.1161])






e2 # from SVD






array([ 0.7204,  0.1161])







Exercises

The exercise is meant to help your understanding of what is going on
when PCA is performed on a data set and how it can remove linear
redundancy. You would normally use a library function to perform PCA to
reduce the dimensionality of a real data set.

1. Create a data set of 100 3-vectors such that the first componnent
\(a_0 \sim N(0,1)\), \(a_1 \sim a_0 + N(0,3)\) and
\(a_2 = 2a_0 + a_1\), where \(N(\mu, \sigma)\) is the normal
distribution with mean \(\mu\) and standard deviaiton
\(\sigma\). The data set should be a \(3 \times 100\) matrix.
Normalzie so that the row means are 0.

a0 = np.random.normal(0, 1, 100)
a1 = a0 + np.random.normal(0, 3, 100)
a2 = 2*a0 + a1
A = np.row_stack([a0, a1, a2])
A = A - A.mean(0)
A.shape






(3, 100)






2. Find the eigenvecors ane eigenvalues of the coveriance matrix of
the data set using spectral decomposition.

import scipy.linalg as la

M = np.cov(A)
e, v = la.eig(M)
idx = np.argsort(e)[::-1]
e = e[idx]
e = np.real_if_close(e)
v = v[:, idx]

print M
print e
print v






[[ 4.1765 -1.4026 -2.7739]
 [-1.4026  1.3427  0.0598]
 [-2.7739  0.0598  2.7141]]
[  6.5711e+00   1.6621e+00   8.2823e-16]
[[-0.7906  0.204   0.5774]
 [ 0.2186 -0.7867  0.5774]
 [ 0.572   0.5827  0.5774]]






3. Find the eigenvecors ane eigenvalues of the coveriance matrix of
the data set using SVD. Cehck that they are equivalent to those found
using spectral decomposition.

u, s, v = la.svd(A)
print s**2/(A.shape[1] - 1)
print u






[  6.5995e+00   1.6711e+00   3.4685e-31]
[[-0.7899  0.2066  0.5774]
 [ 0.2161 -0.7874  0.5774]
 [ 0.5739  0.5808  0.5774]]






4. What percent of the total variability is explained by the
principal compoennts? Given how the dataset was constructed, do these
make sense? Reduce the dimenisionality of the system so that over 99% of
the total variability is retained.

print "Explained variance", np.cumsum(e)/e.sum()
# note: a2 is a linear combination of a1
# and a0 explains part of the variance of a1 by construction

u.dot(np.diag(e).dot(u.T))

B1 = u.T.dot(A) # in PCA coordinates

e[2:] = 0
A1 = u.dot(np.diag(e).dot(B1)) # in original coorindate with dimension reduction






Explained variance [ 0.7981  1.      1.    ]






5. Plot the data points in the origianla and PCA coordiantes as a
set of scatter plots. Your final figure should have 2 rows of 3 plots
each, where the columns show the (0,1), (0,2) and (1,2) proejctions.

plt.figure(figsize=(12, 8))
dims = [(0,1), (0,2), (1,2)]
for k, dim in enumerate(dims):
    plt.subplot(2, 3, k+1)
    plt.scatter(A[dim[0], :], A[dim[1], :])
    plt.subplot(2, 3, k+4)
    plt.scatter(B1[dim[0], :], B1[dim[1], :])







6. Use the decomposition.PCA() function from the sklearn
package to perfrom the decomposiiton.

from sklearn.decomposition import PCA

pca = PCA(copy=True)
pca.fit(A.T)
B2 = pca.transform(A.T)
B2 = B2.T

plt.figure(figsize=(12, 8))
dims = [(0,1), (0,2), (1,2)]
for k, dim in enumerate(dims):
    plt.subplot(2, 3, k+1)
    plt.scatter(A[dim[0], :], A[dim[1], :])
    plt.subplot(2, 3, k+4)
    plt.scatter(B2[dim[0], :], B2[dim[1], :])












Optimization and Non-linear Methods

It is sometimes necessary to solve equations or systems of equations
that are non-linear. Often, those non-linear equations arise as
optimization problems.


Example: Maximum Likelihood Estimation (MLE)

Recall that in MLE, we are interested in estimating the value of a
parameter \(\theta\) that maximizes a log-likelihood function
\(\ell(X;\theta)\). Let \(X_1,...,X_n\) be an iid set of random
variables with pdf \(f(x;\theta)\), where
\(\theta \in \mathbb{R}^k\) is a parameter. The likelihood function
is:


\[L(X;\theta) = \prod_{i=1}^n f(X_i;\theta)\]

We want the value of \(\theta\) that maximizes \(L\). We can
accomplish this by taking the first derivative (or gradient) of
\(L\) with respect to \(\theta\), setting it to zero and solving
for \(\theta\). However, this is more easily accomplished if we
first take \(\log(L)\), as \(L\) is a product of densities, and
taking the log of a product yields a sum. Because \(log\) is a
monotonically increasing function, any value of \(\theta\) that
maximizes \(\log(L)\) also maximizes \(L\).

Optimization then amounts to finding the zeros of




Bisection Method

The bisection method is one of the simplest methods for finding zeroes
of a non-linear function. It is guaranteed to find a root - but it can
be slow. The main idea comes from the intermediate value theorem: If
\(f(a)\) and \(f(b)\) have different signs and \(f\) is
continous, then \(f\) must have a zero between \(a\) and
\(b\). We evaluate the function at the midpoint,
\(c = \frac12(a+b)\). \(f(c)\) is either zero, has the same sign
as \(f(a)\) or the same sign as \(f(b)\). Suppose \(f(c)\)
has the same sign as \(f(a)\) (as pictured below). We then repeat
the process on the interval \([c,b]\).

def f(x):
    return x**3 + 4*x**2 -3

x = np.linspace(-3.1, 0, 100)
plt.plot(x, x**3 + 4*x**2 -3)

a = -3.0
b = -0.5
c = 0.5*(a+b)

plt.text(a,-1,"a")
plt.text(b,-1,"b")
plt.text(c,-1,"c")

plt.scatter([a,b,c], [f(a), f(b),f(c)], s=50, facecolors='none')
plt.scatter([a,b,c], [0,0,0], s=50, c='red')

xaxis = plt.axhline(0);







x = np.linspace(-3.1, 0, 100)
plt.plot(x, x**3 + 4*x**2 -3)

d = 0.5*(b+c)

plt.text(d,-1,"d")
plt.text(b,-1,"b")
plt.text(c,-1,"c")

plt.scatter([d,b,c], [f(d), f(b),f(c)], s=50, facecolors='none')
plt.scatter([d,b,c], [0,0,0], s=50, c='red')

xaxis = plt.axhline(0);







We can terminate the process whenever the function evaluated at the new
midpoint is ‘close enough’ to zero.




Secant Method

The secant method also begins with two initial points, but without the
constraint that the function values are of opposite signs. We use the
secant line to extrapolate the next candidate point.

def f(x):
    return (x**3-2*x+7)/(x**4+2)

x = np.arange(-3,5, 0.1);
y = f(x)

p1=plt.plot(x, y)
plt.xlim(-3, 4)
plt.ylim(-.5, 4)
plt.xlabel('x')
plt.axhline(0)
t = np.arange(-10, 5., 0.1)

x0=-1.2
x1=-0.5
xvals = []
xvals.append(x0)
xvals.append(x1)
notconverge = 1
count = 0
cols=['r--','b--','g--','y--']
while (notconverge==1 and count <  3):
    slope=(f(xvals[count+1])-f(xvals[count]))/(xvals[count+1]-xvals[count])
    intercept=-slope*xvals[count+1]+f(xvals[count+1])
    plt.plot(t, slope*t + intercept, cols[count])
    nextval = -intercept/slope
    if abs(f(nextval)) < 0.001:
        notconverge=0
    else:
        xvals.append(nextval)
    count = count+1

plt.show()







The secant method has the advantage of fast convergence. While the
bisection method has a linear convergence rate (i.e. error goes to zero
at the rate that \(h(x) = x\) goes to zero, the secant method has a
convergence rate that is faster than linear, but not quite quadratic
(i.e. \(\sim x^\alpha\), where
\(\alpha = \frac{1+\sqrt{5}}2 \approx 1.6\))




Newton-Rhapson Method

We want to find the value \(\theta\) so that some (differentiable)
function \(g(\theta)=0\). Idea: start with a guess,
\(\theta_0\). Let \(\tilde{\theta}\) denote the value of
\(\theta\) for which \(g(\theta) = 0\) and define
\(h = \tilde{\theta} - \theta_0\). Then:

This implies that


\[h\approx \frac{g(\theta_0)}{g'(\theta_0)}\]

So that


\[\tilde{\theta}\approx \theta_0 - \frac{g(\theta_0)}{g'(\theta_0)}\]

Thus, we set our next approximation:


\[\theta_1 = \theta_0 - \frac{g(\theta_0)}{g'(\theta_0)}\]

and we have developed an interative procedure with:


\[\theta_n = \theta_{n-1} - \frac{g(\theta_{n-1})}{g'(\theta_{n-1})}\]


Example:

Let


\[g(x) = \frac{x^3-2x+7}{x^4+2}\]

The graph of this function is:

x = np.arange(-5,5, 0.1);
y = (x**3-2*x+7)/(x**4+2)

p1=plt.plot(x, y)
plt.xlim(-4, 4)
plt.ylim(-.5, 4)
plt.xlabel('x')
plt.axhline(0)
plt.title('Example Function')
plt.show()







x = np.arange(-5,5, 0.1);
y = (x**3-2*x+7)/(x**4+2)

p1=plt.plot(x, y)
plt.xlim(-4, 4)
plt.ylim(-.5, 4)
plt.xlabel('x')
plt.axhline(0)
plt.title('Good Guess')
t = np.arange(-5, 5., 0.1)

x0=-1.5
xvals = []
xvals.append(x0)
notconverge = 1
count = 0
cols=['r--','b--','g--','y--','c--','m--','k--','w--']
while (notconverge==1 and count <  6):
    funval=(xvals[count]**3-2*xvals[count]+7)/(xvals[count]**4+2)
    slope=-((4*xvals[count]**3 *(7 - 2 *xvals[count] + xvals[count]**3))/(2 + xvals[count]**4)**2) + (-2 + 3 *xvals[count]**2)/(2 + xvals[count]**4)

    intercept=-slope*xvals[count]+(xvals[count]**3-2*xvals[count]+7)/(xvals[count]**4+2)

    plt.plot(t, slope*t + intercept, cols[count])
    nextval = -intercept/slope
    if abs(funval) < 0.01:
        notconverge=0
    else:
        xvals.append(nextval)
    count = count+1

plt.show()







From the graph, we see the zero is near -2. We make an initial guess of


\[x=-1.5\]

We have made an excellent choice for our first guess, and we can see
rapid convergence!

funval






0.007591996330867034






In fact, the Newton-Rhapson method converges quadratically. However, NR
(and the secant method) have a fatal flaw:

x = np.arange(-5,5, 0.1);
y = (x**3-2*x+7)/(x**4+2)

p1=plt.plot(x, y)
plt.xlim(-4, 4)
plt.ylim(-.5, 4)
plt.xlabel('x')
plt.axhline(0)
plt.title('Bad Guess')
t = np.arange(-5, 5., 0.1)

x0=-0.5
xvals = []
xvals.append(x0)
notconverge = 1
count = 0
cols=['r--','b--','g--','y--','c--','m--','k--','w--']
while (notconverge==1 and count <  6):
    funval=(xvals[count]**3-2*xvals[count]+7)/(xvals[count]**4+2)
    slope=-((4*xvals[count]**3 *(7 - 2 *xvals[count] + xvals[count]**3))/(2 + xvals[count]**4)**2) + (-2 + 3 *xvals[count]**2)/(2 + xvals[count]**4)

    intercept=-slope*xvals[count]+(xvals[count]**3-2*xvals[count]+7)/(xvals[count]**4+2)

    plt.plot(t, slope*t + intercept, cols[count])
    nextval = -intercept/slope
    if abs(funval) < 0.01:
        notconverge = 0
    else:
        xvals.append(nextval)
    count = count+1

plt.show()







We have stumbled on the horizontal asymptote. The algorithm fails to
converge.


Basins of Attraction Can Be ‘Close’

def f(x):
    return x**3 - 2*x**2 - 11*x +12
def s(x):
    return 3*x**2 - 4*x - 11

x = np.arange(-5,5, 0.1);

p1=plt.plot(x, f(x))
plt.xlim(-4, 5)
plt.ylim(-20, 22)
plt.xlabel('x')
plt.axhline(0)
plt.title('Basin of Attraction')
t = np.arange(-5, 5., 0.1)

x0=2.43
xvals = []
xvals.append(x0)
notconverge = 1
count = 0
cols=['r--','b--','g--','y--','c--','m--','k--','w--']
while (notconverge==1 and count <  6):
    funval = f(xvals[count])
    slope = s(xvals[count])

    intercept=-slope*xvals[count]+funval

    plt.plot(t, slope*t + intercept, cols[count])
    nextval = -intercept/slope
    if abs(funval) < 0.01:
        notconverge = 0
    else:
        xvals.append(nextval)
    count = count+1

plt.show()
xvals[count-1]







-3.1713324128480282






p1=plt.plot(x, f(x))
plt.xlim(-4, 5)
plt.ylim(-20, 22)
plt.xlabel('x')
plt.axhline(0)
plt.title('Basin of Attraction')
t = np.arange(-5, 5., 0.1)

x0=2.349
xvals = []
xvals.append(x0)
notconverge = 1
count = 0
cols=['r--','b--','g--','y--','c--','m--','k--','w--']
while (notconverge==1 and count <  6):
    funval = f(xvals[count])
    slope = s(xvals[count])

    intercept=-slope*xvals[count]+funval

    plt.plot(t, slope*t + intercept, cols[count])
    nextval = -intercept/slope
    if abs(funval) < 0.01:
        notconverge = 0
    else:
        xvals.append(nextval)
    count = count+1

plt.show()
xvals[count-1]







0.9991912395651094









Convergence Rate

The following is a derivation of the convergence rate of the NR method:

Suppose \(x_k \; \rightarrow \; x^*\) and \(g'(x^*) \neq 0\).
Then we may write:


\[x_k = x^* + \epsilon_k\]

.

Now expand \(g\) at \(x^*\):


\[g(x_k) = g(x^*) + g'(x^*)\epsilon_k + \frac12 g''(x^*)\epsilon_k^2 + ...\]


\[g'(x_k)=g'(x^*) + g''(x^*)\epsilon_k\]

We have that








Gauss-Newton

For 1D, the Newton method is


\[x_{n+1} = x_n - \frac{f(x_n)}{f'(x_n)}\]

We can generalize to \(k\) dimensions by


\[x_{n+1} = x_n - J^{-1} f(x_n)\]

where \(x\) and \(f(x)\) are now vectors, and \(J^{-1}\) is
the inverse Jacobian matrix. In general, the Jacobian is not a square
matrix, and we use the generalized inverse \((J^TJ)^{-1}J^T\)
instead, giving


\[x_{n+1} = x_n - (J^TJ)^{-1}J^T f(x_n)\]

In multivariate nonlinear estimation problems, we can find the vector of
parameters \(\beta\) by minimizing the residuals \(r(\beta)\),


\[\beta_{n+1} = \beta_n - (J^TJ)^{-1}J^T r(\beta_n)\]

where the entries of the Jacobian matrix \(J\) are


\[J_{ij} = \frac{\partial r_i(\beta)}{\partial \beta_j}\]




Inverse Quadratic Interpolation

Inverse quadratic interpolation is a type of polynomial interpolation.
Polynomial interpolation simply means we find the polynomial of least
degree that fits a set of points. In quadratic interpolation, we use
three points, and find the quadratic polynomial that passes through
those three points.

Inverse quadratic interpolation means we do quadratic interpolation on
the inverse function. So, if we are looking for a root of \(f\), we
approximate \(f^{-1}(x)\) using quadratic interpolation. Note that
the secant method can be viewed as a linear interpolation on the
inverse of \(f\). We can write:


\[f^{-1}(y) = \frac{(y-f(x_n))(y-f(x_{n-1}))}{(f(x_{n-2})-f(x_{n-1}))(f(x_{n-2})-f(x_{n}))}x_{n-2} + \frac{(y-f(x_n))(y-f(x_{n-2}))}{(f(x_{n-1})-f(x_{n-2}))(f(x_{n-1})-f(x_{n}))}x_{n-1} + \frac{(y-f(x_{n-2}))(y-f(x_{n-1}))}{(f(x_{n})-f(x_{n-2}))(f(x_{n})-f(x_{n-1}))}x_{n-1}\]

We use the above formula to find the next guess \(x_{n+1}\) for a
zero of \(f\) (so \(y=0\)):


\[x_{n+1} = \frac{f(x_n)f(x_{n-1})}{(f(x_{n-2})-f(x_{n-1}))(f(x_{n-2})-f(x_{n}))}x_{n-2} + \frac{f(x_n)f(x_{n-2})}{(f(x_{n-1})-f(x_{n-2}))(f(x_{n-1})-f(x_{n}))}x_{n-1} + \frac{f(x_{n-2})f(x_{n-1})}{(f(x_{n})-f(x_{n-2}))(f(x_{n})-f(x_{n-1}))}x_{n}\]

Convergence rate is approximately \(1.8\).




Brent’s Method

Brent’s method is a combination of bisection, secant and inverse
quadratic interpolation. Like bisection, it is a ‘bracketed’ method
(starts with points \((a,b)\) such that \(f(a)f(b)<0\).

Roughly speaking, the method begins by using the secant method to obtain
a third point \(c\), then uses inverse quadratic interpolation to
generate the next possible root. Without going into too much detail, the
algorithm attempts to assess when interpolation will go awry, and if so,
performs a bisection step. Also, it has certain criteria to reject an
iterate. If that happens, the next step will be linear interpolation
(secant method).

The Brent method is the default method that scypy uses to minimize a
univariate function:

from scipy.optimize import minimize_scalar

def f(x):
    return (x - 2) * x * (x + 2)**2

res = minimize_scalar(f)
res.x






1.2807764040333458






x = np.arange(-5,5, 0.1);
p1=plt.plot(x, f(x))
plt.xlim(-4, 4)
plt.ylim(-10, 20)
plt.xlabel('x')
plt.axhline(0)






<matplotlib.lines.Line2D at 0x7f9c9b232bd0>







To find zeroes, use

scipy.optimize.brentq(f,-1,.5)






-7.864845203343107e-19






scipy.optimize.brentq(f,.5,3)






2.0






scipy.optimize.newton(f,-3)






-2.0000000172499592









Practical Optimizatio Routines


Finding roots

For root finding, we generally need to proivde a starting point in the
vicinitiy of the root. For iD root finding, this is often provided as a
bracket (a, b) where a and b have opposite signs.


Univariate roots and fixed points

def f(x):
    return x**3-3*x+1






x = np.linspace(-3,3,100)
plt.axhline(0)
plt.plot(x, f(x));







from scipy.optimize import brentq, newton






brentq(f, -3, 0), brentq(f, 0, 1), brentq(f, 1,3)






(-1.8794, 0.3473, 1.5321)






newton(f, -3), newton(f, 0), newton(f, 3)






(-1.8794, 0.3473, 1.5321)







Finding fixed points

Finding the fixed points of a function \(g(x) = x\) is the same as
finding the roots of \(g(x) - x\). However, specialized algorihtms
also exist - e.g. using scipy.optimize.fixedpoint.

from scipy.optimize import fixed_point






def f(x, r):
    """Discrete logistic equation."""
    return r*x*(1-x)






n = 100
fps = np.zeros(n)
for i, r in enumerate(np.linspace(0, 4, n)):
    fps[i] = fixed_point(f, 0.5, args=(r, ))






plt.plot(np.linspace(0, 4, n), fps);












Mutlivariate roots and fixed points

from scipy.optimize import root, fsolve






def f(x):
    return [x[1] - 3*x[0]*(x[0]+1)*(x[0]-1),
            .25*x[0]**2 + x[1]**2 - 1]






sol = root(f, (0.5, 0.5))
sol






 status: 1
success: True
    qtf: array([ -1.4947e-08,   1.2702e-08])
   nfev: 21
      r: array([ 8.2295, -0.8826, -1.7265])
    fun: array([ -1.6360e-12,   1.6187e-12])
      x: array([ 1.1169,  0.8295])
message: 'The solution converged.'
   fjac: array([[-0.9978,  0.0659],
      [-0.0659, -0.9978]])






f(sol.x)






[-0.0000, 0.0000]






sol = root(f, (12,12))
sol






 status: 1
success: True
    qtf: array([ -1.5296e-08,   3.5475e-09])
   nfev: 33
      r: array([-10.9489,   6.1687,  -0.3835])
    fun: array([  4.7062e-13,   1.4342e-10])
      x: array([ 0.778 , -0.9212])
message: 'The solution converged.'
   fjac: array([[ 0.2205, -0.9754],
      [ 0.9754,  0.2205]])






f(sol.x)






[0.0000, 0.0000]











Optimization Primer

We will assume that our optimization problem is to minimize some
univariate or multivariate function \(f(x)\). This is without loss
of generality, since to find the maximum, we can simply minime
\(-f(x)\). We will also assume that we are dealing with multivariate
or real-valued smooth functions - non-smooth, noisy or discrete
functions are outside the scope of this course and less common in
statistical applications.

To find the minimum of a function, we first need to be able to express
the function as a mathemtical expresssion. For example, in lesst squares
regression, the function that we are optimizing is of the form
\(y_i - f(x_i, \theta)\) for some parameter(s) \(\theta\). To
choose an appropirate optimization algorihtm, we should at least answr
these two questions if possible:


	Is the function convex?

	Are there any constraints that the solution must meet?



Finally, we need to realize that optimization mehthods are nearly always
designed to find local optima. For convex problems, there is only one
minimum and so this is not a problem. However, if there are multiple
local minima, often heuristics such as multiple random starts must be
adopted to find a “good” enouhg solution.


Is the function convex?

Convex functions are very nice becuase they have a single global
minimum, and there are very efficient algorithms for solving large
convex systems.

Intuitively, a function is convex if every chord joining two points on
the function lies above the function. More formally, a function is
convex if


\[\begin{split}f(ta + (1-t)b) < tf(a) + (1-t)f(b)\end{split}\]

for some \(t\) between 0 and 1 - this is shown in the figure below.

def f(x):
    return (x-4)**2 + x + 1

with plt.xkcd():
    x = np.linspace(0, 10, 100)

    plt.plot(x, f(x))
    ymin, ymax = plt.ylim()
    plt.axvline(2, ymin, f(2)/ymax, c='red')
    plt.axvline(8, ymin, f(8)/ymax, c='red')
    plt.scatter([4, 4], [f(4), f(2) + ((4-2)/(8-2.))*(f(8)-f(2))],
                 edgecolor=['blue', 'red'], facecolor='none', s=100, linewidth=2)
    plt.plot([2,8], [f(2), f(8)])
    plt.xticks([2,4,8], ('a', 'ta + (1-t)b', 'b'), fontsize=20)
    plt.text(0.2, 40, 'f(ta + (1-t)b) < tf(a) + (1-t)f(b)', fontsize=20)
    plt.xlim([0,10])
    plt.yticks([])
    plt.suptitle('Convex function', fontsize=20)








Checking if a function is convex using the Hessian

The formal definition is only useful foc checking if a function is
convex if you can find a counter-example. More practically, a twice
differntiable function is convex if its Hessian is positive
semi-definite, and strictly convex if the Hessian is positive definite.

For example, suppose we want to minimize the function


\[f(x_1, x_2, x_3) = x_1^2 + 2x_2^2 + 3x_3^2 + 2x_1x_2 + 2x_1x_3\]

Note: A univariate function is convex if its second derivative is
positive everywhere.

from sympy import symbols, hessian, Function, N
x, y, z = symbols('x y z')
f = symbols('f', cls=Function)






f = x**2 + 2*y**2 + 3*z**2 + 2*x*y + 2*x*z






H = np.array(hessian(f, (x, y, z)))
H






array([[2, 2, 2],
       [2, 4, 0],
       [2, 0, 6]], dtype=object)






e, v = la.eig(H)
np.real_if_close(e)






array([ 0.2412,  7.0642,  4.6946])






Since all eigenvalues are positive, the Hessian is positive defintie and
the function is convex.




Combining convex functions

The following rules may be useful to determine if more complex functions
are covex:


	The intersection of convex functions is convex

	If the functions \(f\) and \(g\) are convex and
\(a \ge 0\) and \(b \ge 0\) then the function \(af + bg\)
is convex.

	If the function \(U\) is convex and the function \(g\) is
nondecreasing and convex then the function f defined by
\(f (x) = g(U(x))\) is convex.



Many more technical deetails about convexity and convex optimization can
be found in this book.






Are there any constraints that the solution must meet?

In general, optimizaiton without constraints is easier to solve than
optimization in the presence of constraints. In any case, the solutions
may be very different in the prsence or absence of constraints, so it is
important to know if there are any constraints.

We will see some examples of two general strategies - convert a problme
with constraints into one without constraints, or use an algorithm that
can optimize with constraints.






Using scipy.optimize

One of the most convenient libraries to use is scipy.optimize, since
it is already part of the Anaconda interface and it has a fairly
intuitive interface.

from scipy import optimize as opt






def f(x):
    return x**4 + 3*(x-2)**3 - 15*(x)**2 + 1






x = np.linspace(-8, 5, 100)
plt.plot(x, f(x));







The
`minimize_scalar <http://docs.scipy.org/doc/scipy/reference/generated/scipy.optimize.minimize_scalar.html#scipy.optimize.minimize_scalar>`__
function will find the minimum, and can also be told to search within
given bounds. By default, it uses the Brent algorithm, which combines a
bracketing strategy with a parabolic approximation.

opt.minimize_scalar(f, method='Brent')






 fun: -803.39553088258845
nfev: 12
 nit: 11
   x: -5.5288011252196627






opt.minimize_scalar(f, method='bounded', bounds=[0, 6])






 status: 0
   nfev: 12
success: True
    fun: -54.210039377127622
      x: 2.6688651040396532
message: 'Solution found.'







Local and global minima

def f(x, offset):
    return -np.sinc(x-offset)






x = np.linspace(-20, 20, 100)
plt.plot(x, f(x, 5));







# note how additional function arguments are passed in
sol = opt.minimize_scalar(f, args=(5,))
sol






 fun: -0.049029624014074166
nfev: 11
 nit: 10
   x: -1.4843871263953001






plt.plot(x, f(x, 5))
plt.axvline(sol.x)






<matplotlib.lines.Line2D at 0x115211c90>








We can try multiple ranodm starts to find the global minimum

lower = np.random.uniform(-20, 20, 100)
upper = lower + 1
sols = [opt.minimize_scalar(f, args=(5,), bracket=(l, u)) for (l, u) in zip(lower, upper)]






idx = np.argmin([sol.fun for sol in sols])
sol = sols[idx]






plt.plot(x, f(x, 5))
plt.axvline(sol.x);










Using a stochastic algorithm

See doucmentation for the basinhopping algorithm, which also works
with multivariate scalar optimization.

from scipy.optimize import basinhopping

x0 = 0
sol = basinhopping(f, x0, stepsize=1, minimizer_kwargs={'args': (5,)})
sol






                 nfev: 2017
minimization_failures: 0
                  fun: -1.0
                    x: array([ 5.])
              message: ['requested number of basinhopping iterations completed successfully']
                 njev: 671
                  nit: 100






plt.plot(x, f(x, 5))
plt.axvline(sol.x);










Minimizing a multivariate function \(f: \mathbb{R}^n \rightarrow \mathbb{R}\)

We will next move on to optimization of multivariate scalar functions,
where the scalar may (say) be the norm of a vector. Minimizing a
multivariable set of equations
\(f: \mathbb{R}^n \rightarrow \mathbb{R}^n\) is not well-defined,
but we will later see how to solve the closely related problme of
finding roots or fixed points of such a set of equations.

We will use the Rosenbrock “banana”
function to
illustrate unconstrained multivariate optimization. In 2D, this is


\[f(x, y) = b(y - x^2)^2 + (a - x)^2\]

The function has a global minimum at (1,1) and the standard expression
takes \(a = 1\) and \(b = 100\).




Conditinoning of otpimization problem

With these values fr \(a\) and \(b\), the problem is
ill-conditioned. As we shall see, one of the factors affecting the ease
of optimization is the condition number of the curvature (Hessian). When
the codition number is high, the gradient may not point in the direction
of the minimum, and simple gradient descent methods may be inefficient
since they may be forced to take many sharp turns.

from sympy import symbols, hessian, Function, N

x, y = symbols('x y')
f = symbols('f', cls=Function)

f = 100*(y - x**2)**2 + (1 - x)**2

H = hessian(f, [x, y]).subs([(x,1), (y,1)])
print np.array(H)
print N(H.condition_number())






[[802 -400]
 [-400 200]]
2508.00960127744






def rosen(x):
    """Generalized n-dimensional version of the Rosenbrock function"""
    return sum(100*(x[1:]-x[:-1]**2.0)**2.0 +(1-x[:-1])**2.0)






x = np.linspace(-5, 5, 100)
y = np.linspace(-5, 5, 100)
X, Y = np.meshgrid(x, y)
Z = rosen(np.vstack([X.ravel(), Y.ravel()])).reshape((100,100))






# Note: the global minimum is at (1,1) in a tiny contour island
plt.contour(X, Y, Z, np.arange(10)**5)
plt.text(1, 1, 'x', va='center', ha='center', color='red', fontsize=20);














Gradient deescent

The gradient (or Jacobian) at a point indicates the direction of
steepest ascent. Since we are looking for a minimum, one obvious
possibility is to take a step in the opposite direction to the graident.
We weight the size of the step by a factor \(\alpha\) known in the
machine learning literature as the learning rate. If \(\alpha\) is
small, the algorithm will eventually converge towards a local minimum,
but it may take long time. If \(\alpha\) is large, the algorithm may
converge faster, but it may also overshoot and never find the minimum.
Gradient descent is also known as a first order method because it
requires calculation of the first derivative at each iteration.

Some algorithms also determine the appropriate value of \(\alpha\)
at each stage by using a line search, i.e.,


\[\alpha^* = \arg\min_\alpha f(x_k - \alpha \nabla{f(x_k)})\]

which is a 1D optimization problem.

As suggested above, the problem is that the gradient may not point
towards the global minimum especially when the condition number is
large, and we are forced to use a small \(\alpha\) for convergence.
Becasue gradient descent is unreliable in practice, it is not part of
the scipy optimize suite of functions, but we will write a custom
function below to ilustrate how it works.

def rosen_der(x):
    """Derivative of generalized Rosen function."""
    xm = x[1:-1]
    xm_m1 = x[:-2]
    xm_p1 = x[2:]
    der = np.zeros_like(x)
    der[1:-1] = 200*(xm-xm_m1**2) - 400*(xm_p1 - xm**2)*xm - 2*(1-xm)
    der[0] = -400*x[0]*(x[1]-x[0]**2) - 2*(1-x[0])
    der[-1] = 200*(x[-1]-x[-2]**2)
    return der






def custmin(fun, x0, args=(), maxfev=None, alpha=0.0002,
        maxiter=100000, tol=1e-10, callback=None, **options):
    """Implements simple gradient descent for the Rosen function."""
    bestx = x0
    besty = fun(x0)
    funcalls = 1
    niter = 0
    improved = True
    stop = False

    while improved and not stop and niter < maxiter:
        niter += 1
        # the next 2 lines are gradient descent
        step = alpha * rosen_der(bestx)
        bestx = bestx - step

        besty = fun(bestx)
        funcalls += 1

        if la.norm(step) < tol:
            improved = False
        if callback is not None:
            callback(bestx)
        if maxfev is not None and funcalls >= maxfev:
            stop = True
            break

    return opt.OptimizeResult(fun=besty, x=bestx, nit=niter,
                              nfev=funcalls, success=(niter > 1))






def reporter(p):
    """Reporter function to capture intermediate states of optimization."""
    global ps
    ps.append(p)






# Initial starting position
x0 = np.array([4,-4.1])






ps = [x0]
opt.minimize(rosen, x0, method=custmin, callback=reporter)






    fun: 1.0604663473471188e-08
   nfev: 100001
success: True
    nit: 100000
      x: array([ 0.9999,  0.9998])






ps = np.array(ps)
plt.figure(figsize=(12,4))
plt.subplot(121)
plt.contour(X, Y, Z, np.arange(10)**5)
plt.plot(ps[:, 0], ps[:, 1], '-o')
plt.subplot(122)
plt.semilogy(range(len(ps)), rosen(ps.T));










Newton’s method and variants

Recall Newton’s method for finding roots of a univariate function


\[x_{K+1} = x_k - \frac{f(x_k}{f'(x_k)}\]

When we are looking for a minimum, we are looking for the roots of the
derivative, so


\[x_{K+1} = x_k - \frac{f'(x_k}{f''(x_k)}\]

Newotn’s method can also be seen as a Taylor series approximation


\[f(x+h) = f(x) + h f'(x) + \frac{h^2}{2}f''(x)\]

At the function minimum, the derivtive is 0, so

and letting \(\Delta x = \frac{h}{2}\), we get that the Newton stpe
is


\[\Delta x = - \frac{f'(x)}{f''(x)}\]

The multivariate analog replaces \(f'\) with the Jacobian and
\(f''\) with the Hessian, so the Newton step is


\[\Delta x = -H^{-1}(x) \nabla f(x)\]

Second order methods solve for \(H^{-1}\) and so require calculation
of the Hessian (either provided or approximated uwing finite
differences). For efficiency reasons, the Hessian is not directly
inverted, but solved for using a variety of methods such as conjugate
gradient. An example of a seocnd order method in the optimize
package is Newton-GC.

from scipy.optimize import rosen, rosen_der, rosen_hess






ps = [x0]
opt.minimize(rosen, x0, method='Newton-CG', jac=rosen_der, hess=rosen_hess, callback=reporter)






 status: 0
success: True
   njev: 63
   nfev: 38
    fun: 1.3642782750354208e-13
      x: array([ 1.,  1.])
message: 'Optimization terminated successfully.'
   nhev: 26
    jac: array([  1.2120e-04,  -6.0850e-05])






ps = np.array(ps)
plt.figure(figsize=(12,4))
plt.subplot(121)
plt.contour(X, Y, Z, np.arange(10)**5)
plt.plot(ps[:, 0], ps[:, 1], '-o')
plt.subplot(122)
plt.semilogy(range(len(ps)), rosen(ps.T));







As calculating the Hessian is computationally expensive, first order
methods only use the first derivatives. Quasi-Newton methods use
functions of the first derivatives to approximate the inverse Hessian. A
well know example of the Quasi-Newoton class of algorithjms is BFGS,
named after the initials of the creators. As usual, the first
derivatives can either be provided via the jac= argument or
approximated by finite difference methods.

ps = [x0]
opt.minimize(rosen, x0, method='BFGS', callback=reporter)






  status: 2
 success: False
    njev: 92
    nfev: 379
hess_inv: array([[ 0.5004,  1.0009],
      [ 1.0009,  2.0072]])
     fun: 1.2922663663359423e-12
       x: array([ 1.,  1.])
 message: 'Desired error not necessarily achieved due to precision loss.'
     jac: array([  5.1319e-05,  -2.1227e-05])






ps = np.array(ps)
plt.figure(figsize=(12,4))
plt.subplot(121)
plt.contour(X, Y, Z, np.arange(10)**5)
plt.plot(ps[:, 0], ps[:, 1], '-o')
plt.subplot(122)
plt.semilogy(range(len(ps)), rosen(ps.T));







Finally, there are some optimization algorithms not based on the Newton
method, but on other heuristic search strategies that do not require any
derivatives, only function evaluations. One well-known example is the
Nelder-Mead simplex algorithm.

ps = [x0]
opt.minimize(rosen, x0, method='nelder-mead', callback=reporter)






 status: 0
   nfev: 162
success: True
    fun: 5.262756878429089e-10
      x: array([ 1.,  1.])
message: 'Optimization terminated successfully.'
    nit: 85






ps = np.array(ps)
plt.figure(figsize=(12,4))
plt.subplot(121)
plt.contour(X, Y, Z, np.arange(10)**5)
plt.plot(ps[:, 0], ps[:, 1], '-o')
plt.subplot(122)
plt.semilogy(range(len(ps)), rosen(ps.T));










Constrained optimization

Many real-world optimization problems have constraints - for example, a
set of parameters may have to sum to 1.0 (eqquality constraint), or some
parameters may have to be non-negative (inequality constraint).
Sometimes, the constraints can be incorporated into the function to be
minimized, for example, the non-negativity constraint \(p > 0\) can
be removed by substituting \(p = e^q\) and optimizing for \(q\).
Using such workarounds, it may be possible to convert a constrained
optimization problem into an unconstrained one, and use the methods
discussed above to sovle the problem.

Alternatively, we can use optimization methods that allow the
speicification of constraints directly in the problem statement as shown
in this section. Internally, constraint violation penalties, barriers
and Lagrange multpiliers are some of the methods used used to handle
these constraints. We use the example provided in the Scipy
tutorial
to illustrate how to set constraints.


\[f(x) = -(2xy + 2x - x^2 -2y^2)\]

subject to the constraint


\[\begin{split}  x^3 - y = 0 \\
  y - (x-1)^4 - 2 \ge 0\end{split}\]\[and the bounds\]


\[\begin{split}0.5 \le x \le 1.5 \\
1.5 \le y \le 2.5\end{split}\]

def f(x):
    return -(2*x[0]*x[1] + 2*x[0] - x[0]**2 - 2*x[1]**2)






x = np.linspace(0, 3, 100)
y = np.linspace(0, 3, 100)
X, Y = np.meshgrid(x, y)
Z = f(np.vstack([X.ravel(), Y.ravel()])).reshape((100,100))
plt.contour(X, Y, Z, np.arange(-1.99,10, 1));
plt.plot(x, x**3, 'k:', linewidth=1)
plt.plot(x, (x-1)**4+2, 'k:', linewidth=1)
plt.fill([0.5,0.5,1.5,1.5], [2.5,1.5,1.5,2.5], alpha=0.3)
plt.axis([0,3,0,3])






[0, 3, 0, 3]







To set consttarints, we pass in a dictionary with keys ty;pe,
fun and jac. Note that the inequlaity cosntraint assumes a
\(C_j x \ge 0\) form. As usual, the jac is optional and will be
numerically estimted if not provided.

cons = ({'type': 'eq',
         'fun' : lambda x: np.array([x[0]**3 - x[1]]),
         'jac' : lambda x: np.array([3.0*(x[0]**2.0), -1.0])},
        {'type': 'ineq',
         'fun' : lambda x: np.array([x[1] - (x[0]-1)**4 - 2])})

bnds = ((0.5, 1.5), (1.5, 2.5))






x0 = [0, 2.5]






Unconstrained optimization

ux = opt.minimize(f, x0, constraints=None)
ux






  status: 0
 success: True
    njev: 5
    nfev: 20
hess_inv: array([[ 1. ,  0.5],
      [ 0.5,  0.5]])
     fun: -1.9999999999999987
       x: array([ 2.,  1.])
 message: 'Optimization terminated successfully.'
     jac: array([ 0.,  0.])






Constrained optimization

cx = opt.minimize(f, x0, bounds=bnds, constraints=cons)
cx






 status: 0
success: True
   njev: 5
   nfev: 21
    fun: 2.0499154720925521
      x: array([ 1.2609,  2.0046])
message: 'Optimization terminated successfully.'
    jac: array([-3.4875,  5.4967,  0.    ])
    nit: 5






x = np.linspace(0, 3, 100)
y = np.linspace(0, 3, 100)
X, Y = np.meshgrid(x, y)
Z = f(np.vstack([X.ravel(), Y.ravel()])).reshape((100,100))
plt.contour(X, Y, Z, np.arange(-1.99,10, 1));
plt.plot(x, x**3, 'k:', linewidth=1)
plt.plot(x, (x-1)**4+2, 'k:', linewidth=1)
plt.text(ux['x'][0], ux['x'][1], 'x', va='center', ha='center', size=20, color='blue')
plt.text(cx['x'][0], cx['x'][1], 'x', va='center', ha='center', size=20, color='red')
plt.fill([0.5,0.5,1.5,1.5], [2.5,1.5,1.5,2.5], alpha=0.3)
plt.axis([0,3,0,3]);










Curve fitting

Sometimes, we simply want to use non-linear least squares to fit a
function to data, perhaps to estimate paramters for a mechanistic or
phenomenological model. The curve_fit function uses the quasi-Newton
Levenberg-Marquadt aloorithm to perform such fits. Behind the scnees,
curve_fit is just a wrapper around the leastsq function that we
have already seen in a more conveneint format.

from scipy.optimize import curve_fit






def logistic4(x, a, b, c, d):
    """The four paramter logistic function is often used to fit dose-response relationships."""
    return ((a-d)/(1.0+((x/c)**b))) + d






nobs = 24
xdata = np.linspace(0.5, 3.5, nobs)
ptrue = [10, 3, 1.5, 12]
ydata = logistic4(xdata, *ptrue) + 0.5*np.random.random(nobs)






popt, pcov = curve_fit(logistic4, xdata, ydata)






perr = yerr=np.sqrt(np.diag(pcov))
print 'Param\tTrue\tEstim (+/- 1 SD)'
for p, pt, po, pe  in zip('abcd', ptrue, popt, perr):
    print '%s\t%5.2f\t%5.2f (+/-%5.2f)' % (p, pt, po, pe)






Param       True    Estim (+/- 1 SD)
a   10.00   10.26 (+/- 0.15)
b    3.00    3.06 (+/- 0.76)
c    1.50    1.62 (+/- 0.11)
d   12.00   12.41 (+/- 0.20)






x = np.linspace(0, 4, 100)
y = logistic4(x, *popt)
plt.plot(xdata, ydata, 'o')
plt.plot(x, y);










Finding paraemeters for ODE models

This is a specialized application of curve_fit, in which the curve
to be fitted is defined implcitly by an ordinary differentail equation


\[\frac{dx}{dt} = -kx\]

and we want to use observed data to estiamte the parameters \(k\)
and the initial value \(x_0\). Of course this can be explicitly
solved but the same approach can be used to find multiple paraemters for
\(n\)-dimensional systems of ODEs.

A more elaborate example for fitting a system of ODEs to model the
zombie
apocalypse

from scipy.integrate import odeint

def f(x, t, k): “”“Simple exponential decay.”“” return -k*x

def x(t, k, x0): “”” Solution to the ODE x’(t) = f(t,x,k) with initial
condition x(0) = x0 “”” x = odeint(f, x0, t, args=(k,)) return x.ravel()

# True parameter values
x0_ = 10
k_ = 0.1*np.pi

# Some random data genererated from closed form soltuion plus Gaussian noise
ts = np.sort(np.random.uniform(0, 10, 200))
xs = x0_*np.exp(-k_*ts) + np.random.normal(0,0.1,200)

popt, cov = curve_fit(x, ts, xs)
k_opt, x0_opt = popt

print("k = %g" % k_opt)
print("x0 = %g" % x0_opt)






k = 0.314062
x0 = 9.754






import matplotlib.pyplot as plt
t = np.linspace(0, 10, 100)
plt.plot(ts, xs, '.', t, x(t, k_opt, x0_opt), '-');










Optimization of graph node placement

To show the many different applications of optimization, here is an
exmaple using optimization to change the layout of nodes of a graph. We
use a physcial analogy - nodes are connected by springs, and the springs
resist deformation from their natural length \(l_{ij}\). Some nodes
are pinned to their initial locations while others are free to move.
Because the initial confiugraiton of nodes does not have springs at
their natural lenght, there is tension resulting in a high potential
energy \(U\), given by the physics formula shown below. Optimization
finds the configuraiton of lowest potential energy given that some nodes
are fixed (set up as boundary constraints on the positions of the
nodes).


\[U = \frac{1}{2}\sum_{i,j=1}^n ka_{ij}\left(||p_i - p_j||-l_{ij}\right)^2\]

Note that the ordination algorithm Multi-Dimenisonal Scaling (MDS) works
on a very similar idea - take a high dimensional data set in
\(\mathbb{R}^n\), and project down to a lower dimension
(\(\mathbb{R}^k\)) such that the sum of distances
\(d_n(x_i, x_j) - d_k(x_i, x_j)\), where \(d_n\) adn \(d_k\)
are some measure of distacce between two points \(x_i\) and
\(x_j\) in \(n\) and \(d\) dimesniosn respectively, is
minimized. MDS is often used in exploratory analysis of high-dimensional
data to get some intuitive understanding of its “structure”.

from scipy.spatial.distance import pdist, squareform







	P0 is the initial location of nodes

	P is the minimal energy location of nodes given constraints

	A is a connectivity matrix - there is a spring between \(i\) and
\(j\) if \(A_{ij} = 1\)

	\(L_{ij}\) is the resting length of the spring connecting
\(i\) and \(j\)

	In addition, there are a number of fixed nodes whose positions
are pinned.



n = 20
k = 1 # spring stiffness
P0 = np.random.uniform(0, 5, (n,2))
A = np.ones((n, n))
A[np.tril_indices_from(A)] = 0
L = A.copy()






def energy(P):
    P = P.reshape((-1, 2))
    D = squareform(pdist(P))
    return 0.5*(k * A * (D - L)**2).sum()






energy(P0.ravel())






542.8714






# fix the position of the first few nodes just to show constraints
fixed = 4
bounds = (np.repeat(P0[:fixed,:].ravel(), 2).reshape((-1,2)).tolist() +
          [[None, None]] * (2*(n-fixed)))
bounds[:fixed*2+4]






[[4.3040, 4.3040],
 [2.1045, 2.1045],
 [2.4856, 2.4856],
 [1.0051, 1.0051],
 [2.9531, 2.9531],
 [3.3977, 3.3977],
 [3.9562, 3.9562],
 [0.5742, 0.5742],
 [None, None],
 [None, None],
 [None, None],
 [None, None]]






sol = opt.minimize(energy, P0.ravel(), bounds=bounds)






plt.scatter(P0[:, 0], P0[:, 1], s=25)
P = sol.x.reshape((-1,2))
plt.scatter(P[:, 0], P[:, 1], edgecolors='red', facecolors='none', s=30, linewidth=2);










Optimization of standard statistical models

When we solve standard statistical problems, an optimization procedure
similar to the ones discussed here is performed. For example, consider
multivariate logistic regression - typically, a Newton-like alogirhtm
known as iteratively reweighted least squares (IRLS) is used to find the
maximum likelihood estimate for the generalized linear model family.
However, using one of the multivariate scalar minimization methods shown
above will also work, for example, the BFGS minimization algorithm.

The take home message is that there is nothing magic going on when
Python or R fits a statistical model using a formula - all that is
happening is that the objective function is set to be the negative of
the log likelihood, and the minimum found using some first or second
order optimzation algorithm.

import statsmodels.api as sm







Logistic regression as optimization

Suppose we have a binary outcome measure \(Y \in {0,1}\) that is
conditinal on some input variable (vector)
\(x \in (-\infty, +\infty)\). Let the conditioanl probability be
\(p(x) = P(Y=y | X=x)\). Given some data, one simple probability
model is \(p(x) = \beta_0 + x\cdot\beta\) - i.e. linear regression.
This doesn’t really work for the obvious reason that \(p(x)\) must
be between 0 and 1 as \(x\) ranges across the real line. One simple
way to fix this is to use the transformation
\(g(x) = \frac{p(x)}{1 - p(x)} = \beta_0 + x.\beta\). Solving for
\(p\), we get


\[p(x) = \frac{1}{1 + e^{-(\beta_0 + x\cdot\beta)}}\]

As you all know very well, this is logistic regression.

Suppose we have \(n\) data points \((x_i, y_i)\) where
\(x_i\) is a vector of features and \(y_i\) is an observed class
(0 or 1). For each event, we either have “success” (\(y = 1\)) or
“failure” (\(Y = 0\)), so the likelihood looks like the product of
Bernoulli random variables. According to the logistic model, the
probability of success is \(p(x_i)\) if \(y_i = 1\) and
\(1-p(x_i)\) if \(y_i = 0\). So the likelihood is


\[L(\beta_0, \beta) = \prod_{i=1}^n p(x_i)^y(1-p(x_i))^{1-y}\]

and the log-likelihood is

Using the standard ‘trick’, if we augment the matrix \(X\) with a
column of 1s, we can write \(\beta_0 + x_i\cdot\beta\) as just
\(X\beta\).

df_ = pd.read_csv("http://www.ats.ucla.edu/stat/data/binary.csv")
df_.head()








  
    
      	
      	admit
      	gre
      	gpa
      	rank
    

  
  
    
      	0
      	 0
      	 380
      	 3.61
      	 3
    

    
      	1
      	 1
      	 660
      	 3.67
      	 3
    

    
      	2
      	 1
      	 800
      	 4.00
      	 1
    

    
      	3
      	 1
      	 640
      	 3.19
      	 4
    

    
      	4
      	 0
      	 520
      	 2.93
      	 4
    

  




# We will ignore the rank categorical value

cols_to_keep = ['admit', 'gre', 'gpa']
df = df_[cols_to_keep]
df.insert(1, 'dummy', 1)
df.head()








  
    
      	
      	admit
      	dummy
      	gre
      	gpa
    

  
  
    
      	0
      	 0
      	 1
      	 380
      	 3.61
    

    
      	1
      	 1
      	 1
      	 660
      	 3.67
    

    
      	2
      	 1
      	 1
      	 800
      	 4.00
    

    
      	3
      	 1
      	 1
      	 640
      	 3.19
    

    
      	4
      	 0
      	 1
      	 520
      	 2.93
    

  







Solving as a GLM with IRLS

This is very similar to what you would do in R, only using Python’s
statsmodels package. The GLM solver uses a special variant of
Newton’s method known as iteratively reweighted least squares (IRLS),
which will be further desribed in the lecture on multivarite and
constrained optimizaiton.

model = sm.GLM.from_formula('admit ~ gre + gpa',
                            data=df, family=sm.families.Binomial())
fit = model.fit()
fit.summary()







Generalized Linear Model Regression Results

  	Dep. Variable:
        	admit
      	  No. Observations:  
  	   400



  	Model:
                 	GLM
       	  Df Residuals:      
  	   397



  	Model Family:
       	Binomial
     	  Df Model:          
  	     2



  	Link Function:
        	logit
      	  Scale:             
    	1.0



  	Method:
               	IRLS
       	  Log-Likelihood:    
 	 -240.17



  	Date:
           	Wed, 11 Feb 2015
 	  Deviance:          
 	  480.34



  	Time:
               	17:29:26
     	  Pearson chi2:      
  	  398.



  	No. Iterations:
         	5
        	                     
     	 







      	
         	coef
     	std err
      	t
      	P>|t|
 	[95.0% Conf. Int.]



  	Intercept
 	   -4.9494
 	    1.075
 	   -4.604
 	 0.000
 	   -7.057    -2.842



  	gre
       	    0.0027
 	    0.001
 	    2.544
 	 0.011
 	    0.001     0.005



  	gpa
       	    0.7547
 	    0.320
 	    2.361
 	 0.018
 	    0.128     1.381








Solving as logistic model with bfgs

Note that you can choose any of the scipy.optimize algotihms to fit the
maximum likelihood model. This knows about higher order derivatives, so
will be more accurate than homebrew version.

model2 = sm.Logit.from_formula('admit ~ %s' % '+'.join(df.columns[2:]), data=df)
fit2 = model2.fit(method='bfgs', maxiter=100)
fit2.summary()






Optimization terminated successfully.
         Current function value: 0.600430
         Iterations: 23
         Function evaluations: 65
         Gradient evaluations: 54







Logit Regression Results

  	Dep. Variable:
       	admit
      	  No. Observations:  
  	   400



  	Model:
               	Logit
      	  Df Residuals:      
  	   397



  	Method:
               	MLE
       	  Df Model:          
  	     2



  	Date:
          	Wed, 11 Feb 2015
 	  Pseudo R-squ.:     
  	0.03927



  	Time:
              	17:31:19
     	  Log-Likelihood:    
 	 -240.17



  	converged:
           	True
       	  LL-Null:           
 	 -249.99



  	 
                      	 
        	  LLR p-value:       
 	5.456e-05







      	
         	coef
     	std err
      	z
      	P>|z|
 	[95.0% Conf. Int.]



  	Intercept
 	   -4.9494
 	    1.075
 	   -4.604
 	 0.000
 	   -7.057    -2.842



  	gre
       	    0.0027
 	    0.001
 	    2.544
 	 0.011
 	    0.001     0.005



  	gpa
       	    0.7547
 	    0.320
 	    2.361
 	 0.018
 	    0.128     1.381








Home-brew logistic regression using a generic minimization function

This is to show that there is no magic going on - you can write the
function to minimize directly from the log-likelihood eqaution and run a
minimizer. It will be more accurate if you also provide the derivative
(+/- the Hessian for seocnd order methods), but using just the function
and numerical approximations to the derivative will also work. As usual,
this is for illustration so you understand what is going on - when there
is a library function available, youu should probably use that instead.

def f(beta, y, x):
    """Minus log likelihood function for logistic regression."""
    return -((-np.log(1 + np.exp(np.dot(x, beta)))).sum() + (y*(np.dot(x, beta))).sum())






beta0 = np.zeros(3)
opt.minimize(f, beta0, args=(df['admit'], df.ix[:, 'dummy':]), method='BFGS', options={'gtol':1e-2})






  status: 0
 success: True
    njev: 16
    nfev: 80
hess_inv: array([[  1.1525e+00,  -2.7800e-04,  -2.8160e-01],
      [ -2.7800e-04,   1.1663e-06,  -1.2190e-04],
      [ -2.8160e-01,  -1.2190e-04,   1.0259e-01]])
     fun: 240.1719908951104
       x: array([ -4.9493e+00,   2.6903e-03,   7.5473e-01])
 message: 'Optimization terminated successfully.'
     jac: array([  9.1553e-05,  -3.2158e-03,   4.5776e-04])









Resources


	Scipy Optimize
refernce

	Scipy Optimize
tutorial

	LMFit - a modeling interface for nonlinear least squares
problems

	CVXpy- a modeling interface for convex optimization
problems

	Quasi-Newton
methods

	Convex optimization book by Boyd &
Vandenberghe








Fitting ODEs with the Levenberg–Marquardt algorithm


1D example

from lmfit import minimize, Parameters, Parameter, report_fit
from scipy.integrate import odeint

def f(xs, t, ps):
    """Receptor synthesis-internalization model."""
    try:
        a = ps['a'].value
        b = ps['b'].value
    except:
        a, b = ps
    x = xs

    return a - b*x

def g(t, x0, ps):
    """
    Solution to the ODE x'(t) = f(t,x,k) with initial condition x(0) = x0
    """
    x = odeint(f, x0, t, args=(ps,))
    return x

def residual(ps, ts, data):
    x0 = ps['x0'].value
    model = g(ts, x0, ps)
    return (model - data).ravel()

a = 2.0
b = 0.5
true_params = [a, b]
x0 = 10.0

t = np.linspace(0, 10, 10)
data = g(t, x0, true_params)
data += np.random.normal(size=data.shape)

# set parameters incluing bounds
params = Parameters()
params.add('x0', value=float(data[0]), min=0, max=100)
params.add('a', value= 1.0, min=0, max=10)
params.add('b', value= 1.0, min=0, max=10)

# fit model and find predicted values
result = minimize(residual, params, args=(t, data), method='leastsq')
final = data + result.residual.reshape(data.shape)

# plot data and fitted curves
plt.plot(t, data, 'o')
plt.plot(t, final, '--', linewidth=2, c='blue');

# display fitted statistics
report_fit(result)






[[Fit Statistics]]
    # function evals   = 29
    # data points      = 10
    # variables        = 3
    chi-square         = 10.080
    reduced chi-square = 1.440
[[Variables]]
    x0:   10.1714231 +/- 1.156777 (11.37%) (init= 10.54454)
    a:    2.56428320 +/- 1.700899 (66.33%) (init= 1)
    b:    0.52952597 +/- 0.296358 (55.97%) (init= 1)
[[Correlations]] (unreported correlations are <  0.100)
    C(a, b)                      =  0.989
    C(x0, b)                     =  0.453
    C(x0, a)                     =  0.416










2D example

def f(xs, t, ps):
    """Lotka-Volterra predator-prey model."""
    try:
        a = ps['a'].value
        b = ps['b'].value
        c = ps['c'].value
        d = ps['d'].value
    except:
        a, b, c, d = ps

    x, y = xs
    return [a*x - b*x*y, c*x*y - d*y]

def g(t, x0, ps):
    """
    Solution to the ODE x'(t) = f(t,x,k) with initial condition x(0) = x0
    """
    x = odeint(f, x0, t, args=(ps,))
    return x

def residual(ps, ts, data):
    x0 = ps['x0'].value, ps['y0'].value
    model = g(ts, x0, ps)
    return (model - data).ravel()

t = np.linspace(0, 10, 100)
x0 = np.array([1,1])

a, b, c, d = 3,1,1,1
true_params = np.array((a, b, c, d))
data = g(t, x0, true_params)
data += np.random.normal(size=data.shape)

# set parameters incluing bounds
params = Parameters()
params.add('x0', value= float(data[0, 0]), min=0, max=10)
params.add('y0', value=float(data[0, 1]), min=0, max=10)
params.add('a', value=2.0, min=0, max=10)
params.add('b', value=1.0, min=0, max=10)
params.add('c', value=1.0, min=0, max=10)
params.add('d', value=1.0, min=0, max=10)

# fit model and find predicted values
result = minimize(residual, params, args=(t, data), method='leastsq')
final = data + result.residual.reshape(data.shape)

# plot data and fitted curves
plt.plot(t, data, 'o')
plt.plot(t, final, '-', linewidth=2);

# display fitted statistics
report_fit(result)






[[Fit Statistics]]
    # function evals   = 106
    # data points      = 200
    # variables        = 6
    chi-square         = 195.573
    reduced chi-square = 1.008
[[Variables]]
    x0:   0.67757793 +/- 0.140751 (20.77%) (init= 0.9195372)
    y0:   0.85617400 +/- 0.093697 (10.94%) (init= 0.7862886)
    a:    3.72520718 +/- 0.423963 (11.38%) (init= 2)
    b:    1.27267136 +/- 0.137525 (10.81%) (init= 1)
    c:    1.03706693 +/- 0.087761 (8.46%) (init= 1)
    d:    0.91828915 +/- 0.074839 (8.15%) (init= 1)
[[Correlations]] (unreported correlations are <  0.100)
    C(a, b)                      =  0.953
    C(a, d)                      = -0.926
    C(x0, b)                     = -0.842
    C(x0, a)                     = -0.829
    C(b, d)                      = -0.822
    C(y0, d)                     = -0.772
    C(y0, c)                     = -0.686
    C(x0, d)                     =  0.622
    C(c, d)                      =  0.571
    C(y0, a)                     =  0.516
    C(a, c)                      = -0.374
    C(y0, b)                     =  0.293
    C(b, c)                      = -0.256
    C(x0, y0)                    = -0.184










Algorithms for Optimization and Root Finding for Multivariate Problems


Optimizers


Newton-Conjugate Gradient

First a note about the interpretations of Newton’s method in 1-D:

In the lecture on 1-D optimization, Newton’s method was presented as a
method of finding zeros. That is what it is, but it may also be
interpreted as a method of optimization. In the latter case, we are
really looking for zeroes of the first derivative.

Let’s compare the formulas for clarification:


\[\begin{split}\begin{array}{|c|c|c|c|}
\hline
\text{Finding roots of } f  & \text{Geometric Interpretation} & \text{Finding Extrema of } f & \text{Geometric Interpretation} \\
\hline
x_{n+1} = x_n -\frac{f(x_n)}{f'(x_n)} &\text{Invert linear approximation to }f & x_{n+1} = x_n -\frac{f'(x_n)}{f''(x_n)}& \text{Use quadratic approximation of } f \\
\hline
\end{array}\end{split}\]

These are two ways of looking at exactly the same problem. For instance,
the linear approximation in the root finding problem is simply the
derivative function of the quadratic approximation in the optimization
problem.


Hessians, Gradients and Forms - Oh My!

Let’s review the theory of optimization for multivariate functions.
Recall that in the single-variable case, extreme values (local extrema)
occur at points where the first derivative is zero, however, the
vanishing of the first derivative is not a sufficient condition for a
local max or min. Generally, we apply the second derivative test to
determine whether a candidate point is a max or min (sometimes it fails
- if the second derivative either does not exist or is zero). In the
multivariate case, the first and second derivatives are matrices. In
the case of a scalar-valued function on \(\mathbb{R}^n\), the first
derivative is an \(n\times 1\) vector called the gradient (denoted
\(\nabla f\)). The second derivative is an \(n\times n\) matrix
called the Hessian (denoted \(H\))

Just to remind you, the gradient and Hessian are given by:


\[\begin{split}\nabla f(x) = \left(\begin{matrix}\frac{\partial f}{\partial x_1}\\ \vdots \\\frac{\partial f}{\partial x_n}\end{matrix}\right)\end{split}\]


\[\begin{split}H = \left(\begin{matrix}
  \dfrac{\partial^2 f}{\partial x_1^2} & \dfrac{\partial^2 f}{\partial x_1\,\partial x_2} & \cdots & \dfrac{\partial^2 f}{\partial x_1\,\partial x_n} \\[2.2ex]
  \dfrac{\partial^2 f}{\partial x_2\,\partial x_1} & \dfrac{\partial^2 f}{\partial x_2^2} & \cdots & \dfrac{\partial^2 f}{\partial x_2\,\partial x_n} \\[2.2ex]
  \vdots & \vdots & \ddots & \vdots \\[2.2ex]
  \dfrac{\partial^2 f}{\partial x_n\,\partial x_1} & \dfrac{\partial^2 f}{\partial x_n\,\partial x_2} & \cdots & \dfrac{\partial^2 f}{\partial x_n^2}
\end{matrix}\right)\end{split}\]

One of the first things to note about the Hessian - it’s symmetric. This
structure leads to some useful properties in terms of interpreting
critical points.

The multivariate analog of the test for a local max or min turns out to
be a statement about the gradient and the Hessian matrix. Specifically,
a function \(f:\mathbb{R}^n\rightarrow \mathbb{R}\) has a critical
point at \(x\) if \(\nabla f(x) = 0\) (where zero is the zero
vector!). Furthermore, the second derivative test at a critical point is
as follows:


	If \(H(x)\) is positive-definite, \(f\) has a local minimum
at \(x\)

	If \(H(x)\) is negative-definite, \(f\) has a local maximum
at \(x\)

	If \(H(x)\) has both positive and negative eigenvalues, \(f\)
has a saddle point at \(x\).








Newton CG Algorithm

Features:


	Minimizes a ‘true’ quadratic on \(\mathbb{R}^n\) in \(n\)
steps

	Does NOT require storage or inversion of an \(n \times n\)
matrix.



We begin with \(:\mathbb{R}^n\rightarrow \mathbb{R}\). Take a
quadratic approximation to \(f\):


\[f(x) \approx \frac12 x^T H x + b^Tx + c\]

Note that in the neighborhood of a minimum, \(H\) will be
positive-definite (and symmetric). (If we are maximizing, just consider
\(-H\)).

This reduces the optimization problem to finding the zeros of


\[Hx = -b\]

This is a linear problem, which is nice. The dimension \(n\) may be
very large - which is not so nice. Also, a priori it looks like we
need to know \(H\). We actually don’t but that will become clear
only after a bit of explanation.


General Inner Product

Recall the axiomatic definition of an inner product \(<,>_A\):


	For any two vectors \(v,w\) we have


\[\begin{split}<v,w>_A = <w,v>_A\end{split}\]



	For any vector \(v\)


\[\begin{split}<v,v>_A \;\geq 0\end{split}\]

with equality \(\iff\) \(v=0\).



	For \(c\in\mathbb{R}\) and \(u,v,w\in\mathbb{R}^n\), we have


\[\begin{split}<cv+w,u> = c<v,u> + <w,u>\end{split}\]





These properties are known as symmetric, positive definite and bilinear,
respectively.

Fact: If we denote the standard inner product on \(\mathbb{R}^n\) as
\(<,>\) (this is the ‘dot product’), any symmetric, positive
definite \(n\times n\) matrix \(A\) defines an inner product on
\(\mathbb{R}^n\) via:


\[\begin{split}<v,w>_A \; = <v,Aw> = v^TAw\end{split}\]

Just as with the standard inner product, general inner products define
for us a notion of ‘orthogonality’. Recall that with respect to the
standard product, 2 vectors are orthogonal if their product vanishes.
The same applies to \(<,>_A\):


\[\begin{split}<v,w>_A = 0\end{split}\]

means that \(v\) and \(w\) are orthogonal under the inner
product induced by \(A\). Equivalently, if \(v,w\) are
orthogonal under \(A\), we have:


\[v^TAw = 0\]

This is also called conjugate (thus the name of the method).




Conjugate Vectors

Suppose we have a set of \(n\) vectors \(p_1,...,p_n\) that are
mutually conjugate. These vectors form a basis of \(\mathbb{R}^n\).
Getting back to the problem at hand, this means that our solution vector
\(x\) to the linear problem may be written as follows:


\[x = \sum\limits_{i=1}^n \alpha_i p_i\]

So, finding \(x\) reduces to finding a conjugate basis and the
coefficients for \(x\) in that basis.

Note that:


\[{p}_k^{T} {b}={p}_k^{T} {A}{x}\]

and because \(x = \sum\limits_{i=1}^n \alpha_i p_i\), we have:


\[p^TAx = \sum\limits_{i=1}^n \alpha_i p^TA p_i\]

we can solve for \(\alpha_k\):


\[\alpha_k = \frac{{p}_k^{T}{b}}{{p}_k^{T} {A}{p}_k} = \frac{\langle {p}_k, {b}\rangle}{\,\,\,\langle {p}_k,  {p}_k\rangle_{A}} = \frac{\langle{p}_k, {b}\rangle}{\,\,\,\|{p}_k\|_{A}^2}.\]

Now, all we need are the \(p_k\)‘s.

A nice initial guess would be the gradient at some initial point
\(x_1\). So, we set \(p_1 = \nabla f(x_1)\). Then set:


\[x_2 = x_1 + \alpha_1p_1\]

This should look familiar. In fact, it is gradient descent. For
\(p_2\), we want \(p_1\) and \(p_2\) to be conjugate (under
\(A\)). That just means orthogonal under the inner product induced
by \(A\). We set


\[p_2 = \nabla f(x_1) - \frac{p_1^TA\nabla f(x_1)}{{p}_1^{T}{A}{p}_1} {p}_1\]

I.e. We take the gradient at \(x_1\) and subtract its projection
onto \(p_1\). This is the same as Gram-Schmidt orthogonalization.

The \(k^{th}\) conjugate vector is:


\[p_{k+1} = \nabla f(x_k) - \sum\limits_{i=1}^k\frac{p_i^T A \nabla f(x_k)}{p_i^TAp_i} p_i\]

The ‘trick’ is that in general, we do not need all \(n\) conjugate
vectors.

Convergence rate is dependent on sparsity and condition number of
\(A\). Worst case is \(n^2\).






BFGS - Broyden–Fletcher–Goldfarb–Shanno

BFGS is a ‘quasi’ Newton method of optimization. Such methods are
variants of the Newton method, where the Hessian \(H\) is replaced
by some approximation. We we wish to solve the equation:


\[B_k{p}_k = -\nabla f({x}_k)\]

for \(p_k\). This gives our search direction, and the next candidate
point is given by:


\[x_{k+1} = x_k + \alpha_k p_k\]

.

where \(\alpha_k\) is a step size.

At each step, we require that the new approximate \(H\) meets the
secant condition:


\[B_{k+1}(x_{k+1}-x_k) = \nabla f(x_{k+1}) -\nabla f(x_k)\]

There is a unique, rank one update that satisfies the above:


\[B_{k+1} = B_k + c_k v_kv_k^T\]

where


\[c_k = -\frac{1}{\left(B_k(x_{k+1}-x_k) - (\nabla f(x_{k+1})-\nabla f(x_k)\right)^T (x_{k+1}-x_k) }\]

and


\[v_k = B_k(x_{k+1}-x_k) - (\nabla f(x_{k+1})-\nabla f(x_k))\]

Note that the update does NOT preserve positive definiteness if
\(c_k<0\). In this case, there are several options for the rank one
correction, but we will not address them here. Instead, we will describe
the BFGS method, which almost always guarantees a positive-definite
correction. Specifically:


\[B_{k+1} = B_k + b_k g_k g_k^T + c_k B_k d_k d_k^TB_k\]

where we have introduced the shorthand:


\[g_k = \nabla f(x_{k+1}) - \nabla f(x_k) \;\;\;\;\;\;\;\ \mathrm{ and }\;\;\;\;\;\;\; d_k = x_{k+1} - x_k\]

If we set:


\[b_k = \frac{1}{g_k^Td_k} \;\;\;\;\; \mathrm{ and } \;\;\;\;\; c_k = \frac{1}{d_k^TB_kd_k}\]

we satisfy the secant condition.




Nelder-Mead Simplex

While Newton’s method is considered a ‘second order method’ (requires
the second derivative), and quasi-Newton methods are first order
(require only first derivatives), Nelder-Mead is a zero-order method.
I.e. NM requires only the function itself - no derivatives.

For \(f:\mathbb{R}^n\rightarrow \mathbb{R}\), the algorithm computes
the values of the function on a simplex of dimension \(n\),
constructed from \(n+1\) vertices. For a univariate function, the
simplex is a line segment. In two dimensions, the simplex is a triangle,
in 3D, a tetrahedral solid, and so on.

The algorithm begins with \(n+1\) starting points and then the
follwing steps are repeated until convergence:


	Compute the function at each of the points



	Sort the function values so that


\[f(x_1)\leq ...\leq f(x_{n+1})\]



	Compute the centroid \(x_c\) of the n-dimensional region defined
by \(x_1,...,x_n\)



	Reflect \(x_{n+1}\) about the centroid to get \(x_r\)


\[x_r = x_c + \alpha (x_c - x_{n+1})\]



	Create a new simplex according to the following rules:


	If \(f(x_1)\leq f(x_r) < f(x_n)\), replace \(x_{n+1}\)
with \(x_r\)



	If \(f(x_r)<f(x_1)\), expand the simplex through \(x_r\):


\[x_e = x_c + \gamma (x_c - x_{n+1})\]

If \(f(x_e)<f(x_r)\), replace \(x_{n+1}\) with
\(x_e\), otherwise, replace \(x_{n+1}\) with \(x_r\)



	If \(f({x}_{r}) \geq f({x}_{n})\), compute
\(x_p = x_c + \rho(x_c - x_{n+1})\). If
\(f({x}_{p}) < f({x}_{n+1})\), replace \(x_{n+1}\) with
\(x_p\)



	If all else fails, replace all points except \(x_1\)
according to


\[x_i = {x}_{1} + \sigma({x}_{i} - {x}_{1})\]









The default values of \(\alpha, \gamma,\rho\) and \(\sigma\) in
scipy are not listed in the documentation, nor are they inputs to the
function.




Powell’s Method

Powell’s method is another derivative-free optimization method that is
similar to conjugate-gradient. The algorithm steps are as follows:

Begin with a point \(p_0\) (an initial guess) and a set of vectors
\(\xi_1,...,\xi_n\), initially the standard basis of
\(\mathbb{R}^n\).


	Compute for \(i=1,...,n\), find \(\lambda_i\) that minimizes
\(f(p_{i-1} +\lambda_i \xi_i)\) and set
\(p_i = p_{i-1} + \lambda_i\xi_i\)

	For \(i=1,...,n-1\), replace \(\xi_{i}\) with
\(\xi_{i+1}\) and then replace \(\xi_n\) with
\(p_n - p_0\)

	Choose \(\lambda\) so that \(f(p_0 + \lambda(p_n-p_0)\) is
minimum and replace \(p_0\) with \(p_0 + \lambda(p_n-p_0)\)



Essentially, the algorithm performs line searches and tries to find
fruitful directions to search.






Solvers


Levenberg-Marquardt (Damped Least Squares)

Recall the least squares problem:

Given a set of data points \((x_i, y_i)\) where \(x_i\)‘s are
independent variables (in \(\mathbb{R}^n\) and the \(y_i\)‘s are
response variables (in \(\mathbb{R}\)), find the parameter values of
\(\beta\) for the model \(f(x;\beta)\) so that


\[S(\beta) = \sum\limits_{i=1}^m \left(y_i - f(x_i;\beta)\right)^2\]

is minimized.

If we were to use Newton’s method, our update step would look like:


\[\beta_{k+1} = \beta_k - H^{-1}\nabla S(\beta_k)\]

Gradient descent, on the other hand, would yield:


\[\beta_{k+1} = \beta_k - \gamma\nabla S(\beta_k)\]

Levenberg-Marquardt adaptively switches between Newton’s method and
gradient descent.


\[\beta_{k+1} = \beta_k - (H + \lambda I)^{-1}\nabla S(\beta_k)\]

When \(\lambda\) is small, the update is essentially Newton-Gauss,
while for \(\lambda\) large, the update is gradient descent.




Newton-Krylov

The notion of a Krylov space comes from the Cayley-Hamilton theorem
(CH). CH states that a matrix \(A\) satisfies its characteristic
polynomial. A direct corollary is that \(A^{-1}\) may be written as
a linear combination of powers of the matrix (where the highest power is
\(n-1\)).

The Krylov space of order \(r\) generated by an \(n\times n\)
matrix \(A\) and an \(n\)-dimensional vector \(b\) is given
by:


\[\mathcal{K}_r(A,b) = \operatorname{span} \, \{ b, Ab, A^2b, \ldots, A^{r-1}b \}\]

Thes are actually the subspaces spanned by the conjugate vectors we
mentioned in Newton-CG, so, technically speaking, Newton-CG is a Krylov
method.

Now, the scipy.optimize newton-krylov solver is what is known as a
‘Jacobian Free Newton Krylov’. It is a very efficient algorithm for
solving large \(n\times n\) non-linear systems. We won’t go into
detail of the algorithm’s steps, as this is really more applicable to
problems in physics and non-linear dynamics.






GLM Estimation and IRLS

Recall generalized linear models are models with the following
components:


	A linear predictor \(\eta = X\beta\)



	A response variable with distribution in the exponential family



	An invertible ‘link’ function \(g\) such that


\[E(Y) = \mu = g^{-1}(\eta)\]





We may write the log-likelihood:


\[\ell(\eta) = \sum\limits_{i=1}^m (y_i \log(\eta_i) + (\eta_i - y_i)\log(1-\eta_i)\]

where \(\eta_i = \eta(x_i,\beta)\).

Differentiating, we obtain:


\[\frac{\partial L}{\partial \beta} = \frac{\partial \eta}{\partial \beta}^T\frac{\partial L}{\partial \eta} = 0\]

Written slightly differently than we have in the previous sections, the
Newton update to find \(\beta\) would be:


\[-\frac{\partial^2 L}{\partial \beta \beta^T} \left(\beta_{k+1} -\beta_k\right) = \frac{\partial \eta}{\partial \beta}^T\frac{\partial L}{\partial \eta}\]

Now, if we compute:


\[-\frac{\partial^2 L}{\partial \beta \beta^T} = \sum \frac{\partial L}{\partial \eta_i}\frac{\partial^2 \eta_i}{\partial \beta \beta^T} - \frac{\partial \eta}{\partial \beta}^T \frac{\partial^2 L}{\partial \eta \eta^T}  \frac{\partial \eta}{\partial \beta}\]

Taking expected values on the right hand side and noting:


\[E\left(\frac{\partial L}{\partial \eta_i} \right) = 0\]

and


\[E\left(-\frac{\partial^2 L}{\partial \eta \eta^T} \right) = E\left(\frac{\partial L}{\partial \eta}\frac{\partial L}{\partial \eta}^T\right) \equiv A\]

So if we replace the Hessian in Newton’s method with its expected value,
we obtain:


\[\frac{\partial \eta}{\partial \beta}^TA\frac{\partial \eta}{\partial \beta}\left(\beta_{k+1} -\beta_k\right) = \frac{\partial \eta}{\partial \beta}^T\frac{\partial L}{\partial \eta}\]

Now, these actually have the form of the normal equations for a weighted
least squares problem.


\[\min_{\beta_{k+1}}\left(A^{-1}\frac{\partial L}{\partial \eta} + \frac{\partial \eta}{\partial \beta}\left(\beta_{k+1} -\beta_k\right)\right)^T A \left(A^{-1}\frac{\partial L}{\partial \eta} + \frac{\partial \eta}{\partial \beta}\left(\beta_{k+1} -\beta_k\right)\right)\]

\(A\) is a weight matrix, and changes with iteration - thus this
technique is iteratively reweighted least squares.


Constrained Optimization and Lagrange Multipliers

Often, we want to optimize a function subject to a constraint or
multiple constraints. The most common analytical technique for this is
called ‘Lagrange multipliers’. The theory is based on the following:

If we wish to optimize a function \(f(x,y)\) subject to the
constraint \(g(x,y)=c\), we are really looking for points at which
the gradient of \(f\) and the gradient of \(g\) are in the same
direction. This amounts to:


\[\nabla_{(x,y)}f = \lambda \nabla_{(x,y)}g\]

(often, this is written with a (-) sign in front of \(\lambda\)).
The 2-d problem above defines two equations in three unknowns. The
original constraint, \(g(xy,)=c\) yields a third equation.
Additional constraints are handled by finding:


\[\nabla_{(x,y)}f = \lambda_1 \nabla_{(x,y)}g_1 + ... + \lambda_k \nabla_{(x,y)}g_k\]

The generalization to functions on \(\mathbb{R}^n\) is also trivial:


\[\nabla_{x}f = \lambda \nabla_{x}g\]






Expectation Maximizatio (EM) Algorithm


	Review of Jensen’s inequality

	Concavity of log function

	Example of coin tossing with missing informaiton to provide context

	Derivation of EM equations

	Illustration of EM convergence

	Derivation of update equations of coin tossing example

	Code for coin tossing example

	Derivation of update equatiosn for mixture of Gaussians

	Code for mixture of Gaussians




Jensen’s inequality

For a convex function \(f\), \(E[f(x)] \geq f(E[x])\). Flip the
sign for a concave function.

A function \(f(x)\) is convex if \(f''(x) \geq 0\) everywhere in
its domain. For example, if \(f(x) = \log x\),
\(f''(x) = -1/x^2\), so the log function is concave for
\(x \in (0, \infty]\). A visual illustration of Jensen’s inequality
is shown below.

Image(filename='figs/jensen.png')







When is Jensen’s inequality an equality? From the diagram, we can see
that this only happens if the function \(f(x)\) is a constant! We
will make use of this fact later on in the lecture.




Maximum likelihood with complete information

Consider an experiment with coin \(A\) that has a probability
\(\theta_A\) of heads, and a coin \(B\) that has a probability
\(\theta_B\) of tails. We draw \(m\) samples as follows - for
each sample, pick one of the coins at random, flip it \(n\) times,
and record the number of heads and tails (that sum to \(n\)). If we
recorded which coin we used for each sample, we have complete
information and can estimate \(\theta_A\) and \(\theta_B\) in
closed form. To be very explicit, suppose we drew 5 samples with the
number of heads and tails represented as a vector \(x\), and the
sequence of coins chosen was \(A, A, B, A, B\). Then the complete
log likelihood is


\[\log p(x_1; \theta_A) + \log p(x_2; \theta_A) +\ log p(x_3; \theta_B) + \log p(x_4; \theta_A) +\log p(x_5; \theta_B)\]

where \(p(x_i; \theta)\) is the binomial distribtion PMF with
\(n=m\) and \(p=\theta\). We will use \(z_i\) to indicate
the label of the \(i^\text{th}\) coin, that is - whether we used
coin \(A\) or \(B\) to gnerate the \(i^\text{th}\) sample.


Coin toss example from What is the expectation maximization algorithm?


Solving for complete likelihood using minimization

def neg_loglik(thetas, n, xs, zs):
    return -np.sum([binom(n, thetas[z]).logpmf(x) for (x, z) in zip(xs, zs)])






m = 10
theta_A = 0.8
theta_B = 0.3
theta_0 = [theta_A, theta_B]

coin_A = bernoulli(theta_A)
coin_B = bernoulli(theta_B)

xs = map(sum, [coin_A.rvs(m), coin_A.rvs(m), coin_B.rvs(m), coin_A.rvs(m), coin_B.rvs(m)])
zs = [0, 0, 1, 0, 1]











Exact solution

xs = np.array(xs)
xs






array([7.000, 9.000, 2.000, 6.000, 0.000])






ml_A = np.sum(xs[[0,1,3]])/(3.0*m)
ml_B = np.sum(xs[[2,4]])/(2.0*m)
ml_A, ml_B






(0.73333333333333328, 0.10000000000000001)









Numerical estimate

bnds = [(0,1), (0,1)]
minimize(neg_loglik, [0.5, 0.5], args=(m, xs, zs),
         bounds=bnds, method='tnc', options={'maxiter': 100})






 status: 1
success: True
   nfev: 17
    fun: 7.6552677541393193
      x: array([0.733, 0.100])
message: 'Converged (|f_n-f_(n-1)| ~= 0)'
    jac: array([-0.000, -0.000])
    nit: 6











Incomplete information

However, if we did not record the coin we used, we have missing data
and the problem of estimating \(\theta\) is harder to solve. One way
to approach the problem is to ask - can we assign weights \(w_i\) to
each sample according to how likely it is to be generated from coin
\(A\) or coin \(B\)?

With knowledge of \(w_i\), we can maximize the likelihod to find
\(\theta\). Similarly, given \(w_i\), we can calculate what
\(\theta\) should be. So the basic idea behind Expectation
Maximization (EM) is simply to start with a guess for \(\theta\),
then calculate \(z\), then update \(\theta\) using this new
value for \(z\), and repeat till convergence. The derivation below
shows why the EM algorithm using this “alternating” updates actually
works.

A verbal outline of the derivtion - first consider the log likelihood
function as a curve (surface) where the base is \(\theta\). Find
another function \(Q\) of \(\theta\) that is a lower bound of
the log-likelihood but touches the log likelihodd function at some
\(\theta\) (E-step). Next find the value of \(\theta\) that
maximizes this function (M-step). Now find yet antoher function of
\(\theta\) that is a lower bound of the log-likelihood but touches
the log likelihodd function at this new \(\theta\). Now repeat until
convergence - at this point, the maxima of the lower bound and
likelihood functions are the same and we have found the maximum log
likelihood. See illustratioin below.

# Image from http://www.nature.com/nbt/journal/v26/n8/extref/nbt1406-S1.pdf
Image(filename='figs/em.png', width=800)







The only remaining step is how to find the functions that are lower
bounds of the log likelihood. This will require a little math using
Jensen’s inequality, and is shown in the next section.

In the E-step, we identify a function which is a lower bound for the
log-likelikelihood

How do we choose the distribution \(Q_i\)? We want the Q function to
touch the log-likelihood, and know that Jensen’s inequality is an
equality only if the function is constant. So

So \(Q_i\) is just the posterior distribution of \(z_i\), and
this completes the E-step.

In the M-step, we find the value of \(\theta\) that maximizes the Q
function, and then we iterate over the E and M steps until convergence.

So we see that EM is an algorihtm for maximum likelikhood optimization
when there is missing inforrmaiton - or when it is useful to add latent
augmented variables to simplify maximum likelihood calculatoins.


	\(i\) indicates the sample

	\(j\) indicates the coin

	\(l\) is an index running through each of the coins

	\(\theta\) is the probability of the coin being heads

	\(\phi\) is the probability of choosing a particular coin

	\(h\) is the number of heads in a sample

	\(n\) is the number of coin tosses in a sample

	\(k\) is the number of coins

	\(m\) is the number of samples



For the E-step, with each sample we have

For the M-step, we need to find the value of \(\theta\) that
maximises the \(Q\) function

We can differentiate and solve for each component \(\theta_s\) where
the derivative vanishes

xs = np.array([(5,5), (9,1), (8,2), (4,6), (7,3)])
thetas = np.array([[0.6, 0.4], [0.5, 0.5]])

tol = 0.01
max_iter = 100

ll_old = 0
for i in range(max_iter):
    ws_A = []
    ws_B = []

    vs_A = []
    vs_B = []

    ll_new = 0

    # E-step: calculate probability distributions over possible completions
    for x in xs:

        # multinomial (binomial) log likelihood
        ll_A = np.sum([x*np.log(thetas[0])])
        ll_B = np.sum([x*np.log(thetas[1])])

        # [EQN 1]
        denom = np.exp(ll_A) + np.exp(ll_B)
        w_A = np.exp(ll_A)/denom
        w_B = np.exp(ll_B)/denom

        ws_A.append(w_A)
        ws_B.append(w_B)

        # used for calculating theta
        vs_A.append(np.dot(w_A, x))
        vs_B.append(np.dot(w_B, x))

        # update complete log likelihood
        ll_new += w_A * ll_A + w_B * ll_B

    # M-step: update values for parameters given current distribution
    # [EQN 2]
    thetas[0] = np.sum(vs_A, 0)/np.sum(vs_A)
    thetas[1] = np.sum(vs_B, 0)/np.sum(vs_B)
    # print distribution of z for each x and current parameter estimate

    print "Iteration: %d" % (i+1)
    print "theta_A = %.2f, theta_B = %.2f, ll = %.2f" % (thetas[0,0], thetas[1,0], ll_new)

    if np.abs(ll_new - ll_old) < tol:
        break
    ll_old = ll_new






Iteration: 1
theta_A = 0.71, theta_B = 0.58, ll = -32.69
Iteration: 2
theta_A = 0.75, theta_B = 0.57, ll = -31.26
Iteration: 3
theta_A = 0.77, theta_B = 0.55, ll = -30.76
Iteration: 4
theta_A = 0.78, theta_B = 0.53, ll = -30.33
Iteration: 5
theta_A = 0.79, theta_B = 0.53, ll = -30.07
Iteration: 6
theta_A = 0.79, theta_B = 0.52, ll = -29.95
Iteration: 7
theta_A = 0.80, theta_B = 0.52, ll = -29.90
Iteration: 8
theta_A = 0.80, theta_B = 0.52, ll = -29.88
Iteration: 9
theta_A = 0.80, theta_B = 0.52, ll = -29.87






xs = np.array([(5,5), (9,1), (8,2), (4,6), (7,3)])
thetas = np.array([[0.6, 0.4], [0.5, 0.5]])

tol = 0.01
max_iter = 100

ll_old = -np.infty
for i in range(max_iter):
    ll_A = np.sum(xs * np.log(thetas[0]), axis=1)
    ll_B = np.sum(xs * np.log(thetas[1]), axis=1)
    denom = np.exp(ll_A) + np.exp(ll_B)
    w_A = np.exp(ll_A)/denom
    w_B = np.exp(ll_B)/denom

    vs_A = w_A[:, None] * xs
    vs_B = w_B[:, None] * xs

    thetas[0] = np.sum(vs_A, 0)/np.sum(vs_A)
    thetas[1] = np.sum(vs_B, 0)/np.sum(vs_B)

    ll_new = w_A.dot(ll_A) + w_B.dot(ll_B)

    print "Iteration: %d" % (i+1)
    print "theta_A = %.2f, theta_B = %.2f, ll = %.2f" % (thetas[0,0], thetas[1,0], ll_new)

    if np.abs(ll_new - ll_old) < tol:
        break
    ll_old = ll_new






Iteration: 1
theta_A = 0.71, theta_B = 0.58, ll = -32.69
Iteration: 2
theta_A = 0.75, theta_B = 0.57, ll = -31.26
Iteration: 3
theta_A = 0.77, theta_B = 0.55, ll = -30.76
Iteration: 4
theta_A = 0.78, theta_B = 0.53, ll = -30.33
Iteration: 5
theta_A = 0.79, theta_B = 0.53, ll = -30.07
Iteration: 6
theta_A = 0.79, theta_B = 0.52, ll = -29.95
Iteration: 7
theta_A = 0.80, theta_B = 0.52, ll = -29.90
Iteration: 8
theta_A = 0.80, theta_B = 0.52, ll = -29.88
Iteration: 9
theta_A = 0.80, theta_B = 0.52, ll = -29.87






xs = np.array([(5,5), (9,1), (8,2), (4,6), (7,3)])
thetas = np.array([[0.6, 0.4], [0.5, 0.5]])

tol = 0.01
max_iter = 100

ll_old = -np.infty
for i in range(max_iter):
    ll_A = np.sum(xs * np.log(thetas[0]), axis=1)
    ll_B = np.sum(xs * np.log(thetas[1]), axis=1)
    denom = np.exp(ll_A) + np.exp(ll_B)
    w_A = np.exp(ll_A)/denom
    w_B = np.exp(ll_B)/denom

    vs_A = w_A[:, None] * xs
    vs_B = w_B[:, None] * xs

    thetas[0] = np.sum(vs_A, 0)/np.sum(vs_A)
    thetas[1] = np.sum(vs_B, 0)/np.sum(vs_B)

    ll_new = w_A.dot(ll_A) + w_B.dot(ll_B) - w_A.dot(np.log(w_A)) - w_B.dot(np.log(w_B))

    print "Iteration: %d" % (i+1)
    print "theta_A = %.2f, theta_B = %.2f, ll = %.2f" % (thetas[0,0], thetas[1,0], ll_new)

    if np.abs(ll_new - ll_old) < tol:
        break
    ll_old = ll_new






Iteration: 1
theta_A = 0.71, theta_B = 0.58, ll = -29.63
Iteration: 2
theta_A = 0.75, theta_B = 0.57, ll = -28.39
Iteration: 3
theta_A = 0.77, theta_B = 0.55, ll = -28.26
Iteration: 4
theta_A = 0.78, theta_B = 0.53, ll = -28.16
Iteration: 5
theta_A = 0.79, theta_B = 0.53, ll = -28.12
Iteration: 6
theta_A = 0.79, theta_B = 0.52, ll = -28.11
Iteration: 7
theta_A = 0.80, theta_B = 0.52, ll = -28.10






def em(xs, thetas, max_iter=100, tol=1e-6):
    """Expectation-maximization for coin sample problem."""

    ll_old = -np.infty
    for i in range(max_iter):
        ll = np.array([np.sum(xs * np.log(theta), axis=1) for theta in thetas])
        lik = np.exp(ll)
        ws = lik/lik.sum(0)
        vs = np.array([w[:, None] * xs for w in ws])
        thetas = np.array([v.sum(0)/v.sum() for v in vs])
        ll_new = np.sum([w*l for w, l in zip(ws, ll)])
        if np.abs(ll_new - ll_old) < tol:
            break
        ll_old = ll_new
    return i, thetas, ll_new






xs = np.array([(5,5), (9,1), (8,2), (4,6), (7,3)])
thetas = np.array([[0.6, 0.4], [0.5, 0.5]])

i, thetas, ll = em(xs, thetas)
print i
for theta in thetas:
    print theta
print ll






np.random.seed(1234)

n = 100
p0 = 0.8
p1 = 0.35
xs = np.concatenate([np.random.binomial(n, p0, n/2), np.random.binomial(n, p1, n/2)])
xs = np.column_stack([xs, n-xs])
np.random.shuffle(xs)






results = [em(xs, np.random.random((2,2))) for i in range(10)]
i, thetas, ll =  sorted(results, key=lambda x: x[-1])[-1]
print i
for theta in thetas:
    print theta
print ll









Gaussian mixture models

import scipy.stats as st






def f(x, y):
    z = np.column_stack([x.ravel(), y.ravel()])
    return (0.1*st.multivariate_normal([0,0], 1*np.eye(2)).pdf(z) +
            0.4*st.multivariate_normal([3,3], 2*np.eye(2)).pdf(z) +
            0.5*st.multivariate_normal([0,5], 3*np.eye(2)).pdf(z))






f(np.arange(3), np.arange(3))






s = 200
x = np.linspace(-3, 6, s)
y = np.linspace(-3, 8, s)
X, Y = np.meshgrid(x, y)
Z = np.reshape(f(X, Y), (s, s))

from mpl_toolkits.mplot3d import Axes3D
fig = plt.figure(figsize=(12,8))
ax = fig.add_subplot(111, projection='3d')
ax.plot_surface(X, Y, Z, cmap='jet')
plt.title('Gaussian Mxixture Model');






A mixture of \(k\) Gaussians has the following PDF

where \(\alpha_j\) is the weight of the \(j^\text{th}\) Gaussain
component and

Suppose we observe \(y_1, y_2, \ldots, y_n\) as a sample from a
mixture of Gaussians. The log-likeihood is then

where \(\theta = (\alpha, \mu, \Sigma)\)

There is no closed form for maximizing the parameters of this
log-likelihood, and it is hard to maximize directly.




Using EM

Suppose we augment with the latent variable \(z\) that indicates
which of the \(k\) Gaussians our observation \(y\) came from.
The derivation of the E and M steps are the same as for the toy example,
only with more algebra.

For the E-step, we have

For the M-step, we have to find \(\theta = (w, \mu, \Sigma)\) that
maximizes \(Q\)

By taking derivatives with respect to \((w, \mu, \Sigma)\)
respectively and solving (remember to use Lagrange multipliers for the
constraint that \(\sum_{j=1}^k w_j = 1\)), we get

from scipy.stats import multivariate_normal as mvn






def em_gmm_orig(xs, pis, mus, sigmas, tol=0.01, max_iter=100):

    n, p = xs.shape
    k = len(pis)

    ll_old = 0
    for i in range(max_iter):
        exp_A = []
        exp_B = []
        ll_new = 0

        # E-step
        ws = np.zeros((k, n))
        for j in range(len(mus)):
            for i in range(n):
                ws[j, i] = pis[j] * mvn(mus[j], sigmas[j]).pdf(xs[i])
        ws /= ws.sum(0)

        # M-step
        pis = np.zeros(k)
        for j in range(len(mus)):
            for i in range(n):
                pis[j] += ws[j, i]
        pis /= n

        mus = np.zeros((k, p))
        for j in range(k):
            for i in range(n):
                mus[j] += ws[j, i] * xs[i]
            mus[j] /= ws[j, :].sum()

        sigmas = np.zeros((k, p, p))
        for j in range(k):
            for i in range(n):
                ys = np.reshape(xs[i]- mus[j], (2,1))
                sigmas[j] += ws[j, i] * np.dot(ys, ys.T)
            sigmas[j] /= ws[j,:].sum()

        # update complete log likelihoood
        ll_new = 0.0
        for i in range(n):
            s = 0
            for j in range(k):
                s += pis[j] * mvn(mus[j], sigmas[j]).pdf(xs[i])
            ll_new += np.log(s)

        if np.abs(ll_new - ll_old) < tol:
            break
        ll_old = ll_new

    return ll_new, pis, mus, sigmas









Vectorized version

def em_gmm_vect(xs, pis, mus, sigmas, tol=0.01, max_iter=100):

    n, p = xs.shape
    k = len(pis)

    ll_old = 0
    for i in range(max_iter):
        exp_A = []
        exp_B = []
        ll_new = 0

        # E-step
        ws = np.zeros((k, n))
        for j in range(k):
            ws[j, :] = pis[j] * mvn(mus[j], sigmas[j]).pdf(xs)
        ws /= ws.sum(0)

        # M-step
        pis = ws.sum(axis=1)
        pis /= n

        mus = np.dot(ws, xs)
        mus /= ws.sum(1)[:, None]

        sigmas = np.zeros((k, p, p))
        for j in range(k):
            ys = xs - mus[j, :]
            sigmas[j] = (ws[j,:,None,None] * mm(ys[:,:,None], ys[:,None,:])).sum(axis=0)
        sigmas /= ws.sum(axis=1)[:,None,None]

        # update complete log likelihoood
        ll_new = 0
        for pi, mu, sigma in zip(pis, mus, sigmas):
            ll_new += pi*mvn(mu, sigma).pdf(xs)
        ll_new = np.log(ll_new).sum()

        if np.abs(ll_new - ll_old) < tol:
            break
        ll_old = ll_new

    return ll_new, pis, mus, sigmas









Vectorization with Einstein summation notation

def em_gmm_eins(xs, pis, mus, sigmas, tol=0.01, max_iter=100):

    n, p = xs.shape
    k = len(pis)

    ll_old = 0
    for i in range(max_iter):
        exp_A = []
        exp_B = []
        ll_new = 0

        # E-step
        ws = np.zeros((k, n))
        for j, (pi, mu, sigma) in enumerate(zip(pis, mus, sigmas)):
            ws[j, :] = pi * mvn(mu, sigma).pdf(xs)
        ws /= ws.sum(0)

        # M-step
        pis = np.einsum('kn->k', ws)/n
        mus = np.einsum('kn,np -> kp', ws, xs)/ws.sum(1)[:, None]
        sigmas = np.einsum('kn,knp,knq -> kpq', ws,
            xs-mus[:,None,:], xs-mus[:,None,:])/ws.sum(axis=1)[:,None,None]

        # update complete log likelihoood
        ll_new = 0
        for pi, mu, sigma in zip(pis, mus, sigmas):
            ll_new += pi*mvn(mu, sigma).pdf(xs)
        ll_new = np.log(ll_new).sum()

        if np.abs(ll_new - ll_old) < tol:
            break
        ll_old = ll_new

    return ll_new, pis, mus, sigmas









Comparison of EM routines

np.random.seed(123)

# create data set
n = 1000
_mus = np.array([[0,4], [-2,0]])
_sigmas = np.array([[[3, 0], [0, 0.5]], [[1,0],[0,2]]])
_pis = np.array([0.6, 0.4])
xs = np.concatenate([np.random.multivariate_normal(mu, sigma, int(pi*n))
                    for pi, mu, sigma in zip(_pis, _mus, _sigmas)])

# initial guesses for parameters
pis = np.random.random(2)
pis /= pis.sum()
mus = np.random.random((2,2))
sigmas = np.array([np.eye(2)] * 2)






%%time
ll1, pis1, mus1, sigmas1 = em_gmm_orig(xs, pis, mus, sigmas)






intervals = 101
ys = np.linspace(-8,8,intervals)
X, Y = np.meshgrid(ys, ys)
_ys = np.vstack([X.ravel(), Y.ravel()]).T

z = np.zeros(len(_ys))
for pi, mu, sigma in zip(pis1, mus1, sigmas1):
    z += pi*mvn(mu, sigma).pdf(_ys)
z = z.reshape((intervals, intervals))

ax = plt.subplot(111)
plt.scatter(xs[:,0], xs[:,1], alpha=0.2)
plt.contour(X, Y, z, N=10)
plt.axis([-8,6,-6,8])
ax.axes.set_aspect('equal')
plt.tight_layout()






%%time
ll2, pis2, mus2, sigmas2 = em_gmm_vect(xs, pis, mus, sigmas)






intervals = 101
ys = np.linspace(-8,8,intervals)
X, Y = np.meshgrid(ys, ys)
_ys = np.vstack([X.ravel(), Y.ravel()]).T

z = np.zeros(len(_ys))
for pi, mu, sigma in zip(pis2, mus2, sigmas2):
    z += pi*mvn(mu, sigma).pdf(_ys)
z = z.reshape((intervals, intervals))

ax = plt.subplot(111)
plt.scatter(xs[:,0], xs[:,1], alpha=0.2)
plt.contour(X, Y, z, N=10)
plt.axis([-8,6,-6,8])
ax.axes.set_aspect('equal')
plt.tight_layout()






%%time
ll3, pis3, mus3, sigmas3 = em_gmm_eins(xs, pis, mus, sigmas)






# %timeit em_gmm_orig(xs, pis, mus, sigmas)
%timeit em_gmm_vect(xs, pis, mus, sigmas)
%timeit em_gmm_eins(xs, pis, mus, sigmas)






intervals = 101
ys = np.linspace(-8,8,intervals)
X, Y = np.meshgrid(ys, ys)
_ys = np.vstack([X.ravel(), Y.ravel()]).T

z = np.zeros(len(_ys))
for pi, mu, sigma in zip(pis3, mus3, sigmas3):
    z += pi*mvn(mu, sigma).pdf(_ys)
z = z.reshape((intervals, intervals))

ax = plt.subplot(111)
plt.scatter(xs[:,0], xs[:,1], alpha=0.2)
plt.contour(X, Y, z, N=10)
plt.axis([-8,6,-6,8])
ax.axes.set_aspect('equal')
plt.tight_layout()
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Pseudorandom number generators (PRNG)

While psuedorandom numbers are generated by a deterministic algorithm,
we can mostly treat them as if they were true random numbers and we will
drop the “pseudo” prefix. Fundamentally, the algorithm generates random
integers which are then normalized to give a floating point number from
the standard uniform distribution. Random numbers from other
distributions are in turn generated using these uniform random deviates,
either via general (inverse transform, accept/reject, mixture
repreentations) or specialized ad-hoc (e.g. Box-Muller) methods.


Generating standard uniform random numbers


Linear congruential generators (LCG)

\(z_{i+1} = (az_i + c) \mod m\)

Hull-Dobell Theorem: The LCG will have a full period for all seeds if
and onlh if


	\(c\) and \(m\) are relatively prime,

	\(a - 1\) is divisible by all prime factors of \(m\)

	\(a - 1\) is a multiple of 4 if \(m\) is a multiple of 4.



The number \(z_0\) is called the seed, and setting it allows us to
have a reproducible sequence of “random” numbers. The LCG is typically
coded to return \(z/m\), a floating point number in (0, 1).
Obviosuly, this can be easily scaled to any other range \((a, b)\).

def rng(m=2**32, a=1103515245, c=12345):
    rng.current = (a*rng.current + c) % m
    return rng.current/m

# setting the seed
rng.current = 1






[rng() for i in range(10)]






[0.2569,
 0.5879,
 0.1543,
 0.7673,
 0.9738,
 0.5859,
 0.8511,
 0.6132,
 0.7474,
 0.0624]









Inverst transform method

def expon_pdf(x, lmabd=1):
    """PDF of exponential distribution."""
    return lmabd*np.exp(-lmabd*x)






def expon_cdf(x, lambd=1):
    """CDF of exponetial distribution."""
    return 1 - np.exp(-lambd*x)






def expon_icdf(p, lambd=1):
    """Inverse CDF of exponential distribution - i.e. quantile function."""
    return -np.log(1-p)/lambd






dist = stats.expon()
x = np.linspace(0,4,100)
y = np.linspace(0,1,100)

with plt.xkcd():
    plt.figure(figsize=(12,4))
    plt.subplot(121)
    plt.plot(x, expon_cdf(x))
    plt.axis([0, 4, 0, 1])
    for q in [0.5, 0.8]:
        plt.arrow(0, q, expon_icdf(q)-0.1, 0, head_width=0.05, head_length=0.1, fc='b', ec='b')
        plt.arrow(expon_icdf(q), q, 0, -q+0.1, head_width=0.1, head_length=0.05, fc='b', ec='b')
    plt.ylabel('1: Generate a (0,1) uniform PRNG')
    plt.xlabel('2: Find the inverse CDF')
    plt.title('Inverse transform method');

    plt.subplot(122)
    u = np.random.random(10000)
    v = expon_icdf(u)
    plt.hist(v, histtype='step', bins=100, normed=True, linewidth=2)
    plt.plot(x, expon_pdf(x), linewidth=2)
    plt.axis([0,4,0,1])
    plt.title('Histogram of exponential PRNGs');










Creating a random number generator for arbitrary distributions

Suppose we have some random samples with an unknown distribtuion. We can
still use the inverse transform method to create a random number
generator from a random sample, by estimating the inverse CDF function
using interpolation.

from scipy.interpolate import interp1d

def extrap1d(interpolator):
    """From StackOverflow http://bit.ly/1BjyRfk"""
    xs = interpolator.x
    ys = interpolator.y

    def pointwise(x):
        if x < xs[0]:
            return ys[0]+(x-xs[0])*(ys[1]-ys[0])/(xs[1]-xs[0])
        elif x > xs[-1]:
            return ys[-1]+(x-xs[-1])*(ys[-1]-ys[-2])/(xs[-1]-xs[-2])
        else:
            return interpolator(x)

    def ufunclike(xs):
        return np.array(map(pointwise, np.array(xs)))

    return ufunclike






from statsmodels.distributions.empirical_distribution import ECDF

# Make up some random data
x = np.concatenate([np.random.normal(0, 1, 10000),
                    np.random.normal(4, 1, 10000)])

ecdf = ECDF(x)
inv_cdf = extrap1d(interp1d(ecdf.y, ecdf.x,
                            bounds_error=False, assume_sorted=True))
r = np.random.uniform(0, 1, 1000)
ys = inv_cdf(r)

plt.hist(x, 25, histtype='step', color='red', normed=True, linewidth=1)
plt.hist(ys, 25, histtype='step', color='blue', normed=True, linewidth=1);










Rejection sampling (Accept-reject method)

# Suppose we want to sample from the (truncated) T distribution witb 10 degrees of freedom
# We use the uniform as a proposal distibution (highly inefficient)

x = np.linspace(-4, 4)

df = 10
dist = stats.cauchy()
upper = dist.pdf(0)

with plt.xkcd():
    plt.figure(figsize=(12,4))
    plt.subplot(121)
    plt.plot(x, dist.pdf(x))
    plt.axhline(upper, color='grey')
    px = 1.0
    plt.arrow(px,0,0,dist.pdf(1.0)-0.01, linewidth=1,
              head_width=0.2, head_length=0.01, fc='g', ec='g')
    plt.arrow(px,upper,0,-(upper-dist.pdf(px)-0.01), linewidth=1,
              head_width=0.3, head_length=0.01, fc='r', ec='r')
    plt.text(px+.25, 0.2, 'Reject', fontsize=16)
    plt.text(px+.25, 0.01, 'Accept', fontsize=16)
    plt.axis([-4,4,0,0.4])
    plt.title('Rejection sampling concepts', fontsize=20)

    plt.subplot(122)
    n = 100000
    # generate from sampling distribution
    u = np.random.uniform(-4, 4, n)
    # accept-reject criterion for each point in sampling distribution
    r = np.random.uniform(0, upper, n)
    # accepted points will come from target (Cauchy) distribution
    v = u[r < dist.pdf(u)]

    plt.plot(x, dist.pdf(x), linewidth=2)

    # Plot scaled histogram
    factor = dist.cdf(4) - dist.cdf(-4)
    hist, bin_edges = np.histogram(v, bins=100, normed=True)
    bin_centers = (bin_edges[:-1] + bin_edges[1:]) / 2.
    plt.step(bin_centers, factor*hist, linewidth=2)

    plt.axis([-4,4,0,0.4])
    plt.title('Histogram of accepted samples', fontsize=20);









Mixture representations

Sometimee, the targdt distribution from which we need to generate random
numbers can be expressed as a mixture of “simpler” distributions that we
already know how to sample from


\[f(x) = \int{g(x\,|\,y)p(y) dy}\]

For example, if \(y\) is drawn from the \(\chi_\nu^2\)
distrbution, then \(\mathcal{N}(0, \nu/y)\) is a sample from the
Student’s T distribution with \(\nu\) degrees fo freedom.

n = 10000
df = 5
dist = stats.t(df=df)
y = stats.chi2(df=df).rvs(n)
r = stats.norm(0, df/y).rvs(n)

with plt.xkcd():
    plt.plot(x, dist.pdf(x), linewidth=2)

    # Plot scaled histogram
    factor = dist.cdf(4) - dist.cdf(-4)
    hist, bin_edges = np.histogram(v, bins=100, normed=True)
    bin_centers = (bin_edges[:-1] + bin_edges[1:]) / 2.
    plt.step(bin_centers, factor*hist, linewidth=2)

    plt.axis([-4,4,0,0.4])
    plt.title('Histogram of accepted samples', fontsize=20);









Ad-hoc methods - e.g. Box-Muller for generating normally distributed random numbers

The Box-Muller transform starts wtih 2 random uniform numbers \(u\)
and \(v\) - Generate an exponentailly distributed variable
\(r^2\) from \(u\) using the inverse transform method - This
means that \(r\) is an exponentially distributed variable on
\((0, \infty)\) - Generate a variable \(\theta\) unformly
distributed on \((0, 2\pi)\) from \(v\) by scaling - In polar
coordinates, the vector \((r, \theta)\) has an indepdendent
bivariate normal distribution - Hence the projection onto the \(x\)
and \(y\) axes give independent univarate normal random numbers

Note:


	Normal random numbers can also be generated using the general
inverse transform method (e.g. by approximating the inverse CDF with
a polynomial) or the rejection method (e.g. using the exponential
distribution as the sampling distribution).

	There is also a variant of Box-Muller that does not require the use
of (expensive) trigonometric calculations.



n = 1000
u1 = np.random.random(n)
u2 = np.random.random(n)
r_squared = -2*np.log(u1)
r = np.sqrt(r_squared)
theta = 2*np.pi*u2
x = r*np.cos(theta)
y = r*np.sin(theta)






sns.jointplot(x, y, kind='scatter');











Using a random number generator

From this part onwards, we will assume that there is a library of PRNGs
that we can use - either from numpy.random or scipy.stats which are both
based on the Mersenne Twister, a high-quality PRNG for random integers.
The numpy versions simply generate ranodm deviates while the scipy
versions will also provide useful functions related to the distribution,
e.g. PDF, CDF and quantiles.

# Using numpy
import numpy.random as npr

rs = npr.beta(a=0.5, b=0.5, size=1000)
plt.hist(rs, bins=20, histtype='step', normed=True, linewidth=1);






%load_ext rpy2.ipython






%%R

n <- 5
xs <- c(0.1, 0.5, 0.9)
print(dbeta(xs, 0.5, 0.5))
print(pbeta(xs, 0.5, 0.5))
print(qbeta(xs, 0.5, 0.5))
print(rbeta(n, 0.5, 0.5))






# Using scipy
import scipy.stats as ss

n = 5
xs = [0.1, 0.5, 0.9]
rv = ss.beta(a=0.5, b=0.5)

print rv.pdf(xs) # equivalent of dbeta
print rv.cdf(xs) # equivalent of pbeta
print rv.ppf(xs) # equvialent of qbeta
print rv.rvs(n) # equivalent of rbeta






# And here is a plot of the PDF for the beta distribution
xs = np.linspace(0, 1, 100)
plt.plot(xs, ss.beta.pdf(xs, a=0.5, b=0.5));









Monte Carlo integration

The basic idea of Monte Carlo integration is very simple and only
requires elemenatry statistics. Suppose we want to find the value of


\[\int_a^b f(x) dx\]

in some region with volumne \(V\). Monte Carlo integration estimates
this integral by estimaing the fraction of random points that fall below
\(f(x)\) multiplied by \(V\).

In a statistical context, we use Monte Carlo integration to estimate the
expectation


\[E[h(X)] = \int_X h(x) f(x) dx\]

with


\[\bar{h_n} = \frac{1}{n} \sum_{i=1}^n h(x_i)\]

where \(x_i \sim f\) is a draw from the density \(f\).

We can estimate the Monte Carlo variance of the approximation as


\[v_n = \frac{1}{n^2} \sum_{o=1}^n (h(x_i) - \bar{h_n})^2)\]

Also, from the Central Limit Theorem,


\[\frac{\bar{h_n} - E[h(X)]}{\sqrt{v_n}} \sim \mathcal{N}(0, 1)\]

The convergence of Monte Carlo integration is
\(\mathcal{0}(n^{1/2})\) and independent of the dimensionality.
Hence Monte Carlo integration gnereally beats numerical intergration for
moderate- and high-dimensional integration since numerical integration
(quadrature) converges as \(\mathcal{0}(n^{d})\). Even for low
dimensional problems, Monte Carlo integration may have an advantage when
the volume to be integrated is concentrated in a very small region and
we can use information from the distribution to draw samples more often
in the region of importance.




Example

We want to estiamte the following integral \(\int_0^1 e^x dx\). The
minimum value of the function is 1 at \(x=0\) and \(e\) at
\(x=1\).

x = np.linspace(0, 1, 100)
plt.plot(x, np.exp(x));
pts = np.random.uniform(0,1,(100, 2))
pts[:, 1] *= np.e
plt.scatter(pts[:, 0], pts[:, 1])
plt.xlim([0,1])
plt.ylim([0, np.e]);






# Check analytic solution

from sympy import symbols, integrate, exp

x = symbols('x')
expr = integrate(exp(x), (x,0,1))
expr.evalf()






# Using numerical quadrature
# You may recall elementary versions such as the
# trapezoidal and Simpson's rules
# Note that nuerical quadrature needs $n^p$ grid points
# in $p$ dimensions to maintain the same accuracy
# This is known as the curse of dimensionality and explains
# why quadrature is not used for high-dimensional integration

from scipy import integrate
integrate.quad(exp, 0, 1)






# Monte Carlo approximation

for n in 10**np.array([1,2,3,4,5,6,7,8]):
    pts = np.random.uniform(0, 1, (n, 2))
    pts[:, 1] *= np.e
    count = np.sum(pts[:, 1] < np.exp(pts[:, 0]))
    volume = np.e * 1 # volume of region
    sol = (volume * count)/n
    print '%10d %.6f' % (n, sol)









Montioring variance

We are often interested in knowning how many iterations it takes for
Monte Carlo integration to “converge”. To do this, we would like some
estimate of the variance, and it is useful to inspect such plots. One
simple way to get confidence intervals for the plot of Monte Carlo
estimate against number of interations is simply to do many such
simulations.

For the example, we willl try to etsimate the function


\[f(x) = x \cos 7x + \sin 13x, \ \  0 \le x \le 1\]

def f(x):
    return x * np.cos(71*x) + np.sin(13*x)






x = np.linspace(0, 1, 100)
plt.plot(x, f(x));







Exact solution

from sympy import sin, cos, symbols, integrate

x = symbols('x')
integrate(x * cos(71*x) + sin(13*x), (x, 0,1)).evalf(6)









Using multiple independent sequences

n = 100
reps = 1000






x = f(np.random.random((n, reps)))
y = 1/np.arange(1, n+1)[:, None] * np.cumsum(x, axis=0)
upper, lower = np.percentile(y, [2.5, 97.5], axis=1)






plt.plot(np.arange(1, n+1), y, c='grey', alpha=0.02)
plt.plot(np.arange(1, n+1), y[:, 0], c='red', linewidth=1);
plt.plot(np.arange(1, n+1), upper, 'b', np.arange(1, n+1), lower, 'b');









Using bootstrap

xb = np.random.choice(x[:,0], (n, reps), replace=True)
yb = 1/np.arange(1, n+1)[:, None] * np.cumsum(xb, axis=0)
upper, lower = np.percentile(yb, [2.5, 97.5], axis=1)






plt.plot(np.arange(1, n+1)[:, None], yb, c='grey', alpha=0.02)
plt.plot(np.arange(1, n+1), yb[:, 0], c='red', linewidth=1)
plt.plot(np.arange(1, n+1), upper, 'b', np.arange(1, n+1), lower, 'b');













Monte Carlo swindles (Variance reduction techniques)

There are several general techiques for variance reduction, someitmes
known as Monte Carlo swindles since these metthods improve the accuracy
and convergene rate of Monte Carlo integration without increasing the
number of Monte Carlo samples. Some Monte Carlo swindles are:


	importance sampling

	stratified sampling

	control variates

	antithetic variates

	conditioning swindles including Rao-Blackwellization and independent
variance decomposition



Most of these techniques are not particularly computational in nature,
so we will not cover them in the course. I expect you will learn them
elsewhere. Indepedence sampling will be shown as an example of a Monte
Carlo swindle.


Variance reduction by change of variables

The Cauchy distribution is given by


\[\begin{split}f(x) = \frac{1}{\pi (1 + x^2)}, \ \ -\infty < x < \infty\end{split}\]

Suppose we want to integrate the tail probability \(P(X > 3)\) using
Monte Carlo

h_true = 1 - stats.cauchy().cdf(3)
h_true







Direct Monte Carlo integration is inefficient since only 10% of the samples give inforrmation about the tail

n = 100

x = stats.cauchy().rvs(n)
h_mc = 1.0/n * np.sum(x > 3)
h_mc, np.abs(h_mc - h_true)/h_true






We are trying to estimate the quantity


\[\int_3^\infty \frac{1}{\pi (1 + x^2)} dx\]

Using the substitution \(y = 3/x\) (and a little algebra), we get


\[\int_0^1 \frac{3}{\pi(9 + y^2)} dy\]

Hence, a much more efficient MC estimator is


\[\frac{1}{n} \sum_{i=1}^n \frac{3}{\pi(9 + y_i^2)}\]

where \(y_i \sim \mathcal{U}(0, 1)\).

y = stats.uniform().rvs(n)
h_cv = 1.0/n * np.sum(3.0/(np.pi * (9 + y**2)))
h_cv, np.abs(h_cv - h_true)/h_true











Importance sampling

Basic Monte Carlo sampling evaluates


\[E[h(X)] = \int_X h(x) f(x) dx\]

Using another distribution \(g(x)\) - the so-called “importance
function”, we can rewrite the above expression


\[E_f[h(x)] \ = \  \int_X h(x) \frac{f(x)}{g(x)} g(x) dx \ = \ E_g\left[ \frac{h(X) f(X)}{g(X)} \right]\]

giving us the new estimator


\[\bar{h_n} = \frac{1}{n} \sum_{i=1}^n \frac{f(x_i)}{g(x_i)} h(x_i)\]

where \(x_i \sim g\) is a draw from the density \(g\).

Conceptually, what the likelihood ratio \(f(x_i)/g(x_i)\) provides
an indicator of how “important” the sample \(h(x_i)\) is for
estmating \(\bar{h_n}\). This is very dependent on a good choice for
the importance function \(g\). Two simple choices for \(g\) are
scaling


\[g(x) = \frac{1}{a} f(x/a)\]

and translation


\[g(x) = f(x - a)\]

Alternatlvely, a different distribtuion can be chosen as shown in the
example below.


Example

Suppose we want to estimate the tail probability of
\(\mathcal{N}(0, 1)\) for \(P(X > 5)\). Regular MC integration
using samples from \(\mathcal{N}(0, 1)\) is hopeless since nearly
all samples will be rejected. However, we can use the exponential
density truncated at 5 as the importance function and use importance
sampling.

x = np.linspace(4, 10, 100)
plt.plot(x, stats.expon(5).pdf(x))
plt.plot(x, stats.norm().pdf(x));









Expected answer

We expect about 3 draws out of 10,000,000 from \(\mathcal{N}(0, 1)\)
to have a value greater than 5. Hence simply sampling from
\(\mathcal{N}(0, 1)\) is hopelessly inefficient for Monte Carlo
integration.

%precision 10






h_true =1 - stats.norm().cdf(5)
h_true









Using direct Monte Carlo integration

n = 10000
y = stats.norm().rvs(n)
h_mc = 1.0/n * np.sum(y > 5)
# estimate and relative error
h_mc, np.abs(h_mc - h_true)/h_true









Using importance sampling

n = 10000
y = stats.expon(loc=5).rvs(n)
h_is = 1.0/n * np.sum(stats.norm().pdf(y)/stats.expon(loc=5).pdf(y))
# estimate and relative error
h_is, np.abs(h_is- h_true)/h_true













Quasi-random numbers

Recall that the convergence of Monte Carlo integration is
\(\mathcal{0}(n^{1/2})\). It turns out that if we use quasi-random
or low discrepancy sequences (which fill space more efficiently than
random sequences), we can get convergence approaching
\(\mathcal{0}(1/n)\). There are several such generators, but their
use in statistical settings is limited to cases where we are
intergrating with respect to uniform distributions. The regularity can
also give rise to errors when estimating integrals of periodic
functions.

! pip install ghalton &> /dev/null






import ghalton

gen2 = ghalton.Halton(2)






plt.figure(figsize=(10,5))
plt.subplot(121)
xs = np.random.random((100,2))
plt.scatter(xs[:, 0], xs[:,1])
plt.axis([-0.05, 1.05, -0.05, 1.05])
plt.title('Pseudo-random', fontsize=20)
plt.subplot(122)
ys = np.array(gen.get(100))
plt.scatter(ys[:, 0], ys[:,1])
plt.axis([-0.05, 1.05, -0.05, 1.05])
plt.title('Quasi-random', fontsize=20);







Quasi-Monte Carlo integration can reduce variance

% precision 4






h_true = 1 - stats.cauchy().cdf(3)






n = 10






x = stats.uniform().rvs((n, 5))
y = 3.0/(np.pi * (9 + x**2))
h_mc = np.sum(y, 0)/n
zip(h_mc, 100*np.abs(h_mc - h_true)/h_true)






gen1 = ghalton.Halton(1)
x = np.reshape(gen1.get(n*5), (n, 5))
y = 3.0/(np.pi * (9 + x**2))
h_qmc = np.sum(y, 0)/n
zip(h_qmc, 100*np.abs(h_qmc - h_true)/h_true)











Resampling methods


Resampling


	Sampling with and without replacement

	Bootstrap (using sampling with replacement)

	Jackknife (using subsets)

	Cross validation and LOOCV (using subsets)

	Permutation resampling (switching labels)






Simulations


	Design of experiments

	Power from simulations

	Hypothesis testing from simulations

	Empirical CDF

	Density estimation






Setting the random seed

np.random.seed(123)







Resampling






Sampling with and without replacement

# Sampling is done with replacement by default
np.random.choice(4, 12)






array([2, 1, 2, 2, 0, 2, 2, 1, 3, 2, 3, 1])






# Probability weights can be given
np.random.choice(4, 12, p=[.4, .1, .1, .4])






array([3, 3, 1, 0, 0, 3, 1, 0, 0, 3, 0, 0])






x = np.random.randint(0, 10, (8, 12))
x






array([[7, 2, 4, 8, 0, 7, 9, 3, 4, 6, 1, 5],
       [6, 2, 1, 8, 3, 5, 0, 2, 6, 2, 4, 4],
       [6, 3, 0, 6, 4, 7, 6, 7, 1, 5, 7, 9],
       [2, 4, 8, 1, 2, 1, 1, 3, 5, 9, 0, 8],
       [1, 6, 3, 3, 5, 9, 7, 9, 2, 3, 3, 3],
       [8, 6, 9, 7, 6, 3, 9, 6, 6, 6, 1, 3],
       [4, 3, 1, 0, 5, 8, 6, 8, 9, 1, 0, 3],
       [1, 3, 4, 7, 6, 1, 4, 3, 3, 7, 6, 8]])






# sampling individual elements
np.random.choice(x.ravel(), 12)






array([1, 2, 4, 7, 1, 2, 2, 6, 7, 3, 8, 4])






# sampling rows
idx = np.random.choice(x.shape[0], 4)
x[idx, :]






array([[4, 3, 1, 0, 5, 8, 6, 8, 9, 1, 0, 3],
       [4, 3, 1, 0, 5, 8, 6, 8, 9, 1, 0, 3],
       [6, 2, 1, 8, 3, 5, 0, 2, 6, 2, 4, 4],
       [4, 3, 1, 0, 5, 8, 6, 8, 9, 1, 0, 3]])






# sampling columns
idx = np.random.choice(x.shape[1], 4)
x[:, idx]






array([[9, 4, 3, 1],
       [0, 6, 2, 4],
       [6, 1, 7, 7],
       [1, 5, 3, 0],
       [7, 2, 9, 3],
       [9, 6, 6, 1],
       [6, 9, 8, 0],
       [4, 3, 3, 6]])






# Give the argument replace=False
try:
    np.random.choice(4, 12, replace=False)
except ValueError, e:
    print e






Cannot take a larger sample than population when 'replace=False'






You will likely have used this for the stochastic gradient descent
homework.

x






array([[7, 2, 4, 8, 0, 7, 9, 3, 4, 6, 1, 5],
       [6, 2, 1, 8, 3, 5, 0, 2, 6, 2, 4, 4],
       [6, 3, 0, 6, 4, 7, 6, 7, 1, 5, 7, 9],
       [2, 4, 8, 1, 2, 1, 1, 3, 5, 9, 0, 8],
       [1, 6, 3, 3, 5, 9, 7, 9, 2, 3, 3, 3],
       [8, 6, 9, 7, 6, 3, 9, 6, 6, 6, 1, 3],
       [4, 3, 1, 0, 5, 8, 6, 8, 9, 1, 0, 3],
       [1, 3, 4, 7, 6, 1, 4, 3, 3, 7, 6, 8]])






# Shuffling occurs "in place" for efficiency
np.random.shuffle(x)
x






array([[7, 2, 4, 8, 0, 7, 9, 3, 4, 6, 1, 5],
       [4, 3, 1, 0, 5, 8, 6, 8, 9, 1, 0, 3],
       [8, 6, 9, 7, 6, 3, 9, 6, 6, 6, 1, 3],
       [2, 4, 8, 1, 2, 1, 1, 3, 5, 9, 0, 8],
       [6, 3, 0, 6, 4, 7, 6, 7, 1, 5, 7, 9],
       [6, 2, 1, 8, 3, 5, 0, 2, 6, 2, 4, 4],
       [1, 3, 4, 7, 6, 1, 4, 3, 3, 7, 6, 8],
       [1, 6, 3, 3, 5, 9, 7, 9, 2, 3, 3, 3]])






# To shuffle columns instead, transpose before shuffling
np.random.shuffle(x.T)
x






array([[7, 0, 4, 7, 9, 8, 1, 6, 4, 3, 2, 5],
       [8, 5, 1, 4, 6, 0, 0, 1, 9, 8, 3, 3],
       [3, 6, 9, 8, 9, 7, 1, 6, 6, 6, 6, 3],
       [1, 2, 8, 2, 1, 1, 0, 9, 5, 3, 4, 8],
       [7, 4, 0, 6, 6, 6, 7, 5, 1, 7, 3, 9],
       [5, 3, 1, 6, 0, 8, 4, 2, 6, 2, 2, 4],
       [1, 6, 4, 1, 4, 7, 6, 7, 3, 3, 3, 8],
       [9, 5, 3, 1, 7, 3, 3, 3, 2, 9, 6, 3]])






# numpy.random.permutation does the same thing but returns a copy
np.random.permutation(x)






array([[7, 0, 4, 7, 9, 8, 1, 6, 4, 3, 2, 5],
       [1, 6, 4, 1, 4, 7, 6, 7, 3, 3, 3, 8],
       [1, 2, 8, 2, 1, 1, 0, 9, 5, 3, 4, 8],
       [7, 4, 0, 6, 6, 6, 7, 5, 1, 7, 3, 9],
       [9, 5, 3, 1, 7, 3, 3, 3, 2, 9, 6, 3],
       [3, 6, 9, 8, 9, 7, 1, 6, 6, 6, 6, 3],
       [8, 5, 1, 4, 6, 0, 0, 1, 9, 8, 3, 3],
       [5, 3, 1, 6, 0, 8, 4, 2, 6, 2, 2, 4]])






# When given an integre n, permutation treats is as the array arange(n)
np.random.permutation(10)






array([4, 0, 6, 7, 5, 1, 8, 2, 3, 9])






# Use indices if you needed to shuffle collections of arrays in synchrony
x = np.arange(12).reshape(4,3)
y = x + 10
idx = np.random.permutation(x.shape[0])
print x[idx, :], '\n'
print y[idx, :]






[[ 9 10 11]
 [ 3  4  5]
 [ 6  7  8]
 [ 0  1  2]]

[[19 20 21]
 [13 14 15]
 [16 17 18]
 [10 11 12]]







Bootstrap

The bootstrap is commonly used to estimate statistics when theory fails.
We have already seen the bootstrap for estiamting confidence bounds for
convergence in the Monte Carlo integration.

# For example, what is the 95% confidence interval for
# the mean of this data set if you didn't know how it was generated?

x = np.concatenate([np.random.exponential(size=200), np.random.normal(size=100)])
plt.hist(x, 25, histtype='step');







n = len(x)
reps = 10000
xb = np.random.choice(x, (n, reps))
mb = xb.mean(axis=0)
mb.sort()

np.percentile(mb, [2.5, 97.5])






array([0.483, 0.740])







Reprise of bootstrap example for Monte Carlo integration

def f(x):
    return x * np.cos(71*x) + np.sin(13*x)






# data sample for integration
n = 100
x = f(np.random.random(n))






# bootstrap MC integration
reps = 1000
xb = np.random.choice(x, (n, reps), replace=True)
yb = 1/np.arange(1, n+1)[:, None] * np.cumsum(xb, axis=0)
upper, lower = np.percentile(yb, [2.5, 97.5], axis=1)






plt.plot(np.arange(1, n+1)[:, None], yb, c='grey', alpha=0.02)
plt.plot(np.arange(1, n+1), yb[:, 0], c='red', linewidth=1)
plt.plot(np.arange(1, n+1), upper, 'b', np.arange(1, n+1), lower, 'b');












Leave some-out resampling


Jackknife estimate of parameters

This shows the leave-one-out calculation idiom for Python. Unlike R, a
-k index to an array does not delete the kth entry, but returns the kth
entry from the end, so we need another way to efficiently drop one
scalar or vector. This can be done using Boolean indexing as shown in
the examples below, and is efficient since the operations are on views
of the origianl array rather thna copies.

def jackknife(x, func):
    """Jackknife estimate of the estimator func"""
    n = len(x)
    idx = np.arange(n)
    return np.sum(func(x[idx!=i]) for i in range(n))/float(n)






# Jackknife estimate of standard deviation
x = np.random.normal(0, 2, 100)
jackknife(x, np.std)






1.9223






def jackknife_var(x, func):
    """Jackknife estiamte of the variance of the estimator func."""
    n = len(x)
    idx = np.arange(n)
    j_est = jackknife(x, func)
    return (n-1)/(n + 0.0) * np.sum((func(x[idx!=i]) - j_est)**2.0
                                    for i in range(n))






# estimate of the variance of an estimator
jackknife_var(x, np.std)






0.0254









Leave one out cross validation (LOOCV)

LOOCV also uses the same idiom, and a simple example of LOOCV for model
selection is illustrated.

a, b, c = 1, 2, 3
x = np.linspace(0, 5, 10)
y = a*x**2 + b*x + c + np.random.normal(0, 1, len(x))






plt.figure(figsize=(12,4))
for deg in range(1, 5):
    plt.subplot(1, 4, deg)
    beta = np.polyfit(x, y, deg)
    plt.plot(x, y, 'r:o')
    plt.plot(x, np.polyval(beta, x), 'b-')
    plt.title('Degree = %d' % deg)







def loocv(x, y, fit, pred, deg):
    """LOOCV RSS for fitting a polynomial model."""
    n = len(x)
    idx = np.arange(n)
    rss = np.sum([(y - pred(fit(x[idx!=i], y[idx!=i], deg), x))**2.0 for i in range(n)])
    return rss






# RSS does not detect overfitting and selects the most complex model
for deg in range(1, 5):
    print 'Degree = %d, RSS=%.2f' % (deg, np.sum((y - np.polyval(np.polyfit(x, y, deg), x))**2.0))






Degree = 1, RSS=59.90
Degree = 2, RSS=6.20
Degree = 3, RSS=6.20
Degree = 4, RSS=6.20






# LOOCV selects the correct model
for deg in range(1, 5):
    print 'Degree = %d, RSS=%.2f' % (deg, loocv(x, y, np.polyfit, np.polyval, deg))






Degree = 1, RSS=628.41
Degree = 2, RSS=64.35
Degree = 3, RSS=67.81
Degree = 4, RSS=85.39













Calculation of Cook’s distance

Cook’s distance is used to estimate the influence of a data point when
performing least squares regression analysis. It is one of the standard
plots for linear regression in R and provides another example of the
applicationof leave-one-out resampling.


\[D_i = \frac{\sum_{j=1}^n (\hat Y_j - \hat Y_{j(i)})^2}{p\  \text{MSE}}\]

The calculation of Cook’s distance involves the fitting of \(n\)
regression models, so we want to do this as efficiently as possible.

def cook_dist(X, y, model):
    """Vectorized version of Cook's distance."""
    n = len(X)
    fitted = model(y, X).fit()
    yhat = fitted.predict(X)
    p = len(fitted.params)
    mse = np.sum((yhat - y)**2.0)/n
    denom = p*mse
    idx = np.arange(n)
    return np.array([np.sum((yhat - model(y[idx!=i], X[idx!=i]).fit().predict(X))**2.0) for i in range(n)])/denom






import statsmodels.api as sm






# create data set with outliers
nobs = 100
X = np.random.random((nobs, 2))
X = sm.add_constant(X)
beta = [1, .1, .5]
e = np.random.random(nobs)
y = np.dot(X, beta) + e
y[[7, 29, 78]] *= 3






# use Cook's distance to identify outliers
model = sm.OLS
d = cook_dist(X, y, model)
plt.stem(d);










Permutation resampling

Permuatation resampling is used ot generate the null distribtuion of
labeled data by switching lebals. Because the number of permuations
grows so fast, it is typically only feasible to use a Monte Carlo sample
of the possible set of permuations in computation.

# Growth of the factorial function (number of permutations) using Stirling's approximation

def stirling(n):
    """Stirling's approximation to the factorial."""
    return np.sqrt(2*np.pi*n)*(n/np.e)**n

n = np.arange(1, 51)
zip(n, stirling(n))






[(1, 0.9221),
 (2, 1.9190),
 (3, 5.8362),
 (4, 23.5062),
 (5, 118.0192),
 (6, 710.0782),
 (7, 4980.3958),
 (8, 39902.3955),
 (9, 359536.8728),
 (10, 3598695.6187),
 (11, 39615625.0506),
 (12, 475687486.4728),
 (13, 6187239475.1927),
 (14, 86661001740.5988),
 (15, 1300430722199.4680),
 (16, 20814114415223.1367),
 (17, 353948328666101.1250),
 (18, 6372804626194313.0000),
 (19, 121112786592294192.0000),
 (20, 2422786846761135104.0000),
 (21, 50888617325509746688.0000),
 (22, 1119751494628237770752.0000),
 (23, 25758525370529310834688.0000),
 (24, 618297927022794799841280.0000),
 (25, 15459594834691181359661056.0000),
 (26, 402000993060955330726330368.0000),
 (27, 10855315170319531497075245056.0000),
 (28, 303982326243341862218743414784.0000),
 (29, 8816392105377489957715009601536.0000),
 (30, 264517095922965156800687262138368.0000),
 (31, 8200764697241122458512884083195904.0000),
 (32, 262446514081933026899914856968749056.0000),
 (33, 8661418381417958431306228879169945600.0000),
 (34, 294510096099824346859521185203942850560.0000),
 (35, 10308575166584033336103974733365808988160.0000),
 (36, 371133249087415837775601850534254065221632.0000),
 (37, 13732789283357647537712986585599118967570432.0000),
 (38, 521876921190057472102855717030406837275459584.0000),
 (39, 20354344348300692639357061611803222912972881920.0000),
 (40, 814217264494623640116433847565750863601126604800.0000),
 (41, 33384604069916415591100983328410827967169870954496.0000),
 (42, 1402221223524367565643573793611811471275760323395584.0000),
 (43, 60298294706657120904833322706173396147148627061506048.0000),
 (44, 2653241820650555398466033792063490393009887673090834432.0000),
 (45, 119400906860443613913174999733586801766394224950600794112.0000),
 (46, 5492662822140225801570025546069546965027287393900087476224.0000),
 (47, 258165102848257451938594016029422319832480942931582618959872.0000),
 (48, 12392382664425307299255962057935500269489259106719931528380416.0000),
 (49, 607248264576510288229888440783681300390904221083157786483752960.0000),
 (50, 30363445939381680077841740787498028998394965264769813642857152512.0000)]






Suppose you have 2 data sets from unknown distribution and you want to
test if some arbitrary statistic (e.g 7th percentile) is the same in the
2 data sets - what can you do?

An appropirate test statistic is the difference between the 7th
percentile, and if we knew the null distribution of this statisic, we
could test for the null hypothesis that the statistic = 0. Permuting the
labels of the 2 data sets allows us to create the empirical null
distribution.

x = np.concatenate([np.random.exponential(size=200),
                    np.random.normal(0, 1, size=100)])
y = np.concatenate([np.random.exponential(size=250),
                    np.random.normal(0, 1, size=50)])






n1, n2 = map(len, (x, y))
reps = 10000

data = np.concatenate([x, y])
ps = np.array([np.random.permutation(n1+n2) for i in range(reps)])






xp = data[ps[:, :n1]]
yp = data[ps[:, n1:]]
samples = np.percentile(xp, 7, axis=1) - np.percentile(yp, 7, axis=1)






plt.hist(samples, 25, histtype='step')
test_stat = np.percentile(x, 7) - np.percentile(y, 7)
plt.axvline(test_stat)
plt.axvline(np.percentile(samples, 2.5), linestyle='--')
plt.axvline(np.percentile(samples, 97.5), linestyle='--')
print "p-value =", 2*np.sum(samples >= np.abs(test_stat))/reps






p-value = 0.0124







We will make up some data - a tpical example is trying to identify genes
that are differentially expressed in two groups of people, pehraps those
who are helathy and those who are sick. For each gene, we can perform a
t-test to see if the gene is differnetially expressed across the two
groups at some nominal significanc level, typically 0.05. When we have
many genes, this is unsatisfactory since 5% of the genes will be found
to be differentially expressed just by chance.

One possible solution is to use the family-wise error rate instead -
most simply using the Bonferroni adjusted p-value. An alternative is to
use the non-parmaetric method originally proposed by Young and Westfall
that uses permuation resampling to estimate the adjusted p-value without
the assumptions of independence that the Bonferroni method makes.

See http://www3.stat.sinica.edu.tw/statistica/oldpdf/A12n16.pdf for an
overview of statistical procedures in the context of gene expressiona
array analysis, including descriptions of the p-value ajdustements shown
here.

np.random.seed(52)

ngenes = 100
ncases = 500
nctrls = 500
nsamples = ncases + nctrls
x = np.random.normal(0, 1, (ngenes, nsamples))






import scipy.stats as st






t, p0 = st.ttest_ind(x[:, :ncases], x[:, ncases:], axis=1)
idx = p0 < 0.05
zip(np.nonzero(idx)[0], p0[idx])






[(0, 0.0119),
 (10, 0.0368),
 (33, 0.0117),
 (36, 0.0144),
 (39, 0.0247),
 (44, 0.0051),
 (68, 0.0253),
 (97, 0.0366)]






vmin = x.min()
vmax = x.max()

plt.subplot(121)
plt.imshow(x[:, :ncases], extent=[0, 1, 0, 2], interpolation='nearest',
           vmin=vmin, vmax=vmax, cmap='jet')
plt.xticks([])
plt.yticks([])
plt.title('Controls')
plt.subplot(122)
plt.imshow(x[:, ncases:], extent=[0, 1, 0, 2], interpolation='nearest',
           vmin=vmin, vmax=vmax, cmap='jet')
plt.xticks([])
plt.yticks([])
plt.title('Cases')
plt.colorbar();







p1 = np.clip(ngenes * p0, 0, 1)
idx = p1 < 0.05
zip(np.nonzero(idx)[0], p1[idx])






[]






The basic idea of resampling based p-value adjustemnt is quite simple to
understand. Suppose we want to know the ajdusted p-value for the lowest
observed p-value.

Repeat B times


	Permutate the case control labels

	Calcuate the lowest p-value for the permutted data



The adjusted p-value is simply the number of permutation samples in
which the lowest permuted p-value is smaller than the observed lowest
p-value, divided by the number of permutations.

The next lowest adjusted p-value is more complicated, since we need to
maintain the ordering (i.e the second adjusted p-value must be larger
than the smallest adjusted p-value), and one of several related
algorithms developed by Young and Westfall is usually used. We will not
cover this in this class as the goal is to understand how permuation
resampling works rather than the complexiities of correcting for
multiple testing, but an implementation is provided for those
interested.

# Let's see if the smallest adjusted p-value is significant
k = 0
p0s = np.array(sorted(p0))
print "Gene\tUnadjusted p"
print np.argsort(p0)[k], '\t', p0s[k]






Gene        Unadjusted p
44  0.00509946274404






# Do many permutations
nperms = 10000

ps = np.zeros(nperms)
for i in range(nperms):
    sidx = np.random.permutation(nsamples)
    y = x[:, sidx]
    pvals = st.ttest_ind(y[:, :ncases], y[:, ncases:], axis=1)[1]
    pvals.sort()
    ps[i] = pvals[k]

print "Gene\tUnadjusted p\t\tAdjusted p"
print np.argsort(p0[k]), '\t', p0s[k], '\t', np.sum(ps < p0s[k])/nperms






Gene        Unadjusted p            Adjusted p
0   0.00509946274404        0.4016






# This is the maxT step-down method
# Assumes that the distribution of T-statistics is the same for all genes

nperms = 10000
k = ngenes

counts = np.zeros((nperms, k))
ranks = np.argsort(np.abs(t))[::-1]
for i in range(nperms):
    u = np.zeros(k)
    sidx = np.random.permutation(nsamples)
    y = x[:, sidx]
    tb, pb = st.ttest_ind(y[:, :ncases], y[:, ncases:], axis=1)
    u[k-1] = np.abs(tb[ranks[k-1]])
    for j in range(k-2, -1, -1):
        u[j] = max(u[j+1], np.abs(tb[ranks[j]]))
    counts[i] = (u >= np.abs(t[ranks]))

p2 = np.sum(counts, axis=0)/nperms
for i in range(1, k):
    p2[i] = max(p2[i],p2[i-1])
idx = p2 < 0.05
zip(ranks, p2[idx])






[]






plt.plot(sorted(p0), label='No correction')
plt.plot(sorted(p1), label='Bonferroni')
plt.plot(sorted(p2), label='Westfall-Young')
plt.ylim([0,1])
plt.legend(loc='best');







The Bonferrroni assumes that tests are independent. However, often test
resutls are strongly correlated (e.g. genes in the same pathway behave
similalry) and the Bonferroni will be too conservative. However the
permuation-resampling method still works in the presence of
correaltions.

np.random.seed(52)

ngenes = 100
ncases = 500
nctrls = 500
nsamples = ncases + nctrls

x = np.repeat(np.random.normal(0, 1, (1, nsamples)), ngenes, axis=0)






# In this extreme case, we measure the same gene 100 times
x[:5, :5]






array([[0.519, -1.269, 0.240, -0.804, 0.017],
       [0.519, -1.269, 0.240, -0.804, 0.017],
       [0.519, -1.269, 0.240, -0.804, 0.017],
       [0.519, -1.269, 0.240, -0.804, 0.017],
       [0.519, -1.269, 0.240, -0.804, 0.017]])






t, p0 = st.ttest_ind(x[:, :ncases], x[:, ncases:], axis=1)
idx = p0 < 0.05
print 'Minimum p-value', p0.min(), '# significant', idx.sum()






Minimum p-value 0.0119317780363 # significant 100






Bonferroni tells us none of the adjusted p-values are significant, which
we know is the wrong answer.

p1 = np.clip(len(p0) * p0, 0, 1)
idx = p1 < 0.05
print 'Minimum p-value', p1.min(), '# significant', idx.sum()






Minimum p-value 1.0 # significant 0






This tells us that every gene is significant, which is the correct
answer.

nperms = 10000

counts = np.zeros((nperms, k))
ranks = np.argsort(np.abs(t))[::-1]
for i in range(nperms):
    u = np.zeros(k)
    sidx = np.random.permutation(nsamples)
    y = x[:, sidx]
    tb, pb = st.ttest_ind(y[:, :ncases], y[:, ncases:], axis=1)
    u[k-1] = np.abs(tb[ranks[k-1]])
    for j in range(k-2, -1, -1):
        u[j] = max(u[j+1], np.abs(tb[ranks[j]]))
    counts[i] = (u >= np.abs(t[ranks]))

p2 = np.sum(counts, axis=0)/nperms
for i in range(1, k):
    p2[i] = max(p2[i],p2[i-1])
idx = p2 < 0.05

print 'Minimum p-value', p2.min(), '# significant', idx.sum()






Minimum p-value 0.0118 # significant 100






plt.plot(sorted(p1), label='Bonferroni')
plt.plot(sorted(p2), label='Westfall-Young')
plt.ylim([-0.05,1.05])
plt.legend(loc='best');








Monte Carlo Simulations






Design of simulation experiments

Some experimental design routines (e.g. factorial, latin hypercube
samplign) are proived in
PyDOE

From
notes
by Marie Dravidian

A Monte Carlo simulation is just like any other experiment


	Careful planning is required

	Factors that are of interest to vary in the experiment: sample size
n, distribution of the data, magnitude of variation, . . .

	Each combination of factors is a separate simulation, so that many
factors can lead to very large number of combinations and thus number
of simulations may be time consuming

	Can use experimental design principles

	Results must be recorded and saved in a systematic, sensible way

	Don’t only choose factors favorable to a method you have developed!

	Sample size S (number of data sets) must deliver acceptable precision






Example: Simulations to estimate power

What sample size is needed for the t-test to have a power of 0.8 with an
effect size of 0.5?

This is a toy example, since you can just use a pakcage to calculate it,
but the simulation approach works for everything, including
arbitrarily complex experimental designs, correcting for multiple
comparisons and so on(assuming infinite computational resources and you
have some prior knowledge of the likely distribution of simulation
parameters).

# Run nresps simulations
# The power is simply the fraction of reps where
# the p-value is less than 0.05

nreps = 10000
d = 0.5

n = 50
power = 0
while power < 0.8:
    n1 = n2 = n
    x = np.random.normal(0, 1, (n1, nreps))
    y = np.random.normal(d, 1, (n2, nreps))
    t, p = st.ttest_ind(x, y)
    power = (p < 0.05).sum()/nreps
    print n, power
    n += 1






50 0.7002
51 0.706
52 0.7119
53 0.7181
54 0.7344
55 0.7351
56 0.7405
57 0.7583
58 0.761
59 0.7647
60 0.775
61 0.7878
62 0.7865
63 0.7913
64 0.8004









Check with R

%load_ext rpy2.ipython






%%R
install.packages("pwr", repos ="http://cran.us.r-project.org")
library(pwr)

power.t.test(sig.level=0.05, power=0.8, delta = 0.5)






trying URL 'http://cran.us.r-project.org/bin/macosx/mavericks/contrib/3.1/pwr_1.1-2.tgz'
Content type 'application/x-gzip' length 53156 bytes (51 Kb)
opened URL
==================================================
downloaded 51 Kb


The downloaded binary packages are in
    /var/folders/xf/rzdg30ps11g93j3w0h589q780000gn/T//RtmpWSpKKL/downloaded_packages

     Two-sample t test power calculation

              n = 63.76576
          delta = 0.5
             sd = 1
      sig.level = 0.05
          power = 0.8
    alternative = two.sided

NOTE: n is number in each group



Characterizing Monte Carlo samples

Given a bunch of random numbers from a simulaiton experiment, one of the
first steps is to visualize the CDF and PDF.






Estimating the CDF

# Make up some random data
x = np.concatenate([np.random.normal(0, 1, 10000),
                    np.random.normal(4, 1, 10000)])






# Roll our own ECDF function

def ecdf(x):
    """Return empirical CDF of x."""

    sx = np.sort(x)
    cdf = (1.0 + np.arange(len(sx)))/len(sx)
    return sx, cdf






sx, y = ecdf(x)
plt.plot(sx, y);







from statsmodels.distributions.empirical_distribution import ECDF

ecdf = ECDF(x)
plt.plot(ecdf.x, ecdf.y);










Estimating the PDF

The simplest is to plot a normalized histogram as shown above, but we
will also look at how to estimate density functions using kernel density
estimation.




Kernel density estimation

Kernel density estimation is a form of convolution, usually with a
symmetric kenrel (e.g. a Gaussian). The degree of smoothing is
determined by a bandwidth parameter.

def epanechnikov(u):
    """Epanechnikov kernel."""
    return np.where(np.abs(u) <= np.sqrt(5), 3/(4*np.sqrt(5)) * (1 - u*u/5.0), 0)






def silverman(y):
    """Find bandwidth using heuristic suggested by Silverman
    .9 min(standard deviation, interquartile range/1.34)n-1/5
    """
    n = len(y)
    iqr = np.subtract(*np.percentile(y, [75, 25]))
    h = 0.9*np.min([y.std(ddof=1), iqr/1.34])*n**-0.2
    return h






def kde(x, y, bandwidth=silverman, kernel=epanechnikov):
    """Returns kernel density estimate.
    x are the points for evaluation
    y is the data to be fitted
    bandwidth is a function that returens the smoothing parameter h
    kernel is a function that gives weights to neighboring data
    """
    h = bandwidth(y)
    return np.sum(kernel((x-y[:, None])/h)/h, axis=0)/len(y)






xs = np.linspace(-5,8,100)
density = kde(xs, x)
plt.plot(xs, density);







There are several kernel density estimation routines available in scipy,
statsmodels and scikit-leran. Here we will use the scikits-learn and
statsmodels routine as examples.

import statsmodels.api as sm

dens = sm.nonparametric.KDEUnivariate(x)
dens.fit(kernel='gau')
plt.plot(xs, dens.evaluate(xs));







from sklearn.neighbors import KernelDensity

# expects n x p matrix with p features
x.shape = (len(x), 1)
xs.shape = (len(xs), 1)

kde = KernelDensity(kernel='epanechnikov', bandwidth=0.5).fit(x)
dens = np.exp(kde.score_samples(xs))
plt.plot(xs, dens);










Multivariate kerndel density estimation

# create data set
n = 1000
_mus = np.array([[0,4], [-2,0]])
_sigmas = np.array([[[3, 0], [0, 0.5]], [[1,0],[0,2]]])
_pis = np.array([0.6, 0.4])
X = np.concatenate([np.random.multivariate_normal(mu, sigma, int(pi*n))
                    for pi, mu, sigma in zip(_pis, _mus, _sigmas)])

kde = KernelDensity(kernel='gaussian', bandwidth=0.2).fit(X)
dens = kde.score_samples(X)

plt.figure(figsize=(8,8))
plt.scatter(X[:, 0], X[:, 1], c=dens);










Markov Chain Monte Carlo (MCMC)


	Baye’s rule and definitions

	Estimating coin bias example
	Analytic

	Numerical integration

	Metropolis-Hastings sampler

	Gibbs sampler

	Slice sampler





	Why does MCMC work?
	Markov chains and stationary states

	Conditions for convergence

	Assessing for convergence





	Visualizing MCMC in action

	Ohter examples
	Mixture models

	Hierarchical models

	Change point detection





	Using MCMC libraries
	Usign pymc

	Using pystan








Bayesian Data Analysis

The fundamental objective of Bayesian data analysis is to determine the
posterior distribution


\[p(\theta \ | \ X) = \frac{p(X \ | \ \theta) p(\theta)}{p(X)}\]

where the denominator is


\[p(X) = \int d\theta^* p(X \ | \ \theta^*) p(\theta^*)\]

Here,


	\(p(X \ | \ \theta)\) is the likelihood,

	\(p(\theta)\) is the prior and

	\(p(X)\) is a normalizing constant also known as the evidence or
marginal likelihood



The computational issue is the difficulty of evaluating the integral in
the denominator. There are many ways to address this difficulty,
inlcuding:


	In cases with conjugate priors (with conjugate priors, the posterior
has the same distribution as the prior), we can get closed form
solutions

	We can use numerical integration

	We can approximate the functions used to calculate the posterior with
simpler functions and show that the resulting approximate posterior
is “close” to true posteiror (variational Bayes)

	We can use Monte Carlo methods, of which the most important is Markov
Chain Monte Carlo (MCMC)




Motivating example

We will use the toy example of estimating the bias of a coin given a
sample consisting of \(n\) tosses to illustrate a few of the
approaches.


Analytical solution

If we use a beta distribution as the prior, then the posterior
distribution has a closed form solution. This is shown in the example
below. Some general points:


	We need to choose a prior distribtuiton family (i.e. the beta here)
as well as its parameters (here a=10, b=10)
	The prior distribution may be relatively uninformative (i.e. more
flat) or inforamtive (i.e. more peaked)





	The posterior depends on both the prior and the data
	As the amount of data becomes large, the posterior approximates
the MLE

	An informative prior takes more data to shift than an
uninformative one





	Of course, it is also important the model used (i.e. the likelihood)
is appropriate for the fitting the data

	The mode of the posterior distribution is known as the maximum a
posteriori (MAP) estimate (cf MLE which is the mode of the
likelihood)



n = 100
h = 61
p = h/n
rv = st.binom(n, p)
mu = rv.mean()

a, b = 10, 10
prior = st.beta(a, b)
post = st.beta(h+a, n-h+b)
ci = post.interval(0.95)

thetas = np.linspace(0, 1, 200)
plt.figure(figsize=(12, 9))
plt.style.use('ggplot')
plt.plot(thetas, prior.pdf(thetas), label='Prior', c='blue')
plt.plot(thetas, post.pdf(thetas), label='Posterior', c='red')
plt.plot(thetas, n*st.binom(n, thetas).pmf(h), label='Likelihood', c='green')
plt.axvline((h+a-1)/(n+a+b-2), c='red', linestyle='dashed', alpha=0.4, label='MAP')
plt.axvline(mu/n, c='green', linestyle='dashed', alpha=0.4, label='MLE')
plt.xlim([0, 1])
plt.axhline(0.3, ci[0], ci[1], c='black', linewidth=2, label='95% CI');
plt.xlabel(r'$\theta$', fontsize=14)
plt.ylabel('Density', fontsize=16)
plt.legend();










Numerical integration

One simple way of numerical integration is to estimate the values on a
grid of values for \(\theta\). To calculate the posterior, we find
the prior and the likelhood for each value of \(\theta\), and for
the marginal likelhood, we replace the integral with the equivalent sum


\[p(X) = \sum_{\theta^*} p(X | \theta^*) p(\theta^*)\]

One advantage of this is that the prior does not have to be conjugate
(although the example below uses the same beta prior for ease of
comaprsion), and so we are not restricted in our choice of an
approproirate prior distribution. For example, the prior can be a
mixture distribution or estimated empirically from data. The
disadvantage, of course, is that this is computationally very expenisve
when we need to esitmate multiple parameters, since the number of grid
points grows as \(\mathcal{O}(n^d)\), wher \(n\) defines the
grid resolution and \(d\) is the size of \(\theta\).

thetas = np.linspace(0, 1, 200)
prior = st.beta(a, b)

post = prior.pdf(thetas) * st.binom(n, thetas).pmf(h)
post /= (post.sum() / len(thetas))

plt.figure(figsize=(12, 9))
plt.plot(thetas, prior.pdf(thetas), label='Prior', c='blue')
plt.plot(thetas, n*st.binom(n, thetas).pmf(h), label='Likelihood', c='green')
plt.plot(thetas, post, label='Posterior', c='red')
plt.xlim([0, 1])
plt.xlabel(r'$\theta$', fontsize=14)
plt.ylabel('Density', fontsize=16)
plt.legend();














Metropolis-Hastings sampler

This lecture will only cover the basic ideas of MCMC and the 3 common
veriants - Metropolis-Hastings, Gibbs and slice sampling. All ocde will
be built from the ground up to ilustrate what is involved in fitting an
MCMC model, but only toy examples will be shown since the goal is
conceptual understanding. More realiztic computational examples will be
shown in the next lecture using the pymc and pystan packages.

In Bayesian statistics, we want to estiamte the posterior distribution,
but this is often intractable due to the high-dimensional integral in
the denominator (marginal likelihood). A few other ideas we have
encountered that are also relevant here are Monte Carlo integration with
inddependent samples and the use of proposal distributions (e.g.
rejection and importance sampling). As we have seen from the Monte Carlo
inttegration lectures, we can approximate the posterior
\(p(\theta | X)\) if we can somehow draw many samples that come from
the posterior distribution. With vanilla Monte Carlo integration, we
need the samples to be independent draws from the posterior
distribution, which is a problem if we do not actually know what the
posterior distribution is (because we cannot integrte the marginal
likelihood).

With MCMC, we draw samples from a (simple) proposal distribution so that
each draw depends only on the state of the previous draw (i.e. the
samples form a Markov chain). Under certain condiitons, the Markov chain
will have a unique stationary distribution. In addition, not all samples
are used - instead we set up acceptance criteria for each draw based on
comparing successive states with respect to a target distribution that
enusre that the stationary distribution is the posterior distribution of
interest. The nice thing is that this target distribution only needs to
be proportional to the posterior distribution, which means we don’t need
to evaluate the potentially intractable marginal likelihood, which is
just a normalizing constant. We can find such a target distribution
easily, since posterior \(\propto\) likelihood
\(\times\) prior. After some time, the Markov chain of accepted
draws will converge to the staionary distribution, and we can use those
samples as (correlated) draws from the posterior distribution, and find
functions of the posterior distribution in the same way as for vanilla
Monte Carlo integration.

There are several flavors of MCMC, but the simplest to understand is the
Metropolis-Hastings random walk algorithm, and we will start there.

To carry out the Metropolis-Hastings algorithm, we need to draw random
samples from the folllowing distributions


	the standard uniform distribution

	a proposal distriution \(p(x)\) that we choose to be
\(\mathcal{N}(0, \sigma)\)

	the target distribution \(g(x)\) which is proportional to the
posterior probability



Given an initial guess for \(\theta\) with positive probability of
being drawn, the Metropolis-Hastings algorithm proceeds as follows


	Choose a new proposed value (\(\theta_p\)) such that
\(\theta_p = \theta + \Delta\theta\) where
\(\Delta \theta \sim \mathcal{N}(0, \sigma)\)



	Caluculate the ratio


\[\rho = \frac{g(\theta_p \ | \ X)}{g(\theta \ | \ X)}\]

where \(g\) is the posterior probability.



	If the proposal distribution is not symmetrical, we need to weight
the accceptanc probablity to maintain detailed balance (reversibilty)
of the stationary distribution, and insetad calculate


\[\rho = \frac{g(\theta_p \ | \ X) p(\theta \ | \ \theta_p)}{g(\theta \ | \ X) p(\theta_p \ | \ \theta)}\]

Since we are taking ratios, the denominator cancels any distribution
proporational to \(g\) will also work - so we can use


\[\rho = \frac{p(X | \theta_p ) p(\theta_p)}{p(X | \theta ) p(\theta)}\]



	If \(\rho \ge 1\), then set \(\theta = \theta_p\)



	If \(\rho < 1\), then set \(\theta = \theta_p\) with
probability \(\rho\), otherwise set \(\theta = \theta\) (this
is where we use the standard uniform distribution)



	Repeat the earlier steps





After some number of iterations \(k\), the samples
\(\theta_{k+1}, \theta_{k+2}, \dots\) will be samples from the
posterior distributions. Here are initial concepts to help your
intuition about why this is so:


	We accept a proposed move to \(\theta_{k+1}\) whenever the
density of the (unnormalzied) target distribution at
\(\theta_{k+1}\) is larger than the value of \(\theta_k\) -
so \(\theta\) will more often be found in places where the target
distribution is denser

	If this was all we accepted, \(\theta\) would get stuck at a
local mode of the target distribution, so we also accept occasional
moves to lower density regions - it turns out that the correct
probability of doing so is given by the ratio \(\rho\)

	The acceptance criteria only looks at ratios of the target
distribution, so the denominator cancels out and does not matter -
that is why we only need samples from a distribution proprotional to
the posterior distribution

	So, \(\theta\) will be expected to bounce around in such a way
that its spends its time in places proportional to the density of the
posterior distribution - that is, \(\theta\) is a draw from the
posterior distribution.



Additional notes:

Different propsoal distributions can be used for Metropolis-Hastings:


	The independence sampler uses a proposal distribtuion that is
independent of the current value of \(\theta\). In this case the
propsoal distribution needs to be similar to the posterior
distirbution for efficincy, while ensuring that the acceptance ratio
is bounded in the tail region of the posterior.

	The random walk sampler (used in this example) takes a random step
centered at the current value of \(\theta\) - efficiecny is a
trade-off between small step size with high probability of acceptance
and large step sizes with low probaiity of acceptance. Note (picture
will be sketched in class) that the random walk may take a long time
to traverse narrow regions of the probabilty distribution. Changing
the step size (e.g. scaling \(\Sigma\) for a multivariate normal
proposal distribution) so that a target proportion of proposlas are
accepted is known as tuning.

	Much research is being conducted on different proposal distributions
for efficient sampling of the posterior distribution.



We will first see a numerical example and then try to understand why it
works.

def target(lik, prior, n, h, theta):
    if theta < 0 or theta > 1:
        return 0
    else:
        return lik(n, theta).pmf(h)*prior.pdf(theta)

n = 100
h = 61
a = 10
b = 10
lik = st.binom
prior = st.beta(a, b)
sigma = 0.3

naccept = 0
theta = 0.1
niters = 10000
samples = np.zeros(niters+1)
samples[0] = theta
for i in range(niters):
    theta_p = theta + st.norm(0, sigma).rvs()
    rho = min(1, target(lik, prior, n, h, theta_p)/target(lik, prior, n, h, theta ))
    u = np.random.uniform()
    if u < rho:
        naccept += 1
        theta = theta_p
    samples[i+1] = theta
nmcmc = len(samples)//2
print "Efficiency = ", naccept/niters






Efficiency =  0.19






post = st.beta(h+a, n-h+b)

plt.figure(figsize=(12, 9))
plt.hist(samples[nmcmc:], 40, histtype='step', normed=True, linewidth=1, label='Distribution of prior samples');
plt.hist(prior.rvs(nmcmc), 40, histtype='step', normed=True, linewidth=1, label='Distribution of posterior samples');
plt.plot(thetas, post.pdf(thetas), c='red', linestyle='--', alpha=0.5, label='True posterior')
plt.xlim([0,1]);
plt.legend(loc='best');







Trace plots are often used to informally assess for stochastic
convergence. Rigorous demonstration of convergence is an unsolved
problem, but simple ideas such as running mutliple chains and checking
that they are converging to similar distribtions are often employed in
practice.

def mh_coin(niters, n, h, theta, lik, prior, sigma):
    samples = [theta]
    while len(samples) < niters:
        theta_p = theta + st.norm(0, sigma).rvs()
        rho = min(1, target(lik, prior, n, h, theta_p)/target(lik, prior, n, h, theta ))
        u = np.random.uniform()
        if u < rho:
            theta = theta_p
        samples.append(theta)
    return samples






n = 100
h = 61
lik = st.binom
prior = st.beta(a, b)
sigma = 0.05
niters = 100

sampless = [mh_coin(niters, n, h, theta, lik, prior, sigma) for theta in np.arange(0.1, 1, 0.2)]






# Convergence of multiple chains

for samples in sampless:
    plt.plot(samples, '-o')
plt.xlim([0, niters])
plt.ylim([0, 1]);







There are two main ideas - first that the samples generated by MCMC
constitute a Markov chain, and that this Markov chain has a unique
stationary distribution that is always reached if we geenrate a very
large number of samples. The seocnd idea is to show that this stationary
distribution is exactly the posterior distribution that we are looking
for. We will only give the intuition here as a refreseher.

Since possible transitions depend only on the current and the proposed
values of \(\theta\), the successive values of \(\theta\) in a
Metropolis-Hastings sample consittute a Markov chain. Recall that for a
Markov chain with a transition matrix \(P\)


\[\pi = \pi P\]

means that \(\pi\) is a stationary distribution. If it is posssible
to go from any state to any other state, then the matrix is irreducible.
If in addtition, it is not possible to get stuck in an oscillation, then
the matrix is also aperiodic or mixing. For finite state spaces,
irreducibility and aperiodicity guarantee the existence of a unique
stationary state. For continuous state space, we need an additional
property of positive recurrence - starting from any state, the expected
time to come back to the original state must be finitte. If we have all
3 peroperties of irreducibility, aperiodicity and positive recurrence,
then there is a unique stationary distribution. The term ergodic is a
little confusiong - most statndard definitinos take ergodicity to be
equivalent to irreducibiltiy, but often Bayesian texts take ergoicity to
mean irreducibility, aperiodicity and positive recurrence, and we wil
follow the latter convention. For another intuitive perspective, the
random walk Metropolish-Hasting algorithm is analogous to a diffusion
process. Since all states are commmuicating (by design), eventually the
system will settle into an equilibrium state. This is analaogous to
converging on the stationary state.

We will considr the simplest possible scenario for an explicit
calculation. Suppose we have a two-state system where the posterior
probabilities are \(\theta\) and \(1 - \theta\). Suppose
\(\theta < 0.5\). So we have the following picture with the
Metropolish-Hastings algorithm:  and we find the
stationary distribution
\(\pi = \left( \begin{array}{cc} p & 1-p \end{array} \right)\) by
solving

to be
\(\pi = \left( \begin{array}{cc} \theta & 1-\theta \end{array} \right)\),
which is the posterior distribtion.

The final point is that a stationary distribution has to follow the
detailed balance (reversibitily) criterion that says that the
probability of being in state \(x\) and moving to state \(y\)
must be the same as the probability of being in state \(y\) and
moving to state \(x\). Or, more briefly,


\[\pi(x)P(x \to y) = \pi(y)P(y \to x)\]

and the need to make sure that this condition is true accounts for the
strange looking acceptance criterion


\[\min \left(1, \frac{g(\theta_p \ | \ X) p(\theta \ | \ \theta_p)}{g(\theta \ | \ X) p(\theta_p \ | \ \theta)} \right)\]


Intuition

We want the stationary distribution \(\pi(x)\) to be the posterior
distribution \(P(x)\). So we set


\[P(x)P(x \to y) = P(y)P(y \to x)\]

Rearranging, we get


\[\frac{P(x \to y)}{P(y \to x)} = \frac{P(y)}{P(x)}\]

We split the transition probability into separate proposal \(q\) and
acceptance \(A\) parts, and after a little algebraic rearrangement
get


\[\frac{A(x \to y)}{A(y \to x)} = \frac{P(y) \, q(y \to x)}{P(x) \, q(x \to y)}\]

An acceptance probability that meets this conidtion is


\[A(x \to y) = \min \left(1, \frac{P(y) \, q(y \to x)}{P(x) \, q(x \to y)} \right)\]

since \(A\) in the numerator and denominator are both bounded above
by 1.

See
http://www.cs.indiana.edu/~hauserk/downloads/MetropolisExplanation.pdf
for algebraic details.






Gibbs sampler

Suppose we have a vector of parameters
\(\theta = (\theta_1, \theta_2, \dots, \theta_k)\), and we want to
estimate the joint posterior distribution \(p(\theta | X)\). Suppose
we can find and draw random samples from all the conditional
distributions


\[\begin{split}p(\theta_1 | \theta_2, \dots \theta_k, X) \\
p(\theta_2 | \theta_1, \dots \theta_k, X) \\
\dots \\
p(\theta_k | \theta_1, \theta_2, \dots, X)\end{split}\]

With Gibbs sampling, the Markov chain is constructed by sampling from
the conditional distribution for each parameter \(\theta_i\) in
turn, treating all other parameters as observed. When we have finished
iterating over all parameters, we are said to have completed one cycle
of the Gibbs sampler. Where it is difficult to sample from a conditional
distribution, we can sample using a Metropolis-Hastings algorithm
instead - this is known as Metropolis wihtin Gibbs.

Gibbs sampling is a type of random walk thorugh parameter space, and
hence can be thought of as a Metroplish-Hastings algorithm with a
special proposal distribtion. At each iteration in the cycle, we are
drawing a proposal for a new value of a particular parameter, where the
propsal distribution is the conditional posterior probability of that
parameter. This means that the propsosal move is always accepted.
Hence, if we can draw ssamples from the ocnditional distributions, Gibbs
sampling can be much more efficient than regular Metropolis-Hastings.

Advantages of Gibbs sampling


	No need to tune proposal distribution

	Proposals are always accepted



Disadvantages of Gibbs sampling


	Need to be able to derive conditional probability distributions

	need to be able to draw random samples from contitional probability
distributions

	Can be very slow if paramters are coorelated becauce you cannot take
“diagonal” steps (draw picture to illustrate)




Motivating example

We will use the toy example of estimating the bias of two coins given
sample pairs \((z_1, n_1)\) and \((z_2, n_2)\) where \(z_i\)
is the number of heads in \(n_i\) tosses for coin \(i\).


Setup

def bern(theta, z, N):
    """Bernoulli likelihood with N trials and z successes."""
    return np.clip(theta**z * (1-theta)**(N-z), 0, 1)






def bern2(theta1, theta2, z1, z2, N1, N2):
    """Bernoulli likelihood with N trials and z successes."""
    return bern(theta1, z1, N1) * bern(theta2, z2, N2)






def make_thetas(xmin, xmax, n):
    xs = np.linspace(xmin, xmax, n)
    widths =(xs[1:] - xs[:-1])/2.0
    thetas = xs[:-1]+ widths
    return thetas






def make_plots(X, Y, prior, likelihood, posterior, projection=None):
    fig, ax = plt.subplots(1,3, subplot_kw=dict(projection=projection, aspect='equal'), figsize=(12,3))
    if projection == '3d':
        ax[0].plot_surface(X, Y, prior, alpha=0.3, cmap=plt.cm.jet)
        ax[1].plot_surface(X, Y, likelihood, alpha=0.3, cmap=plt.cm.jet)
        ax[2].plot_surface(X, Y, posterior, alpha=0.3, cmap=plt.cm.jet)
    else:
        ax[0].contour(X, Y, prior)
        ax[1].contour(X, Y, likelihood)
        ax[2].contour(X, Y, posterior)
    ax[0].set_title('Prior')
    ax[1].set_title('Likelihood')
    ax[2].set_title('Posteior')
    plt.tight_layout()






thetas1 = make_thetas(0, 1, 101)
thetas2 = make_thetas(0, 1, 101)
X, Y = np.meshgrid(thetas1, thetas2)









Analytic solution

a = 2
b = 3

z1 = 11
N1 = 14
z2 = 7
N2 = 14

prior = stats.beta(a, b).pdf(X) * stats.beta(a, b).pdf(Y)
likelihood = bern2(X, Y, z1, z2, N1, N2)
posterior = stats.beta(a + z1, b + N1 - z1).pdf(X) * stats.beta(a + z2, b + N2 - z2).pdf(Y)
make_plots(X, Y, prior, likelihood, posterior)
make_plots(X, Y, prior, likelihood, posterior, projection='3d')











Grid approximation

def c2d(thetas1, thetas2, pdf):
    width1 = thetas1[1] - thetas1[0]
    width2 = thetas2[1] - thetas2[0]
    area = width1 * width2
    pmf = pdf * area
    pmf /= pmf.sum()
    return pmf






_prior = bern2(X, Y, 2, 8, 10, 10) + bern2(X, Y, 8, 2, 10, 10)
prior_grid = c2d(thetas1, thetas2, _prior)
_likelihood = bern2(X, Y, 1, 1, 2, 3)
posterior_grid = _likelihood * prior_grid
posterior_grid /= posterior_grid.sum()
make_plots(X, Y, prior_grid, likelihood, posterior_grid)
make_plots(X, Y, prior_grid, likelihood, posterior_grid, projection='3d')











Metropolis

a = 2
b = 3

z1 = 11
N1 = 14
z2 = 7
N2 = 14

prior = lambda theta1, theta2: stats.beta(a, b).pdf(theta1) * stats.beta(a, b).pdf(theta2)
lik = partial(bern2, z1=z1, z2=z2, N1=N1, N2=N2)
target = lambda theta1, theta2: prior(theta1, theta2) * lik(theta1, theta2)

theta = np.array([0.5, 0.5])
niters = 10000
burnin = 500
sigma = np.diag([0.2,0.2])

thetas = np.zeros((niters-burnin, 2), np.float)
for i in range(niters):
    new_theta = stats.multivariate_normal(theta, sigma).rvs()
    p = min(target(*new_theta)/target(*theta), 1)
    if np.random.rand() < p:
        theta = new_theta
    if i >= burnin:
        thetas[i-burnin] = theta






kde = stats.gaussian_kde(thetas.T)
XY = np.vstack([X.ravel(), Y.ravel()])
posterior_metroplis = kde(XY).reshape(X.shape)
make_plots(X, Y, prior(X, Y), lik(X, Y), posterior_metroplis)
make_plots(X, Y, prior(X, Y), lik(X, Y), posterior_metroplis, projection='3d')











Gibbs

a = 2
b = 3

z1 = 11
N1 = 14
z2 = 7
N2 = 14

prior = lambda theta1, theta2: stats.beta(a, b).pdf(theta1) * stats.beta(a, b).pdf(theta2)
lik = partial(bern2, z1=z1, z2=z2, N1=N1, N2=N2)
target = lambda theta1, theta2: prior(theta1, theta2) * lik(theta1, theta2)

theta = np.array([0.5, 0.5])
niters = 10000
burnin = 500
sigma = np.diag([0.2,0.2])

thetas = np.zeros((niters-burnin,2), np.float)
for i in range(niters):
    theta = [stats.beta(a + z1, b + N1 - z1).rvs(), theta[1]]
    theta = [theta[0], stats.beta(a + z2, b + N2 - z2).rvs()]

    if i >= burnin:
        thetas[i-burnin] = theta






kde = stats.gaussian_kde(thetas.T)
XY = np.vstack([X.ravel(), Y.ravel()])
posterior_gibbs = kde(XY).reshape(X.shape)
make_plots(X, Y, prior(X, Y), lik(X, Y), posterior_gibbs)
make_plots(X, Y, prior(X, Y), lik(X, Y), posterior_gibbs, projection='3d')















Slice sampler

Yet another MCMC algorithm is slice sampling. In slice sampling, the
Markov chain is constructed by using an auxiliary variable representing
slices throuth the (unnomrmalized) posterior distribution that is
constructed using only the current parmater value. Like Gibbs sampling,
there is no tuning processs and all proposals are accepted. For slice
sampling, you either need the inverse distibution function or some way
to estimate it.

A toy example illustrates the process - Suppose we want to draw random
samples from the posterior distribution \(\mathcal{N}(0, 1)\) using
slice sampling

Start with some value \(x\) - sample \(y\) from
\(\mathcal{U}(0, f(x))\) - this is the horizontal “slice” that gives
the method its name - sample the next \(x\) from \(f^{-1}(y)\) -
this is typicaly done numerically - repeat

# Code illustrating idea of slice sampler

import scipy.stats as stats

dist = stats.norm(5, 3)
w = 0.5
x = dist.rvs()

niters = 1000
xs = []
while len(xs) < niters:
    y = np.random.uniform(0, dist.pdf(x))
    lb = x
    rb = x
    while y < dist.pdf(lb):
        lb -= w
    while y < dist.pdf(rb):
        rb += w
    x = np.random.uniform(lb, rb)
    if y > dist.pdf(x):
        if np.abs(x-lb) < np.abs(x-rb):
            lb = x
        else:
            lb = y
    else:
        xs.append(x)






plt.hist(xs, 20);







Notes on the slice sampler:


	the slice may consist of disjoint pieces for multimodal distribtuions

	the slice can be a rectangular hyperslab for multivariable posterior
distributions

	sampling from the slice (i.e. finding the boundaries at level
\(y\)) is non-trivial and may involve iterative rejection steps -
see figure below from Wikipedia for a typical approach - the blue
bars represent disjoint pieces of the true slice through a bimodal
distribution and the black lines are the proposal distribution
approximaitng the true slice





Slice sampling algorithm from Wikipedia






Hierarchical models

Hierarchical models have the following structure - first we specify that
the data come from a distribution with parameers \(\theta\)


\[X \sim f(X\ | \ \theta)\]

and that the parameters themselves come from anohter distribution with
hyperparameters \(\lambda\)


\[\theta \sim g(\theta \ | \ \lambda)\]

and finally that \(\lambda\) comes from a prior distribution


\[\lambda \sim h(\lambda)\]

More levels of hiearchy are possible - i.e you can specify
hyper-hyperparameters for the dsitribution of \(\lambda\) and so on.

The essential idea of the hierarchical model is because the
\(\theta\)s are not independent but rather are drawen from a
common distribution with parameter \(\lambda\), we can share
information across the \(\theta\)s by also estimating
\(\lambda\) at the same time.

As an example, suppose have data about the proportion of heads after
some number of tosses from several coins, and we want to estimate the
bias of each coin. We also know that the coins come from the same mint
and so might share soem common manufacturing defect. There are two
extreme apporaches - we could estimate the bias of each coin from its
coin toss data independently of all the others, or we could pool the
results together and estimate the same bias for all coins. Hiearchical
models proivde a compromise where we shrink individual estiamtes towards
a common estimate.

Note that because of the conditionally indpeendent structure of
hiearchical models, Gibbs sampling is often a natural choice for the
MCMC sampling strategy.

Suppose we have data of the number of failures (\(y_i\)) for each of
10 pumps in a nuclear plant. We also have the times (\(_i\)) at
which each pump was observed. We want to model the number of failures
with a Poisson likelihood, where the expected number of failure
\(\lambda_i\) differs for each pump. Since the time which we
observed each pump is different, we need to scale each \(\lambda_i\)
by its observed time \(t_i\).

We now specify the hiearchcical model - note change of notation from the
overview above - that \(\theta\) is \(\lambda\) (parameter) and
\(\lambda\) is \(\beta\) (hyperparameter) simply because
\(\lambda\) is traditional for the Poisson distribution parameter.

The likelihood \(f\) is


\[\prod_{i=1}^{10} \text{Poisson}(\lambda_i t_i)\]

We let the prior \(g\) for \(\lambda\) be


\[\text{Gamma}(\alpha, \beta)\]

with \(\alpha = 1.8\) (an improper prior whose integral does not sum
to 1)

and let the hyperprior \(h\) for \(\beta\) to be


\[\text{Gamma}(\gamma, \delta)\]

with \(\gamma = 0.01\) and \(\delta = 1\).

There are 11 unknown parameters (10 \(\lambda\)s and
\(\beta\)) in this hierarchical model.

The posterior is


\[p(\lambda, \beta \ | \ y, t) = \prod_{i=1}^{10} \text{Poisson}(\lambda_i t_i) \times \text{Gamma}(\alpha, \beta) \times \text{Gamma}(\gamma, \delta)\]

with the condiitonal distributions needed for Gibbs sampling given by


\[p(\lambda_i \ | \ \lambda_{-i}, \beta, y, t) = \text{Gamma}(y_i + \alpha, t_i + \beta)\]

and


\[p(\beta \ | \ \lambda, y, t) = \text{Gamma}(10\alpha + \gamma, \delta + \sum_{i=1}^10 \lambda_i)\]

from numpy.random import gamma as rgamma # rename so we can use gamma for parameter name






def lambda_update(alpha, beta, y, t):
    return rgamma(size=len(y), shape=y+alpha, scale=1.0/(t+beta))

def beta_update(alpha, gamma, delta, lambd, y):
    return rgamma(size=1, shape=len(y) * alpha + gamma, scale=1.0/(delta + lambd.sum()))

def gibbs(niter, y, t, alpha, gamma, delta):
    lambdas_ = np.zeros((niter, len(y)), np.float)
    betas_ = np.zeros(niter, np.float)

    lambda_ = y/t

    for i in range(niter):
        beta_ = beta_update(alpha, gamma, delta, lambda_, y)
        lambda_ = lambda_update(alpha, beta_, y, t)

        betas_[i] = beta_
        lambdas_[i,:] = lambda_

    return betas_, lambdas_






alpha = 1.8
gamma = 0.01
delta = 1.0
beta0 = 1
y = np.array([5, 1, 5, 14, 3, 19, 1, 1, 4, 22], np.int)
t = np.array([94.32, 15.72, 62.88, 125.76, 5.24, 31.44, 1.05, 1.05, 2.10, 10.48], np.float)
niter = 1000






betas, lambdas = gibbs(niter, y, t, alpha, gamma, delta)
print '%.3f' % betas.mean()
print '%.3f' % betas.std(ddof=1)
print lambdas.mean(axis=0)
print lambdas.std(ddof=1, axis=0)






2.469
0.692
[ 0.0697  0.1557  0.1049  0.1236  0.6155  0.619   0.809   0.8304  1.2989
  1.8404]
[ 0.027   0.0945  0.0396  0.0305  0.2914  0.1355  0.5152  0.529   0.57
  0.391 ]






plt.figure(figsize=(10, 20))
for i in range(len(lambdas.T)):
    plt.subplot(5,2,i+1)
    plt.plot(lambdas[::10, i]);
    plt.title('Trace for $\lambda$%d' % i)








LaTeX for Markov chain diagram

documentclass[10pt]{article}
usepackage[usenames]{color}
usepackage{amssymb}
usepackage{amsmath}
usepackage[utf8]{inputenc}
usepackage {tikz}
usetikzlibrary{automata,arrows,positioning}

begin{tikzpicture}[->,>=stealth’,shorten >=1pt,auto,node distance=2.8cm,
semithick]
tikzstyle{every state}=[fill=white,draw=black,thick,text=black,scale=1]
node[state]         (A)              {$theta$};
node[state]         (B) [right of=A] {$1-theta$};
path (A) edge  [bend left] node[above] {$1$} (B);
path (B) edge  [bend left] node[below] {$frac{theta}{1-theta}$} (A);
path (A) edge  [loop above] node {0} (A);
path (B) edge  [loop above] node {$1-frac{theta}{1-theta}$} (B);
end{tikzpicture}






Using PyMC2

Install PyMC2 with

conda install -c pymc pymc







	Dcoumentation for PyMC2




Coin toss

We’ll repeat the example of determining the bias of a coin from observed
coin tosses. The likelihood is binomial, and we use a beta prior.

n = 100
h = 61
alpha = 2
beta = 2

p = pymc.Beta('p', alpha=alpha, beta=beta)
y = pymc.Binomial('y', n=n, p=p, value=h, observed=True)
m = pymc.Model([p, y])






mc = pymc.MCMC(m, )
mc.sample(iter=11000, burn=10000)
plt.hist(p.trace(), 15, histtype='step', normed=True, label='post');
x = np.linspace(0, 1, 100)
plt.plot(x, stats.beta.pdf(x, alpha, beta), label='prior');
plt.legend(loc='best');






[-----------------100%-----------------] 11000 of 11000 complete in 1.5 sec







Since the computer is doing all the work, we don’t need to use a
conjugate prior if we have good reasons not to.

p = pymc.TruncatedNormal('p', mu=0.3, tau=10, a=0, b=1)
y = pymc.Binomial('y', n=n, p=p, value=h, observed=True)
m = pymc.Model([p, y])






mc = pymc.MCMC(m)
mc.sample(iter=11000, burn=10000)
plt.hist(p.trace(), 15, histtype='step', normed=True, label='post');
a, b = plt.xlim()
x = np.linspace(0, 1, 100)
a, b = (0 - 0.3) / 0.1, (1 - 0.3) / 0.1
plt.plot(x, stats.truncnorm.pdf(x, a, b, 0.3, 0.1), label='prior');
plt.legend(loc='best');






[-----------------100%-----------------] 11000 of 11000 complete in 1.5 sec










Estimating mean and standard deviation of normal distribution


\[X \sim \mathcal{N}(\mu, \sigma^2)\]

# generate observed data
N = 100
y = np.random.normal(10, 2, N)

# define priors
mu = pymc.Uniform('mu', lower=0, upper=100)
tau = pymc.Uniform('tau', lower=0, upper=1)

# define likelihood
y_obs = pymc.Normal('Y_obs', mu=mu, tau=tau, value=y, observed=True)

# inference
m = pymc.Model([mu, tau, y])
mc = pymc.MCMC(m)
mc.sample(iter=11000, burn=10000)






[-----------------100%-----------------] 11000 of 11000 complete in 3.2 sec






plt.figure(figsize=(10,4))
plt.subplot(121)
plt.hist(mu.trace(), 15, histtype='step', normed=True, label='post');
plt.legend(loc='best');
plt.subplot(122)
plt.hist(np.sqrt(1.0/tau.trace()), 15, histtype='step', normed=True, label='post');
plt.legend(loc='best');










Estimating parameters of a linear regreession model

We will show how to estimate regression parameters using a simple linear
modesl


\[y \sim ax + b\]

We can restate the linear model


\[y = ax + b + \epsilon\]

as sampling from a probability distribution


\[y \sim \mathcal{N}(ax + b, \sigma^2)\]

Now we can use pymc to estimate the paramters \(a\), \(b\) and
\(\sigma\) (pymc2 uses precision \(\tau\) which is
\(1/\sigma^2\) so we need to do a simple transformation). We will
assume the following priors


\[\begin{split}a \sim \mathcal{N}(0, 100) \\
b \sim \mathcal{N}(0, 100) \\
\tau \sim \text{Gamma}(0.1, 0.1)\end{split}\]

Here we need a helper function to let PyMC know that the mean is a
deterministic function of the parameters \(a\), \(b\) and
\(x\). We can do this with a decorator, like so:

@pymc.deterministic
def mu(a=a, b=b, x=x):
    return a*x + b






# observed data
n = 21
a = 6
b = 2
sigma = 2
x = np.linspace(0, 1, n)
y_obs = a*x + b + np.random.normal(0, sigma, n)
data = pd.DataFrame(np.array([x, y_obs]).T, columns=['x', 'y'])






data.plot(x='x', y='y', kind='scatter', s=50);







# define priors
a = pymc.Normal('slope', mu=0, tau=1.0/10**2)
b = pymc.Normal('intercept', mu=0, tau=1.0/10**2)
tau = pymc.Gamma("tau", alpha=0.1, beta=0.1)

# define likelihood
@pymc.deterministic
def mu(a=a, b=b, x=x):
    return a*x + b

y = pymc.Normal('y', mu=mu, tau=tau, value=y_obs, observed=True)

# inference
m = pymc.Model([a, b, tau, x, y])
mc = pymc.MCMC(m)
mc.sample(iter=11000, burn=10000)






[-----------------100%-----------------] 11000 of 11000 complete in 6.1 sec






abar = a.stats()['mean']
bbar = b.stats()['mean']
data.plot(x='x', y='y', kind='scatter', s=50);
xp = np.array([x.min(), x.max()])
plt.plot(a.trace()*xp[:, None] + b.trace(), c='red', alpha=0.01)
plt.plot(xp, abar*xp + bbar, linewidth=2, c='red');







pymc.Matplot.plot(mc)






Plotting intercept
Plotting slope
Plotting tau






/Users/cliburn/anaconda/lib/python2.7/site-packages/numpy/core/fromnumeric.py:2507: VisibleDeprecationWarning: rank is deprecated; use the ndim attribute or function instead. To find the rank of a matrix see numpy.linalg.matrix_rank.
  VisibleDeprecationWarning)








Estimating parameters of a logistic model

Gelman’s book has an example where the dose of a drug may be affected to
the number of rat deaths in an experiment.








	Dose (log g/ml)
	# Rats
	# Deaths




	-0.896
	5
	0


	-0.296
	5
	1


	-0.053
	5
	3


	0.727
	5
	5





We will model the number of deaths as a random sample from a binomial
distribution, where \(n\) is the number of rats and \(p\) the
probabbility of a rat dying. We are given \(n = 5\), but we believve
that \(p\) may be related to the drug dose \(x\). As \(x\)
increases the number of rats dying seems to increase, and since
\(p\) is a probability, we use the following model:


\[\begin{split}y \sim \text{Bin}(n, p) \\
\text{logit}(p) = \alpha + \beta x \\
\alpha \sim \mathcal{N}(0, 5) \\
\beta \sim \mathcal{N}(0, 10)\end{split}\]

where we set vague priors for \(\alpha\) and \(\beta\), the
parameters for the logistic model.

# define invlogit function
def invlogit(x):
    return pymc.exp(x) / (1 + pymc.exp(x))






# observed data
n = 5 * np.ones(4)
x = np.array([-0.896, -0.296, -0.053, 0.727])
y_obs = np.array([0, 1, 3, 5])

# define priors
alpha = pymc.Normal('alpha', mu=0, tau=1.0/5**2)
beta = pymc.Normal('beta', mu=0, tau=1.0/10**2)

# define likelihood
p = pymc.InvLogit('p', alpha + beta*x)
y = pymc.Binomial('y_obs', n=n, p=p, value=y_obs, observed=True)

# inference
m = pymc.Model([alpha, beta, y])
mc = pymc.MCMC(m)
mc.sample(iter=11000, burn=10000)






[-----------------100%-----------------] 11000 of 11000 complete in 6.9 sec






beta.stats()






{'95% HPD interval': array([  3.1131,  23.0992]),
 'mc error': 0.2998,
 'mean': 12.1401,
 'n': 1000,
 'quantiles': {2.5000: 3.5785,
  25: 7.5365,
  50: 11.3823,
  75: 15.9492,
  97.5000: 25.4258},
 'standard deviation': 5.8260}






xp = np.linspace(-1, 1, 100)
a = alpha.stats()['mean']
b = beta.stats()['mean']
plt.plot(xp, invlogit(a + b*xp).value)
plt.scatter(x, y_obs/5, s=50);
plt.xlabel('Log does of drug')
plt.ylabel('Risk of death');







pymc.Matplot.plot(mc)






Plotting alpha
Plotting beta











Using a hierarchcical model

This uses the Gelman radon data set and is based off this IPython
notebook.
Radon levels were measured in houses from all counties in several
states. Here we want to know if the preence of a basement affects the
level of radon, and if this is affected by which county the house is
located in.

The data set provided is just for the state of Minnesota, which has 85
counties with 2 to 116 measurements per county. We only need 3 columns
for this example county, log_radon, floor, where floor=0
indicates that there is a basement.

We will perfrom simple linear regression on log_radon as a function of
county and floor.

radon = pd.read_csv('radon.csv')[['county', 'floor', 'log_radon']]
radon.head()








  
    
      	
      	county
      	floor
      	log_radon
    

  
  
    
      	0
      	 AITKIN
      	 1
      	 0.832909
    

    
      	1
      	 AITKIN
      	 0
      	 0.832909
    

    
      	2
      	 AITKIN
      	 0
      	 1.098612
    

    
      	3
      	 AITKIN
      	 0
      	 0.095310
    

    
      	4
      	  ANOKA
      	 0
      	 1.163151
    

  




We will be creating lots of similar models, so it is worth wrapping
definitions into a function to avoid repetition.

def make_model(x, y):
    # define priors
    a = pymc.Normal('slope', mu=0, tau=1.0/10**2)
    b = pymc.Normal('intercept', mu=0, tau=1.0/10**2)
    tau = pymc.Gamma("tau", alpha=0.1, beta=0.1)

    # define likelihood
    @pymc.deterministic
    def mu(a=a, b=b, x=x):
        return a*x + b

    y = pymc.Normal('y', mu=mu, tau=tau, value=y, observed=True)

    return locals()







Pooled model

If we pool the data across counties, this is the same as the simple
linear regression model.

plt.scatter(radon.floor, radon.log_radon)
plt.xticks([0, 1], ['Basement', 'No basement'], fontsize=20);







m = pymc.Model(make_model(radon.floor, radon.log_radon))
mc = pymc.MCMC(m)
mc.sample(iter=1100, burn=1000)






[-----------------100%-----------------] 1100 of 1100 complete in 5.2 sec






abar = mc.stats()['slope']['mean']
bbar = mc.stats()['intercept']['mean']
radon.plot(x='floor', y='log_radon', kind='scatter', s=50);
xp = np.array([0, 1])
plt.plot(mc.trace('slope')()*xp[:, None] + mc.trace('intercept')(), c='red', alpha=0.1)
plt.plot(xp, abar*xp + bbar, linewidth=2, c='red');










Individual couty model

Inidividual couty models are done in the same way, except that we create
a model for each county.

n = 0
i_as = []
i_bs = []
for i, group in radon.groupby('county'):

    m = pymc.Model(make_model(group.floor, group.log_radon))
    mc = pymc.MCMC(m)
    mc.sample(iter=1100, burn=1000)

    abar = mc.stats()['slope']['mean']
    bbar = mc.stats()['intercept']['mean']
    group.plot(x='floor', y='log_radon', kind='scatter', s=50);
    xp = np.array([0, 1])
    plt.plot(mc.trace('slope')()*xp[:, None] + mc.trace('intercept')(), c='red', alpha=0.1)
    plt.plot(xp, abar*xp + bbar, linewidth=2, c='red');
    plt.title(i)

    n += 1
    if n > 3:
        break






[-----------------100%-----------------] 1100 of 1100 complete in 3.0 sec













Hiearchical model

With a hierarchical model, there is an \(a_c\) and a \(b_c\) for
each county \(c\) just as in the individual couty model, but they
are no longer indepnedent but assumed to come from a common group
distribution


\[\begin{split}a_c \sim \mathcal{N}(\mu_a, \sigma_a^2) \\
b_c \sim \mathcal{N}(\mu_b, \sigma_b^2)\end{split}\]

we furhter assume that the hyperparameters come from the following
distributions


\[\begin{split}\mu_a \sim \mathcal{N}(0, 100^2) \\
\sigma_a \sim \mathcal{U}(0, 100) \\
\mu_b \sim \mathcal{N}(0, 100^2) \\
\sigma_b \sim \mathcal{U}(0, 100)\end{split}\]

county = pd.Categorical(radon['county']).codes

# County hyperpriors
mu_a = pymc.Normal('mu_a', mu=0, tau=1.0/100**2)
sigma_a = pymc.Uniform('sigma_a', lower=0, upper=100)
mu_b = pymc.Normal('mu_b', mu=0, tau=1.0/100**2)
sigma_b = pymc.Uniform('sigma_b', lower=0, upper=100)

# County slopes and intercepts
a = pymc.Normal('slope', mu=mu_a, tau=1.0/sigma_a**2, size=len(set(county)))
b = pymc.Normal('intercept', mu=mu_b, tau=1.0/sigma_b**2, size=len(set(county)))

# Houseehold priors
tau = pymc.Gamma("tau", alpha=0.1, beta=0.1)

@pymc.deterministic
def mu(a=a, b=b, x=radon.floor):
    return a[county]*x + b[county]

y = pymc.Normal('y', mu=mu, tau=tau, value=radon.log_radon, observed=True)






m = pymc.Model([y, mu, tau, a, b])
mc = pymc.MCMC(m)
mc.sample(iter=110000, burn=100000)






[-----------------100%-----------------] 110000 of 110000 complete in 235.1 sec






abar = a.stats()['mean']
bbar = b.stats()['mean']






xp = np.array([0, 1])
for i, (a, b) in enumerate(zip(abar, bbar)):
    plt.figure()
    idx = county == i
    plt.scatter(radon.floor[idx], radon.log_radon[idx])
    plt.plot(xp, a*xp + b, c='red');
    plt.title(radon.county[idx].unique()[0])
    if i >= 3:
        break















Using PyMC3

Install PyMC3 directly from GitHub with

pip install --process-dependency-links git+https://github.com/pymc-devs/pymc3







	Repository for PyMC3

	Getting
started



PyMC3 is alpha software that is intended to improve on PyMC2 in the
following ways (from GitHub page):


	Intuitive model specification syntax, for example, x ~ N(0,1)
translates to x = Normal(0,1)

	Powerful sampling algorithms such as Hamiltonian Monte Carlo

	Easy optimization for finding the maximum a posteriori point

	Theano features
	Numpy broadcasting and advanced indexing

	Linear algebra operators

	Computation optimization and dynamic C compilation





	Simple extensibility



It also comes with extensive
examples
including ports of the R/JAGS code examples from Doing Bayesian Data
Analysis.

However, the API is different and it is not backwards compartible with
models specified in PyMC2.


Coin toss

We’ll repeat the example of determining the bias of a coin from observed
coin tosses. The likelihood is binomial, and we use a beta prior.

Note the different API from PyMC2.

n = 100
h = 61
alpha = 2
beta = 2

niter = 1000
with pm.Model() as model: # context management
    # define priors
    p = pm.Beta('p', alpha=alpha, beta=beta)

    # define likelihood
    y = pm.Binomial('y', n=n, p=p, observed=h)

    # inference
    start = pm.find_MAP() # Use MAP estimate (optimization) as the initial state for MCMC
    step = pm.Metropolis() # Have a choice of samplers
    trace = pm.sample(niter, step, start, random_seed=123, progressbar=True)






[-----------------100%-----------------] 1000 of 1000 complete in 0.2 sec






plt.hist(trace['p'], 15, histtype='step', normed=True, label='post');
x = np.linspace(0, 1, 100)
plt.plot(x, stats.beta.pdf(x, alpha, beta), label='prior');
plt.legend(loc='best');










Estimating mean and standard deviation of normal distribution


\[X \sim \mathcal{N}(\mu, \sigma^2)\]

# generate observed data
N = 100
_mu = np.array([10])
_sigma = np.array([2])
y = np.random.normal(_mu, _sigma, N)

niter = 1000
with pm.Model() as model:
    # define priors
    mu = pm.Uniform('mu', lower=0, upper=100, shape=_mu.shape)
    sigma = pm.Uniform('sigma', lower=0, upper=10, shape=_sigma.shape)

    # define likelihood
    y_obs = pm.Normal('Y_obs', mu=mu, sd=sigma, observed=y)

    # inference
    start = pm.find_MAP()
    step = pm.Slice()
    trace = pm.sample(niter, step, start, random_seed=123, progressbar=True)






[-----------------100%-----------------] 1000 of 1000 complete in 1.9 sec






plt.figure(figsize=(10,4))
plt.subplot(1,2,1);
plt.hist(trace['mu'][-niter/2:,0], 25, histtype='step');
plt.subplot(1,2,2);
plt.hist(trace['sigma'][-niter/2:,0], 25, histtype='step');










Estimating parameters of a linear regreession model

We will show how to estimate regression parameters using a simple linear
modesl


\[y \sim ax + b\]

We can restate the linear model


\[y = ax + b + \epsilon\]

as sampling from a probability distribution


\[y \sim \mathcal{N}(ax + b, \sigma^2)\]

Now we can use pymc to estimate the paramters \(a\), \(b\) and
\(\sigma\) (pymc2 uses precision \(\tau\) which is
\(1/\sigma^2\) so we need to do a simple transformation). We will
assume the following priors


\[\begin{split}a \sim \mathcal{N}(0, 100) \\
b \sim \mathcal{N}(0, 100) \\
\tau \sim \text{Gamma}(0.1, 0.1)\end{split}\]

# observed data
n = 11
_a = 6
_b = 2
x = np.linspace(0, 1, n)
y = _a*x + _b + np.random.randn(n)

with pm.Model() as model:
    a = pm.Normal('a', mu=0, sd=20)
    b = pm.Normal('b', mu=0, sd=20)
    sigma = pm.Uniform('sigma', lower=0, upper=20)

    y_est = a*x + b # simple auxiliary variables

    likelihood = pm.Normal('y', mu=y_est, sd=sigma, observed=y)
    # inference
    start = pm.find_MAP()
    step = pm.NUTS() # Hamiltonian MCMC with No U-Turn Sampler
    trace = pm.sample(niter, step, start, random_seed=123, progressbar=True)
    pm.traceplot(trace);






[-----------------100%-----------------] 1000 of 1000 complete in 8.9 sec








Alternative fromulation using GLM formulas

data = dict(x=x, y=y)

with pm.Model() as model:
    pm.glm.glm('y ~ x', data)
    step = pm.NUTS()
    trace = pm.sample(2000, step, progressbar=True)






[-----------------100%-----------------] 2000 of 2000 complete in 8.1 sec






pm.traceplot(trace);







plt.figure(figsize=(7, 7))
plt.scatter(x, y, s=30, label='data')
pm.glm.plot_posterior_predictive(trace, samples=100,
                                 label='posterior predictive regression lines',
                                 c='blue', alpha=0.2)
plt.plot(x, _a*x + _b, label='true regression line', lw=3., c='red')
plt.legend(loc='best');










Simple Logistic model

We have observations of height and weight and want to use a logistic
model to guess the sex.

# observed data
df = pd.read_csv('HtWt.csv')
df.head()








  
    
      	
      	male
      	height
      	weight
    

  
  
    
      	0
      	 0
      	 63.2
      	 168.7
    

    
      	1
      	 0
      	 68.7
      	 169.8
    

    
      	2
      	 0
      	 64.8
      	 176.6
    

    
      	3
      	 0
      	 67.9
      	 246.8
    

    
      	4
      	 1
      	 68.9
      	 151.6
    

  




niter = 1000
with pm.Model() as model:
    pm.glm.glm('male ~ height + weight', df, family=pm.glm.families.Binomial())
    trace = pm.sample(niter, step=pm.Slice(), random_seed=123, progressbar=True)






[-----------------100%-----------------] 1000 of 1000 complete in 3.2 sec






# note that height and weigth in trace refer to the coefficients

df_trace = pm.trace_to_dataframe(trace)
pd.scatter_matrix(df_trace[-1000:], diagonal='kde');







plt.figure(figsize=(12, 4))
plt.subplot(121)
plt.plot(df_trace.ix[-1000:, 'height'], linewidth=0.7)
plt.subplot(122)
plt.plot(df_trace.ix[-1000:, 'weight'], linewidth=0.7);










There is no convergence!

Becaue of ths strong correlation between height and weight, a
one-at-a-time sampler such as the slice or Gibbs sampler will take a
long time to converge. The HMC does much better.

niter = 1000
with pm.Model() as model:
    pm.glm.glm('male ~ height + weight', df, family=pm.glm.families.Binomial())
    trace = pm.sample(niter, step=pm.NUTS(), random_seed=123, progressbar=True)






[-----------------100%-----------------] 1001 of 1000 complete in 27.0 sec






df_trace = pm.trace_to_dataframe(trace)
pd.scatter_matrix(df_trace[-1000:], diagonal='kde');







pm.summary(trace);






Intercept:

  Mean             SD               MC Error         95% HPD interval
  -------------------------------------------------------------------

  -51.393          11.299           0.828            [-73.102, -29.353]

  Posterior quantiles:
  2.5            25             50             75             97.5
  |--------------|==============|==============|--------------|

  -76.964        -58.534        -50.383        -43.856        -30.630


height:

  Mean             SD               MC Error         95% HPD interval
  -------------------------------------------------------------------

  0.747            0.170            0.012            [0.422, 1.096]

  Posterior quantiles:
  2.5            25             50             75             97.5
  |--------------|==============|==============|--------------|

  0.453          0.630          0.732          0.853          1.139


weight:

  Mean             SD               MC Error         95% HPD interval
  -------------------------------------------------------------------

  0.011            0.012            0.001            [-0.012, 0.034]

  Posterior quantiles:
  2.5            25             50             75             97.5
  |--------------|==============|==============|--------------|

  -0.012         0.002          0.010          0.019          0.034






import seaborn as sn
sn.kdeplot(trace['weight'], trace['height'])
plt.xlabel('Weight', fontsize=20)
plt.ylabel('Height', fontsize=20)
plt.style.use('ggplot')







We can use the logistic regression results to classify subjects as male
or female based on their height and weight, using 0.5 as a cutoff, as
shown in the plot below. Green = true positive male, yellow = true
positive female, red halo = misclassification. Blue line shows the 0.5
cutoff.

intercept, height, weight = df_trace[-niter//2:].mean(0)

def predict(w, h, height=height, weight=weight):
    """Predict gender given weight (w) and height (h) values."""
    v = intercept + height*h + weight*w
    return np.exp(v)/(1+np.exp(v))

# calculate predictions on grid
xs = np.linspace(df.weight.min(), df.weight.max(), 100)
ys = np.linspace(df.height.min(), df.height.max(), 100)
X, Y = np.meshgrid(xs, ys)
Z = predict(X, Y)

plt.figure(figsize=(6,6))

# plot 0.5 contour line - classify as male if above this line
plt.contour(X, Y, Z, levels=[0.5])

# classify all subjects
colors = ['lime' if i else 'yellow' for i in df.male]
ps = predict(df.weight, df.height)
errs = ((ps < 0.5) & df.male) |((ps >= 0.5) & (1-df.male))
plt.scatter(df.weight[errs], df.height[errs], facecolors='red', s=150)
plt.scatter(df.weight, df.height, facecolors=colors, edgecolors='k', s=50, alpha=1);
plt.xlabel('Weight', fontsize=16)
plt.ylabel('Height', fontsize=16)
plt.title('Gender classification by weight and height', fontsize=16)
plt.tight_layout();












Estimating parameters of a logistic model

Gelman’s book has an example where the dose of a drug may be affected to
the number of rat deaths in an experiment.








	Dose (log g/ml)
	# Rats
	# Deaths




	-0.896
	5
	0


	-0.296
	5
	1


	-0.053
	5
	3


	0.727
	5
	5





We will model the number of deaths as a random sample from a binomial
distribution, where \(n\) is the number of rats and \(p\) the
probabbility of a rat dying. We are given \(n = 5\), but we believve
that \(p\) may be related to the drug dose \(x\). As \(x\)
increases the number of rats dying seems to increase, and since
\(p\) is a probability, we use the following model:


\[\begin{split}y \sim \text{Bin}(n, p) \\
\text{logit}(p) = \alpha + \beta x \\
\alpha \sim \mathcal{N}(0, 5) \\
\beta \sim \mathcal{N}(0, 10)\end{split}\]

where we set vague priors for \(\alpha\) and \(\beta\), the
parameters for the logistic model.

# observed data
n = 5 * np.ones(4)
x = np.array([-0.896, -0.296, -0.053, 0.727])
y = np.array([0, 1, 3, 5])

def invlogit(x):
    return pm.exp(x) / (1 + pm.exp(x))

with pm.Model() as model:
    # define priors
    alpha = pm.Normal('alpha', mu=0, sd=5)
    beta = pm.Flat('beta')

    # define likelihood
    p = invlogit(alpha + beta*x)
    y_obs = pm.Binomial('y_obs', n=n, p=p, observed=y)

    # inference
    start = pm.find_MAP()
    step = pm.NUTS()
    trace = pm.sample(niter, step, start, random_seed=123, progressbar=True)






[-----------------100%-----------------] 1000 of 1000 complete in 2.5 sec






np.exp






<ufunc 'exp'>






f = lambda a, b, xp: np.exp(a + b*xp)/(1 + np.exp(a + b*xp))

xp = np.linspace(-1, 1, 100)
a = trace.get_values('alpha').mean()
b = trace.get_values('beta').mean()
plt.plot(xp, f(a, b, xp))
plt.scatter(x, y/5, s=50);
plt.xlabel('Log does of drug')
plt.ylabel('Risk of death');










Using a hierarchcical model

This uses the Gelman radon data set and is based off this IPython
notebook.
Radon levels were measured in houses from all counties in several
states. Here we want to know if the preence of a basement affects the
level of radon, and if this is affected by which county the house is
located in.

The data set provided is just for the state of Minnesota, which has 85
counties with 2 to 116 measurements per county. We only need 3 columns
for this example county, log_radon, floor, where floor=0
indicates that there is a basement.

We will perfrom simple linear regression on log_radon as a function of
county and floor.

radon = pd.read_csv('radon.csv')[['county', 'floor', 'log_radon']]
radon.head()








  
    
      	
      	county
      	floor
      	log_radon
    

  
  
    
      	0
      	 AITKIN
      	 1
      	 0.832909
    

    
      	1
      	 AITKIN
      	 0
      	 0.832909
    

    
      	2
      	 AITKIN
      	 0
      	 1.098612
    

    
      	3
      	 AITKIN
      	 0
      	 0.095310
    

    
      	4
      	  ANOKA
      	 0
      	 1.163151
    

  




With a hierarchical model, there is an \(a_c\) and a \(b_c\) for
each county \(c\) just as in the individual couty model, but they
are no longer indepnedent but assumed to come from a common group
distribution


\[\begin{split}a_c \sim \mathcal{N}(\mu_a, \sigma_a^2) \\
b_c \sim \mathcal{N}(\mu_b, \sigma_b^2)\end{split}\]

we furhter assume that the hyperparameters come from the following
distributions


\[\begin{split}\mu_a \sim \mathcal{N}(0, 100^2) \\
\sigma_a \sim \mathcal{U}(0, 100) \\
\mu_b \sim \mathcal{N}(0, 100^2) \\
\sigma_b \sim \mathcal{U}(0, 100)\end{split}\]

county = pd.Categorical(radon['county']).codes

with pm.Model() as hm:
    # County hyperpriors
    mu_a = pm.Normal('mu_a', mu=0, tau=1.0/100**2)
    sigma_a = pm.Uniform('sigma_a', lower=0, upper=100)
    mu_b = pm.Normal('mu_b', mu=0, tau=1.0/100**2)
    sigma_b = pm.Uniform('sigma_b', lower=0, upper=100)

    # County slopes and intercepts
    a = pm.Normal('slope', mu=mu_a, sd=sigma_a, shape=len(set(county)))
    b = pm.Normal('intercept', mu=mu_b, tau=1.0/sigma_b**2, shape=len(set(county)))

    # Houseehold errors
    sigma = pm.Gamma("sigma", alpha=10, beta=1)

    # Model prediction of radon level
    mu = a[county] + b[county] * radon.floor.values

    # Data likelihood
    y = pm.Normal('y', mu=mu, sd=sigma, observed=radon.log_radon)






with hm:
    start = pm.find_MAP()
    step = pm.NUTS(scaling=start)
    hm_trace = pm.sample(2000, step, start=start, random_seed=123, progressbar=True)






[-----------------100%-----------------] 2001 of 2000 complete in 1295.7 sec






plt.figure(figsize=(8, 60))
pm.forestplot(hm_trace, vars=['slope', 'intercept']);






<matplotlib.gridspec.GridSpec at 0x15d4808d0>










Using PyStan

Install PyStan with

pip install pystan






The nice thing about PyMC is that everything is in Python. With PyStan,
however, you need to use a domain specific language based on C++ synteax
to specify the model and the data, which is less flexible and more work.
However, in exchange you get an extremely powerful HMC package (only
does HMC) that can be used in R and Python.


References


	Paper describing
Stan

	Stan Examples and Reference
Manual

	PyStan docs

	PyStan GitHub page




Coin toss

We’ll repeat the example of determining the bias of a coin from observed
coin tosses. The likelihood is binomial, and we use a beta prior.

coin_code = """
data {
    int<lower=0> n; // number of tosses
    int<lower=0> y; // number of heads
}
transformed data {}
parameters {
    real<lower=0, upper=1> p;
}
transformed parameters {}
model {
    p ~ beta(2, 2);
    y ~ binomial(n, p);
}
generated quantities {}
"""

coin_dat = {
             'n': 100,
             'y': 61,
            }

fit = pystan.stan(model_code=coin_code, data=coin_dat, iter=1000, chains=1)







Loading from a file

The string in coin_code can also be in a file - say coin_code.stan
- then we can use it like so

fit = pystan.stan(file='coin_code.stan', data=coin_dat, iter=1000, chains=1)






print(fit)






Inference for Stan model: anon_model_7f1947cd2d39ae427cd7b6bb6e6ffd77.
1 chains, each with iter=1000; warmup=500; thin=1;
post-warmup draws per chain=500, total post-warmup draws=500.

       mean se_mean     sd   2.5%    25%    50%    75%  97.5%  n_eff   Rhat
p      0.61  4.9e-3   0.05   0.51   0.57   0.61   0.64   0.69   91.0    1.0
lp__ -70.22    0.06   0.66 -71.79 -70.43 -69.97 -69.79 -69.74  134.0    1.0

Samples were drawn using NUTS(diag_e) at Wed Mar 18 08:54:14 2015.
For each parameter, n_eff is a crude measure of effective sample size,
and Rhat is the potential scale reduction factor on split chains (at
convergence, Rhat=1).






coin_dict = fit.extract()
coin_dict.keys()
# lp_ is the log posterior






[u'mu', u'sigma', u'lp__']






fit.plot('p');
plt.tight_layout()












Estimating mean and standard deviation of normal distribution


\[X \sim \mathcal{N}(\mu, \sigma^2)\]

norm_code = """
data {
    int<lower=0> n;
    real y[n];
}
transformed data {}
parameters {
    real<lower=0, upper=100> mu;
    real<lower=0, upper=10> sigma;
}
transformed parameters {}
model {
    y ~ normal(mu, sigma);
}
generated quantities {}
"""

norm_dat = {
             'n': 100,
             'y': np.random.normal(10, 2, 100),
            }

fit = pystan.stan(model_code=norm_code, data=norm_dat, iter=1000, chains=1)






print fit






Inference for Stan model: anon_model_3318343d5265d1b4ebc1e443f0228954.
1 chains, each with iter=1000; warmup=500; thin=1;
post-warmup draws per chain=500, total post-warmup draws=500.

        mean se_mean     sd   2.5%    25%    50%    75%  97.5%  n_eff   Rhat
mu     10.09    0.02   0.19   9.72   9.97  10.09  10.22  10.49  120.0    1.0
sigma   2.02    0.01   0.15   1.74   1.92   2.01   2.12   2.32  119.0   1.01
lp__  -117.2    0.11   1.08 -120.0 -117.5 -116.8 -116.4 -116.2  105.0    1.0

Samples were drawn using NUTS(diag_e) at Wed Mar 18 08:54:50 2015.
For each parameter, n_eff is a crude measure of effective sample size,
and Rhat is the potential scale reduction factor on split chains (at
convergence, Rhat=1).






trace = fit.extract()






plt.figure(figsize=(10,4))
plt.subplot(1,2,1);
plt.hist(trace['mu'][:], 25, histtype='step');
plt.subplot(1,2,2);
plt.hist(trace['sigma'][:], 25, histtype='step');








Optimization (finding MAP)

sm = pystan.StanModel(model_code=norm_code)
op = sm.optimizing(data=norm_dat)
op






OrderedDict([(u'mu', array(10.3016473417206)), (u'sigma', array(1.8823589782831152))])









Reusing fitted objects

new_dat = {
             'n': 100,
             'y': np.random.normal(10, 2, 100),
            }






fit2 = pystan.stan(fit=fit, data=new_dat, chains=1)






print fit2






Inference for Stan model: anon_model_3318343d5265d1b4ebc1e443f0228954.
1 chains, each with iter=2000; warmup=1000; thin=1;
post-warmup draws per chain=1000, total post-warmup draws=1000.

        mean se_mean     sd   2.5%    25%    50%    75%  97.5%  n_eff   Rhat
mu      9.89    0.01   0.19   9.54   9.76    9.9  10.02  10.27  250.0    1.0
sigma   1.99  9.3e-3   0.15   1.72   1.89   1.98   2.07   2.33  250.0    1.0
lp__  -115.4    0.08   1.01 -118.1 -115.8 -115.1 -114.7 -114.5  153.0    1.0

Samples were drawn using NUTS(diag_e) at Wed Mar 18 08:58:32 2015.
For each parameter, n_eff is a crude measure of effective sample size,
and Rhat is the potential scale reduction factor on split chains (at
convergence, Rhat=1).









Saving compiled models

We can also compile Stan models and save them to file, so as to reload
them for later use without needing to recompile.

def save(obj, filename):
    """Save compiled models for reuse."""
    import pickle
    with open(filename, 'w') as f:
        pickle.dump(obj, f, protocol=pickle.HIGHEST_PROTOCOL)

def load(filename):
    """Reload compiled models for reuse."""
    import pickle
    return pickle.load(open(filename, 'r'))






model = pystan.StanModel(model_code=norm_code)
save(model, 'norm_model.pic')






new_model = load('norm_model.pic')
fit4 = new_model.sampling(new_dat, chains=1)
print fit4






Inference for Stan model: anon_model_3318343d5265d1b4ebc1e443f0228954.
1 chains, each with iter=2000; warmup=1000; thin=1;
post-warmup draws per chain=1000, total post-warmup draws=1000.

        mean se_mean     sd   2.5%    25%    50%    75%  97.5%  n_eff   Rhat
mu      9.91    0.01    0.2    9.5   9.78   9.91  10.05   10.3  283.0    1.0
sigma    2.0  9.3e-3   0.15   1.73    1.9   1.99   2.09   2.31  244.0    1.0
lp__  -115.5    0.08   1.03 -118.2 -115.8 -115.1 -114.8 -114.5  153.0   1.01

Samples were drawn using NUTS(diag_e) at Wed Mar 18 09:18:30 2015.
For each parameter, n_eff is a crude measure of effective sample size,
and Rhat is the potential scale reduction factor on split chains (at
convergence, Rhat=1).











Estimating parameters of a linear regreession model

We will show how to estimate regression parameters using a simple linear
modesl


\[y \sim ax + b\]

We can restate the linear model


\[y = ax + b + \epsilon\]

as sampling from a probability distribution


\[y \sim \mathcal{N}(ax + b, \sigma^2)\]

We will assume the following priors


\[\begin{split}a \sim \mathcal{N}(0, 100) \\
b \sim \mathcal{N}(0, 100) \\
\sigma \sim \mathcal{U}(0, 20)\end{split}\]

lin_reg_code = """
data {
    int<lower=0> n;
    real x[n];
    real y[n];
}
transformed data {}
parameters {
    real a;
    real b;
    real sigma;
}
transformed parameters {
    real mu[n];
    for (i in 1:n) {
        mu[i] <- a*x[i] + b;
        }
}
model {
    sigma ~ uniform(0, 20);
    y ~ normal(mu, sigma);
}
generated quantities {}
"""

n = 11
_a = 6
_b = 2
x = np.linspace(0, 1, n)
y = _a*x + _b + np.random.randn(n)

lin_reg_dat = {
             'n': n,
             'x': x,
             'y': y
            }

fit = pystan.stan(model_code=lin_reg_code, data=lin_reg_dat, iter=1000, chains=1)






print fit






fit.plot(['a', 'b']);
plt.tight_layout()











Simple Logistic model

We have observations of height and weight and want to use a logistic
model to guess the sex.

# observed data
df = pd.read_csv('HtWt.csv')
df.head()






data {
    int N; // number of obs (pregnancies)
    int M; // number of groups (women)
    int K; // number of predictors

    int y[N]; // outcome
    row_vector[K] x[N]; // predictors
    int g[N];    // map obs to groups (pregnancies to women)
}
parameters {
    real alpha;
    real a[M];
    vector[K] beta;
    real sigma;
}
model {
  sigma ~ uniform(0, 20);
  a ~ normal(0, sigma);
  b ~ normal(0,sigma);
  c ~ normal(0, sigma)
  for(n in 1:N) {
    y[n] ~ bernoulli(inv_logit( alpha + a[g[n]] + x[n]*beta));
  }
}'






log_reg_code = """
data {
    int<lower=0> n;
    int male[n];
    real weight[n];
    real height[n];
}
transformed data {}
parameters {
    real a;
    real b;
    real c;
}
transformed parameters {}
model {
    a ~ normal(0, 10);
    b ~ normal(0, 10);
    c ~ normal(0, 10);
    for(i in 1:n) {
        male[i] ~ bernoulli(inv_logit(a*weight[i] + b*height[i] + c));
  }
}
generated quantities {}
"""

log_reg_dat = {
             'n': len(df),
             'male': df.male,
             'height': df.height,
             'weight': df.weight
            }

fit = pystan.stan(model_code=log_reg_code, data=log_reg_dat, iter=2000, chains=1)






print fit






df_trace = pd.DataFrame(fit.extract(['c', 'b', 'a']))
pd.scatter_matrix(df_trace[:], diagonal='kde');







Estimating parameters of a logistic model

Gelman’s book has an example where the dose of a drug may be affected to
the number of rat deaths in an experiment.








	Dose (log g/ml)
	# Rats
	# Deaths




	-0.896
	5
	0


	-0.296
	5
	1


	-0.053
	5
	3


	0.727
	5
	5





We will model the number of deaths as a random sample from a binomial
distribution, where \(n\) is the number of rats and \(p\) the
probabbility of a rat dying. We are given \(n = 5\), but we believve
that \(p\) may be related to the drug dose \(x\). As \(x\)
increases the number of rats dying seems to increase, and since
\(p\) is a probability, we use the following model:


\[\begin{split}y \sim \text{Bin}(n, p) \\
\text{logit}(p) = \alpha + \beta x \\
\alpha \sim \mathcal{N}(0, 5) \\
\beta \sim \mathcal{N}(0, 10)\end{split}\]

where we set vague priors for \(\alpha\) and \(\beta\), the
parameters for the logistic model.


Original PyMC3 code

n = 5 * np.ones(4)
x = np.array([-0.896, -0.296, -0.053, 0.727])
y = np.array([0, 1, 3, 5])

def invlogit(x):
    return pm.exp(x) / (1 + pm.exp(x))

with pm.Model() as model:
    # define priors
    alpha = pm.Normal('alpha', mu=0, sd=5)
    beta = pm.Flat('beta')

    # define likelihood
    p = invlogit(alpha + beta*x)
    y_obs = pm.Binomial('y_obs', n=n, p=p, observed=y)

    # inference
    start = pm.find_MAP()
    step = pm.NUTS()
    trace = pm.sample(niter, step, start, random_seed=123, progressbar=True)






Exercise - convert to PyStan version






Using a hierarchcical model

This uses the Gelman radon data set and is based off this IPython
notebook.
Radon levels were measured in houses from all counties in several
states. Here we want to know if the preence of a basement affects the
level of radon, and if this is affected by which county the house is
located in.

The data set provided is just for the state of Minnesota, which has 85
counties with 2 to 116 measurements per county. We only need 3 columns
for this example county, log_radon, floor, where floor=0
indicates that there is a basement.

We will perfrom simple linear regression on log_radon as a function of
county and floor.

radon = pd.read_csv('radon.csv')[['county', 'floor', 'log_radon']]
radon.head()







Hiearchical model

With a hierarchical model, there is an \(a_c\) and a \(b_c\) for
each county \(c\) just as in the individual couty model, but they
are no longer indepnedent but assumed to come from a common group
distribution


\[\begin{split}a_c \sim \mathcal{N}(\mu_a, \sigma_a^2) \\
b_c \sim \mathcal{N}(\mu_b, \sigma_b^2)\end{split}\]

we furhter assume that the hyperparameters come from the following
distributions


\[\begin{split}\mu_a \sim \mathcal{N}(0, 100^2) \\
\sigma_a \sim \mathcal{U}(0, 100) \\
\mu_b \sim \mathcal{N}(0, 100^2) \\
\sigma_b \sim \mathcal{U}(0, 100)\end{split}\]




Original PyMC3 code

county = pd.Categorical(radon['county']).codes

with pm.Model() as hm:
    # County hyperpriors
    mu_a = pm.Normal('mu_a', mu=0, tau=1.0/100**2)
    sigma_a = pm.Uniform('sigma_a', lower=0, upper=100)
    mu_b = pm.Normal('mu_b', mu=0, tau=1.0/100**2)
    sigma_b = pm.Uniform('sigma_b', lower=0, upper=100)

    # County slopes and intercepts
    a = pm.Normal('slope', mu=mu_a, sd=sigma_a, shape=len(set(county)))
    b = pm.Normal('intercept', mu=mu_b, tau=1.0/sigma_b**2, shape=len(set(county)))

    # Houseehold errors
    sigma = pm.Gamma("sigma", alpha=10, beta=1)

    # Model prediction of radon level
    mu = a[county] + b[county] * radon.floor.values

    # Data likelihood
    y = pm.Normal('y', mu=mu, sd=sigma, observed=radon.log_radon)






Exercise - convert to PyStan version








C Crash Course

C functions are typically split into header files (.h) where things
are declared but not defined, and implementation files (.c) where
they are defined. When we run the C compiler, a complex sequence of
events is triggered with the usual successful outcome begin an
executable file as illuatrated at http://www.codingunit.com/



Compilation process



The preprocessor merges the contents of the header and implementation
files, and also expands any macros. The compiler then translates these
into low level object code (.o) for each file, and the linker then
joins together the newly generated object code with pre-compiled object
code from libraries to form an executable. Sometimes we just want to
generate object code and save it as a library (e.g. so that we can use
it in Python).


Hello world

%%file hello.c
#include <stdio.h>

int main() {
    printf("Hello, world!");
}






! gcc hello.c -o hello






! ./hello









A tutorial example - coding a Fibonacci function in C


Python version

def fib(n):
    a, b = 0,  1
    for i in range(n):
        a, b = a+b, a
    return a






fib(100)









C version


Header file

%%file fib.h

double fib(int n);









Implemetnation file

%%file fib.c

double fib(int n) {
    double a = 0, b = 1;
    for (int i=0; i<n; i++) {
        double tmp = b;
        b = a;
        a += tmp;
     }
    return a;
}









Driver program

%%file main.c
#include <stdio.h> // for printf()
#include <stdlib.h> // for atoi())
#include "fib.h" // for fib()

int main(int argc, char* argv[]) {
    int n = atoi(argv[1]);
    printf("%f", fib(n));
}









Makefile

%%file Makefile

CC=clang
CFLAGS=-Wall

fib: main.o fib.o
     $(CC) $(CFLAGS) -o fib main.o fib.o

main.o: main.c fib.h
     $(CC) $(CFAGS) -c main.c

fib.o: fib.c
     $(CC) $(CFLAGS) -c fib.c

clean:
     rm -f *.o









Compile

! make











Run executable file

! ./fib 100











Types in C

The basic types are very simple - use int, float and double for numbers.
In genneral, avoid float for plain C code as its lack of precision may
bite you unless you are writing CUDA code. Strings are quite nasty to
use in C - I would suggest doing all your string processing in Python
...

Structs are sort of like classes in Python

struct point {
    double x;
    double y;
    double z;
};

struct point p1 = {.x = 1, .y = 2, .z = 3};
struct point p2 = {1, 2, 3};
struct point p3;
p3.x = 1;
p3.y = 2;
p3.z = 3;






You can define your own types using typedef -.e.g.

#include <stdio.h>
struct point {
    double x;
    double y;
    double z;
};

typedef struct point point;

int main() {
    point p = {1, 2, 3};
    printf("%.2f, %.2f, %.2f", p.x, p.y, p.z);
};









Operators

Most of the operators in C are the same in Python, but an important
difference is the increment/decrement operator. That is

int c = 10;
c++; // same as c = c + 1, i.e., c is now 11
c--; // same as c = c - 1, i.e.. c is now 10 again






There are two forms of the incremanet operator - postfix c++ and
prefix ++c. Both increemnt the varible, but in an expressino, the
postfix veersion returns the value before the increment and the prefix
returns the value after the increment.

%%file increment.c
#include <stdio.h>
#include <stdlib.h>

int main()
{
    int x = 3, y;
    y = x++; // x is incremented and y takes the value of x before incrementation
    printf("x = %d, y = %d\n", x, y);
    y = ++x; // x is incremented and y takes the value of x after incrementation
    printf("x = %d, y = %d\n", x, y);
}






%%bash

clang -Wall increment.c -o increment
./increment







Ternary operator

The ternary operator expr = condition ? expr1 : expr2 allows an
if-else statement to be put in a single line. In English, this says that
if condition is True, expr1 is assigned to expr, otherwise expr2 is
assigned to expr. We used it in the tutorial code to print a comma
between elements in a list unless the elememnt was the last one, in
which case we printed a new line ‘’.

Note: There is a similar ternary construct in Python
expr = expr1 if condition else epxr2.






Control of program flow

Very similar to Python or R. The examples below should be
self-explanatory.


if-else

// Interpretation of grades by Asian parent
if (grade == 'A') {
    printf("Acceptable\n");
} else if (grade == 'B') {
    printf("Bad\n");
} else if (grade == 'C') {
    printf("Catastrophe\n");
} else if (grade == 'D') {
    printf("Disowned\n");
} else {
    printf("Missing child report filed with local police\n")
}









for, while, do

// Looping variants

// the for loop in C consists of the keyword for followed by
// (initializing statement; loop condition statement; loop update statement)
// followed by the body of the loop in curly braces
int arr[3] = {1, 2, 3};
for (int i=0; i<sizeof(arr)/sizeof(arr[0]); i++) {
    printf("%d\n", i);
}

// the while loop
int i = 3;
while (i > 0) {
    i--;
}

// the do loop is similar to the while loop but will execute the body at least once
int i = 3;
do {
    i==;
} while (i > 0);






The C standard does not require braces if the body is a singel line, but
I think it is safer to always include them. Note that whitespace is not
significant in C (unlike Python), so

int i = 10;
while (i > 0)
    i--;
    i++;






actually means

int i = 10;
while (i > 0) {
    i--;
}
i++;






and the use of braces even for single statement bodies prevnets such
errors.






Arrays and pointers


Automatic arrays

If you know the size of the arrays at initialization (i.e. when the
program is first run), you can usually get away with the use of fixed
size arrays for which C will automatically manage memory for you.

int len = 3;

// Giving an explicit size
double xs[len];
for (int i=0; i<len; i++) {
    xs[i] = 0.0;
}

// C can infer size if initializer is given
double ys[] = {1, 2, 3};









Pointers and dynamic memory management

Otherwise, we have to manage memory ourselves using pointers. Bascially,
memory in C can be auotmatic, static or dynamic. Variables in automatic
memory are managed by the computer on the stack, when it goes out of
scope, the varible disappears. Static variables essentially live
forever. Dynamic memory is allocated in the heap, and you manage its
lifetime.

Mini-glossary: * scope: Where a variable is visible - basically C
variables have block scope - variables either live within a pair of
curly braces (inlucdes variables in parentheses just before block such
as function arguments and the counter in a for loop), or they are
visible thorughout the file. * stack: Computer memory is divided
into a stack (small) and a heap (big). Automatic varianbles are put on
the stack; dynamcic variables are put in the heap. Hence if you have a
very large array, you would use dynamic memory allocation even if you
knwe its size at initialization.

Any variable in memory has an address represented as a 64-bit integer in
most operating systems. A pointer is basically an integer containing the
address of a block of memory. This is what is returned by functions such
as malloc. In C, a pointer is dentoed by *. However, the *
notation is confusing because its interpreation depends on whehter you
are using it in a declaraiton or not. In a declaration

int *p = malloc(sizeof(int)); // p is a pointer to an integer
*p = 5; // *p is an integer






To get the actual address value, we can use the & address opertor.
This is often used so that a function can alter the value of an argument
passed in (e.g. see address.c below).

%%file pointers.c
#include <stdio.h>

int main()
{
    int i = 2;
    int j = 3;
    int *p;
    int *q;
    *p = i;
    q = &j;
    printf("p  = %p\n", p);
    printf("*p = %d\n", *p);
    printf("&p = %p\n", &p);
    printf("q  = %p\n", q);
    printf("*q = %d\n", *q);
    printf("&q = %p\n", &q);
}






%%bash

clang -Wall -Wno-uninitialized pointers.c -o pointers
./pointers









Passing by value and passing by reference

%%file by_val.c
#include <stdio.h>

void change_arg(int p) {
    p *= 2;
}

int main()
{
    int x = 5;
    change_arg(x);
    printf("%d\n", x);
}






%%bash

clang -Wall by_val.c -o by_val
./by_val






%%file by_ref.c
#include <stdio.h>

void change_arg(int *p) {
    *p *= 2;
}
int main()
{
    int x = 5;
    change_arg(&x);
    printf("%d\n", x);
}






%%bash

clang -Wall by_ref.c -o by_ref
./by_ref









Pointers to pointers to pointers - just remember that a pointer is simply a name for an integer that represents an address; since it is an integer, it also has an address ...

%%file ptr.c
#include <stdio.h>

int main() {
    int x = 2;
    int *p = &x;
    int **q = &p;
    int ***r = &q;

    printf("%d, %p, %p, %p, %p, %p, %p, %d", x, &x, p, &p, q, &q, r, ***r);
}






%%bash
gcc ptr.c -o ptr
./ptr









Pointer arithmetic

If we want to store a whole sequence of ints, we can do so by simply
allocating more memory:

int *ps = malloc(5 * sizeof(int)); // ps is a pointer to an integer
for (int i=0; i<5; i++) {
    ps[i] = i;
}






The computer will find enough space in the heap to store 5 consecutive
integers in a contiguour way. Since C arrays are all fo the same
type, this allows us to do pointer arithmetic - i.e. the pointer
ps is the same as &ps[0] and ps + 2 is the same as
&ps[2]. An example at this point is helpful.

%%file pointers2.c
#include <stdio.h>
#include <stdlib.h>

int main()
{
    int *ps = malloc(5 * sizeof(int));
    for (int i =0; i < 5; i++) {
        ps[i] = i + 10;
    }

    printf("%d, %d\n", *ps, ps[0]); // remmeber that *ptr is just a regular variable outside of a declaration, in this case, an int
    printf("%d, %d\n", *(ps+2), ps[2]);
    printf("%d, %d\n", *(ps+4), *(&ps[4])); // * and & are inverses

    free(ps); // avoid memory leak
}






%%bash

clang -Wall pointers2.c -o pointers2
./pointers2









Pointers and arrays

An array name is actualy just a constant pointer to the address of the
beginning of the array. Hence, we can derferecne an array name just like
a pointer. We can also do pointer arithmetic with array names - this
leads to the following legal but weird syntax:

arr[i] = *(arr + i) = i[arr]






%%file array_pointer.c
#include <stdio.h>

int main()
{
    int arr[] = {1, 2, 3};
    printf("%d\t%d\t%d\t%d\t%d\t%d\n", *arr, arr[0], 0[arr], *(arr + 2), arr[2], 2[arr]);
}






%%bash

clang -Wall array_pointer.c -o array_pointer
./array_pointer









Allocating memory for 2D arrays

%%file array_2d.c
#include <stdio.h>
#include <stdlib.h>

int main()
{
    int r = 3, c = 4;

    // first allocate space for the pointers to all rows
    int **arr = malloc(r * sizeof(int *));
    // then allocate space for the number of columns in each row
    for (int i=0; i<r; i++) {
        arr[i] = malloc(c * sizeof(int));
    }

    // fill array with integer values
    for (int i = 0; i <  r; i++) {
        for (int j = 0; j < c; j++) {
             arr[i][j] =i*r+j;
        }
    }

    for (int i = 0; i <  r; i++) {
      for (int j = 0; j < c; j++) {
         printf("%d ", arr[i][j]);
        }
    }

    // every malloc should have a free to avoid memory leaks
    for (int i=0; i<r; i++) {
        free(arr[i]);
    }
    free(arr);
}






%%bash

gcc -Wall array_2d.c -o array_2d
./array_2d









More on pointers

Differnt kinds of nothing: There is a special null pointer indicated
by the keyword NULL that points to nothing. It is typically used for
pointer comparisons, since NULL pointers are guaranteed to compare as
not equal to any other pointer (including another NULL). In paticular,
it is often used as a sentinel value to mark the end of a list. In
contrast a void pointer (void *) points to a memory location whose type
is not decalred. It is used in C for generic operations - for example,
malloc returns a void pointer. To totally confuse the beginning C
student, there is also the NUL keyword, which refers to the '\0'
character used to terminate C strings. NUL and NULL are totally
differnet beasts.

Deciphering pointer idioms: A common C idiom that you should get
used to is *q++ = *p++ where p and q are both pointers. In English,
this says


	*q = *p (copy the variable pointed to by p into the variable
pointed to by q)

	increment q

	increment p



%%file pointers3.c
#include <stdio.h>
#include <stdlib.h>

int main()
{
    // example 1
    typedef char* string;
    char *s[] = {"mary ", "had ", "a ", "little ", "lamb", NULL};
    for (char **sp = s; *sp != NULL; sp++) {
        printf("%s", *sp);
    }
    printf("\n");

    // example 2
    char *src = "abcde";
    char *dest = malloc(5); // char is always 1 byte by C99 definition

    char *p = src + 4;
    char *q = dest;
    while ((*q++ = *p--)); // put the string in src into dest in reverse order

    for (int i = 0; i < 5; i++) {
        printf("i = %d, src[i] = %c, dest[i] = %c\n", i, src[i], dest[i]);
    }
}






%%bash

clang -Wall pointers3.c -o pointers3
./pointers3











Functions

%%file square.c
#include <stdio.h>

double square(double x)
{
    return x * x;
}

int main()
{
    double a = 3;
    printf("%f\n", square(a));
}






%%bash

clang -Wall square.c -o square
./square









Function pointers

How to make a nice function pointer: Start with a regular function
declaration func, for example, here func is a function that takes a pair
of ints and returns an int

int func(int, int);






To turn it to a function pointer, just add a * and wrap the funtion
name in parenthesis like so

int (*func)(int, int);






Now func is a pointer to a funciton that takes a pair of ints and
returns an int. Finally, add a typedef so that we can use func as a
new type

typedef int (*func)(int, int);






which allows us to create arrays of function pointers, higher order
functions etc as shown in the following example.

%%file square2.c
#include <stdio.h>
#include <math.h>

// Create a function pointer type that takes a double and returns a double
typedef double (*func)(double x);

// A higher order function that takes just such a function pointer
double apply(func f, double x)
{
    return f(x);
}

double square(double x)
{
    return x * x;
}

double cube(double x)
{
    return pow(x, 3);
}

int main()
{
    double a = 3;
    func fs[] = {square, cube, NULL};

    for (func *f=fs; *f; f++) {
        printf("%.1f\n", apply(*f, a));
    }
}






%%bash

clang -Wall -lm square2.c -o square2
./square2









Using make to compile C programs

As you have seen, the processs of C program compilation can be quite
messy, with all sorts of different compiler and linker flags to specify,
libraries to add and so on. For this reason, most C programs are
compiled using the make build tool that you are already familiar
with. Here is a simple generic makefile that you can customize to
compile your own programs adapted from the book 21st Centur C by Ben
Kelmens (O’Reilly Media).


	TARGET: Typically the name of the execuatble

	OBJECTS: The intemediate object files - typically there is one
file.o for every file.c

	CFLAGS: Compiler flags, e.g. -Wall (show all warnings), -g (add
debug information), -O3 (use level 3 optimization). Also used to
indicate paths to headers in non-standard locations, e.g.
-I/opt/include

	LDFLAGS: Linker flags, e.g. -lm (link agains the libmath
library). Alos used to indicate pahts to libaries in non-standard
locations, e.g. -L/opt/lib

	CC: Compiler, e.g. gcc or clang or icc



In addition, there are traiditonal dummy flags * all: Builds all
targets (for example, you may also have html and pdf targets that are
optional) * clean: Remove intermediate and final products generated
by the makefile

%%file makefile
TARGET =
OBJECTS =
CFLAGS = -g -Wall -O3
LDLIBS =
CC = c99

all: TARGET

clean:
     rm $(TARGET) $(OBJECTS)

$(TARGET): $(OBJECTS)






Just fill in the blanks with whatever is appropriate for your program.
Here is a simple example where the main file test_main.c uses a
function from stuff.c with declarations in stuff.h and also
depends on the libm C math library.

%%file stuff.h
#include <stdio.h>
#include <math.h>

void do_stuff();






%%file stuff.c
#include "stuff.h"

void do_stuff() {
    printf("The square root of 2 is %.2f\n", sqrt(2));
}






%%file test_make.c
#include "stuff.h"

int main()
{
    do_stuff();
}






%%file makefile
TARGET = test_make
OBJECTS = stuff.o
CFLAGS = -g -Wall -O3
LDLIBS = -lm
CC = clang

all: $(TARGET)

clean:
     rm $(TARGET) $(OBJECTS)

$(TARGET): $(OBJECTS)






! make






! ./test_make






# Make is clever enough to recompile only what has been changed since the last time it was called
! make






! make clean






! make









Exercise

Try to fix the following buggy program.

%%file buggy.c

# Create a function pointer type that takes a double and returns a double
double *func(double x);

# A higher order function that takes just such a function pointer
double apply(func f, double x)
{
    return f(x);
}

double square(double x)
{
    return x * x;
}

double cube(double x)
{
    return pow(3, x);
}

double mystery(double x)
{
    double y = 10;
    if (x < 10)
        x = square(x);
    else
        x += y;
        x = cube(x);
    return x;
}

int main()
{
    double a = 3;
    func fs[] = {square, cube, mystery, NULL}

    for (func *f=fs, f != NULL, f++) {
        printf("%d\n", apply(f, a));
    }
}






! clang -g -Wall buggy.c -o buggy






What other language has an annual Obfuscated Code Contest
http://www.ioccc.org/? In particular, the following features of C are
very conducive to writing unreadable code:


	lax rules for identifiers (e.g. _o, _0, _O, O are all valide
identifiers)

	chars are bytes and pointers are integers

	pointer arithmetic means that array[index] is the same as
*(array+index) whihc is the same as index[array]!

	lax formatting rules especially with respect to whitespace (or lack
of it)

	Use of the comma operator to combine multiple expressions together
with the ?: operator

	Recursive function calls - e.g. main calling main repeatedly is legal
C



Here is one winning entry from the 2013 IOCCC
entry that should warm
the heart of statisticians - it displays sparklines (invented by Tufte).

main(a,b)char**b;{int c=1,d=c,e=a-d;for(;e;e--)_(e)<_(c)?c=e:_(e)>_(d)?d=e:7;
while(++e<a)printf("\xe2\x96%c",129+(**b=8*(_(e)-_(c))/(_(d)-_(c))));}






%%file sparkl.c
main(a,b)char**b;{int c=1,d=c,e=a-d;for(;e;e--)_(e)<_(c)?c=e:_(e)>_(d)?d=e:7;
while(++e<a)printf("\xe2\x96%c",129+(**b=8*(_(e)-_(c))/(_(d)-_(c))));}






! gcc -Wno-implicit-int -include stdio.h -include stdlib.h -D'_(x)=strtof(b[x],0)' sparkl.c -o sparkl






import numpy as np
np.set_printoptions(linewidth=np.infty)
print ' '.join(map(str, (100*np.sin(np.linspace(0, 8*np.pi, 30))).astype('int')))






%%bash

./sparkl 0 76 98 51 -31 -92 -88 -21 60 99 68 -10 -82 -96 -41 41 96 82 10 -68 -99 -60 21 88 92 31 -51 -98 -76 0






If you have too much time on your hands and really want to know how
not to write C code (unless you are crafting an entry for the
IOCCC), I recommend this tutorial
http://www.dreamincode.net/forums/topic/38102-obfuscated-code-a-simple-introduction/




Code Optimization

There is a traditional sequence for writing code, and it goes like this:


	Make it run

	Make it right (testing)

	Make it fast (optimization)



Making it fast is the last step, and you should only optimize when it is
necessary. Also, it is good to know when a program is “fast enough” for
your needs. Optimization has a price:


	Cost in programmer time

	Optimized code is often more complex

	Optimized code is oftne less generic



However, having fast code is often necessary for statistical computing,
so we will spend some time learning how to make code run faster. To do
so, we need to understand why our code is slow: Code can be slow because
of differnet resource limitations:


	CPU-bound - CPU is working flat out

	Memory-bound - Out of RAM - swapping to hard disk

	IO-bound - Lots of data transfer to and from hard disk

	Network-bound - CPU is waiting for data to come over network or from
memory (“starvation”)



Different bottlenekcs may require different appraoches. However, theere
is a natural order to making code fast


	Cheat
	Use a better machine (e.g. if RAM is limititg is - buy more RAM)

	Solve a simpler problem (e.g. will a subsample of the data
suffice?)

	Solve a diffrent problem (perhaps solving a toy problem will
suffice for your JASA paper? If your method is so useful, maybe
someone else will optimize it for you)





	Find out what is slowing down the code (profiling)
	Using timeit

	Using time

	Usign cProfile

	Using line_profiler

	Using memory_profiler





	Use better algorithms and data structures

	Using compiled code written in another language
	Calling code written in C/C++
	Using bitey

	Using ctypes

	Using cython





	Calling code written in Fotran
	Using f2py





	Calling code written in Julia
	Usign pyjulia









	Converting Python code to compiled code
	Using numexpr

	Using numba

	Using cython





	Parallel programs
	Ahmdahl and Gustafsson’s laws

	Embarassinlgy parallel problems

	Problems requiring communiccation and syncrhonization
	Race conditions

	Deadlock





	Task granularity

	Parallel programming idioms





	Execute in parallel
	On multi-core machines

	On multiple machines
	Using IPython

	Using MPI4py

	Using Hadoop/SPARK





	On GPUs








Profiling

Profiling means to time your code so as to identify bottelnecks. If one
function is taking up 99% of the time in your program, it is sensiblt to
focus on optimizign that function first. It is a truism in computer
science that we are generally hopeless at guessing what the bottlenecks
in complex programs are, so we need to make use of profiling tools to
help us.

Install profling tools:

pip install --pre line-profiler
pip install psutil
pip install memory_profiler






References:


	http://scipy-lectures.github.com/advanced/optimizing/index.html

	http://pynash.org/2013/03/06/timing-and-profiling.html



! pip install --pre line-profiler &> /dev/null
! pip install psutil &> /dev/null
! pip install memory_profiler &> /dev/null






Create an Ipython profile

$ ipython profile create






Add the exntesions to .ipython/profile_default/ipython_config.py

c.TerminalIPythonApp.extensions = [
    'line_profiler',
    'memory_profiler',
]







Using the timeit modules

We can measure the time taken by an arbitrary code block by starting
timers before and after the code block, and measuring the difference.

def f(nsec=1.0):
    """Function sleeps for nsec seconds."""
    import time
    time.sleep(nsec)






import timeit

start = timeit.default_timer()
f()
elapsed = timeit.default_timer() - start
elapsed






1.0014






In the IPython notebook, individual functions can also be timed using
%timeit. Useful options to %timeit include


	-n: execute the given statement times in a loop. If this value is not
given, a fitting value is chosen.

	-r: repeat the loop iteration times and take the best result.
Default: 3



%timeit f(0.5)






1 loops, best of 3: 500 ms per loop






%timeit -n2 -r4 f(0.5)






2 loops, best of 4: 501 ms per loop






We can also measure the time to execute an entire cell with %%time -
this provdes 3 readouts:


	Wall time - time from start to finish of the call. This is all
elapsed time including time slices used by other processes and time
the process spends blocked (for example if it is waiting for I/O to
complete).

	User is the amount of CPU time spent in executing the process,
excluing operating system (kernel) calls.

	Sys is the executing CPU time spent in system calls within the
kernel, as opposed to library code.



%%time

f(1)
f(0.5)






CPU times: user 543 µs, sys: 762 µs, total: 1.31 ms
Wall time: 1.5 s









Using cProfile

This can be done in a notebook with %prun, with the following readouts
as column headers:


	ncalls
	for the number of calls,





	tottime
	for the total time spent in the given function (and excluding time
made in calls to sub-functions),





	percall
	is the quotient of tottime divided by ncalls





	cumtime
	is the total time spent in this and all subfunctions (from
invocation till exit). This figure is accurate even for recursive
functions.





	percall
	is the quotient of cumtime divided by primitive calls





	filename:lineno(function)
	provides the respective data of each function








Profiling Newton iterations

def newton(z, f, fprime, max_iter=100, tol=1e-6):
    """The Newton-Raphson method."""
    for i in range(max_iter):
        step = f(z)/fprime(z)
        if abs(step) < tol:
            return i, z
        z -= step
    return i, z






def plot_newton_iters(p, pprime, n=200, extent=[-1,1,-1,1], cmap='hsv'):
    """Shows how long it takes to converge to a root using the Newton-Raphson method."""
    m = np.zeros((n,n))
    xmin, xmax, ymin, ymax = extent
    for r, x in enumerate(np.linspace(xmin, xmax, n)):
        for s, y in enumerate(np.linspace(ymin, ymax, n)):
            z = x + y*1j
            m[s, r] = newton(z, p, pprime)[0]
    plt.imshow(m, cmap=cmap, extent=extent)






def f(x):
    return x**3 - 1

def fprime(x):
    return 3*x**2






stats = %prun -r -q plot_newton_iters(f, fprime)







# Restrict to 10 lines
stats.sort_stats('time').print_stats(10);






      1088832 function calls (1088459 primitive calls) in 1.938 seconds

Ordered by: internal time
List reduced from 445 to 10 due to restriction <10>

ncalls  tottime  percall  cumtime  percall filename:lineno(function)
 40000    0.623    0.000    1.343    0.000 <ipython-input-8-3671b81b1850>:1(newton)
     1    0.519    0.519    1.938    1.938 <ipython-input-9-0773c96453fa>:1(plot_newton_iters)
324388    0.312    0.000    0.312    0.000 <ipython-input-10-dbc2ff3e5adf>:1(f)
324388    0.290    0.000    0.290    0.000 <ipython-input-10-dbc2ff3e5adf>:4(fprime)
 40004    0.072    0.000    0.072    0.000 {range}
324392    0.045    0.000    0.045    0.000 {abs}
   421    0.003    0.000    0.008    0.000 path.py:199(_update_values)
   201    0.003    0.000    0.007    0.000 function_base.py:9(linspace)
   837    0.003    0.000    0.004    0.000 weakref.py:47(__init__)
  2813    0.003    0.000    0.003    0.000 __init__.py:871(__getitem__)






# Restrict using regular expression match
stats.sort_stats('time').print_stats(r'ipython');






      1088832 function calls (1088459 primitive calls) in 1.938 seconds

Ordered by: internal time
List reduced from 445 to 4 due to restriction <'ipython'>

ncalls  tottime  percall  cumtime  percall filename:lineno(function)
 40000    0.623    0.000    1.343    0.000 <ipython-input-8-3671b81b1850>:1(newton)
     1    0.519    0.519    1.938    1.938 <ipython-input-9-0773c96453fa>:1(plot_newton_iters)
324388    0.312    0.000    0.312    0.000 <ipython-input-10-dbc2ff3e5adf>:1(f)
324388    0.290    0.000    0.290    0.000 <ipython-input-10-dbc2ff3e5adf>:4(fprime)











Using the line profiler

%load_ext line_profiler






lstats = %lprun -r -f plot_newton_iters plot_newton_iters(f, fprime)







lstats.print_stats()






Timer unit: 1e-06 s

Total time: 2.40384 s
File: <ipython-input-9-0773c96453fa>
Function: plot_newton_iters at line 1

Line #      Hits         Time  Per Hit   % Time  Line Contents
==============================================================
     1                                           def plot_newton_iters(p, pprime, n=200, extent=[-1,1,-1,1], cmap='hsv'):
     2                                               """Shows how long it takes to converge to a root using the Newton-Raphson method."""
     3         1           81     81.0      0.0      m = np.zeros((n,n))
     4         1            1      1.0      0.0      xmin, xmax, ymin, ymax = extent
     5       201          396      2.0      0.0      for r, x in enumerate(np.linspace(xmin, xmax, n)):
     6     40200        74400      1.9      3.1          for s, y in enumerate(np.linspace(ymin, ymax, n)):
     7     40000       466076     11.7     19.4              z = x + y*1j
     8     40000      1708697     42.7     71.1              m[s, r] = newton(z, p, pprime)[0]
     9         1       154191 154191.0      6.4      plt.imshow(m, cmap=cmap, extent=extent)









Using the memory profiler

Sometimes the problem is that too much memory is being used, and we need
to reduce it so that we can avoid disk churning (swapping of memory from
RAM to hard disk). Two useful magic functions are %memit which works
like %timeit but shows space rahter than time consumption, and %mprun
which is like %lprun for memory usage.

Note that %mprun requires that the funciton to be evaluated is in a
file.

%load_ext memory_profiler






%memit np.random.random((1000, 1000))






peak memory: 90.66 MiB, increment: 7.66 MiB






%%file foo.py

def foo(n):
    phrase = 'repeat me'
    pmul = phrase * n
    pjoi = ''.join([phrase for x in xrange(n)])
    pinc = ''
    for x in xrange(n):
        pinc += phrase
    del pmul, pjoi, pinc






Overwriting foo.py






import foo

%mprun -f foo.foo foo.foo(10000);






('',)











Using better algorihtms and data structures

The first major optimization is to see if we can reduce the algorithmic
complexity of our solution, say from \(\mathcal{O}(n^2)\) to
\(\mathcal{O}(n \log(n))\). Unless you are going to invent an
entirely new algorithm (possible but uncommon), this involves research
into whether the data structures used are optimal, or whetther there is
a way to reformulate the problem to take advantage of better algorithms.
If your inital solution is by “brute force”, there is sometimes room for
huge performacne gains here.

Taking a course in data structures and algorithms is a very worthwhile
investment of your time if you are developing novel statsitical
algorithms - perhaps Bloom filters, locality sensitive hashing, priority
queues, Barnes-Hut partitionaing, dynamic programming or minimal
spanning trees can be used to solve your problem - in which case you can
expect to see dramatic improvements over naive brute-force
implementations.

Suppose you were given two lists xs and ys and asked to find the
unique elements in common between them.

xs = np.random.randint(0, 1000, 10000)
ys = np.random.randint(0, 1000, 10000)






# This is easy to solve using a nested loop

def common1(xs, ys):
    """Using lists."""
    zs = []
    for x in xs:
        for y in ys:
            if x==y and x not in zs:
                zs.append(x)
    return zs

%timeit -n1 -r1 common1(xs, ys)






1 loops, best of 1: 14.7 s per loop






# However, it is much more efficient to use the set data structure

def common2(xs, ys):
    return list(set(xs) & set(ys))

%timeit -n1 -r1 common2(xs, ys)






1 loops, best of 1: 2.82 ms per loop






assert(sorted(common1(xs, ys)) == sorted(common2(xs, ys)))






We have seen many such examples in the course - for example, numerical
quadrature versus Monte Carlo integration, gradient desceent versus
conjugate gradient descent, random walk Metropolis versus Hamiltonian
Monte Carlo.




I/O Bound problems

Sometimes the issue is that you need to load or save massive amounts of
data, and the transfer to and from the hard disk is the bootleneck.
Possible solutions include 1) use of binary rather than text data, 2)
use of data compression, 3) use of specialized data structures such as
HDF5.

If you are working wiht huge amounts of data, conisder the use of 1)
relational databases if there are many rleations to manage, 2) HDF5 if a
hiearchical structure is natural, and 3) NoSQL databases such as Redis
if the data relatons are simple and you need to transfer over the
network.


	h5py for HDF5

	PyTables for HDF5

	AQLite3 Relational
Database

	Python for Redis



Pandas also offers convenient access to multiple storage and retrieval
options via its DataFramee object.

def io1(xs):
    """Using loops to write."""
    with open('foo1.txt', 'w') as f:
        for x in xs:
            f.write('%d\t' % x)

def io2(xs):
    """Join before writing."""
    with open('foo2.txt', 'w') as f:
        f.write('\t'.join(map(str, xs)))

def io3(xs):
    """Numpy savetxt is surprisingly slow."""
    np.savetxt('foo3.txt', xs, delimiter='\t')

def io4(xs):
    """NUmpy save is better if binary format is OK."""
    np.save('foo4.npy', xs)

def io5(xs):
    """Using HDF5."""
    import h5py
    with h5py.File("mytestfile1.h5", "w") as f:
        ds = f.create_dataset("xs", (len(xs),), dtype='i')
        ds[:] = xs

def io6(xs):
    """Using HDF5 with compression."""
    import h5py
    with h5py.File("mytestfile2.h5", "w") as f:
        ds = f.create_dataset("xs", (len(xs),), dtype='i', compression="lzf")
        ds[:] = xs

n = 1000*1000
xs = range(n)
%timeit -r1 -n1 io1(xs)
%timeit -r1 -n1 io2(xs)
%timeit -r1 -n1 io3(xs)
%timeit -r1 -n1 io4(xs)
%timeit -r1 -n1 io5(xs)
%timeit -r1 -n1 io6(xs)






1 loops, best of 1: 1.64 s per loop
1 loops, best of 1: 320 ms per loop
1 loops, best of 1: 6.7 s per loop
1 loops, best of 1: 108 ms per loop
1 loops, best of 1: 154 ms per loop
1 loops, best of 1: 122 ms per loop






def io11(xs):
    """Using basic python."""
    with open('foo1.txt', 'r') as f:
        xs = map(int, f.read().strip().split('\t'))
    return xs

def io12(xs):
    """Using pandsa."""
    xs = pd.read_table('foo2.txt').values.tolist()
    return xs

def io13(xs):
    """Numpy loadtxt."""
    xs = np.loadtxt('foo3.txt',delimiter='\t')
    return xs

def io14(xs):
    """Numpy load."""
    xs = np.load('foo4.npy')
    return xs

def io15(xs):
    """Using HDF5."""
    import h5py
    with h5py.File("mytestfile1.h5", 'r') as f:
        xs = f['xs'][:]
    return xs

def io16(xs):
    """Using HDF5 with compression."""
    import h5py
    with h5py.File("mytestfile2.h5", 'r') as f:
        xs = f['xs'][:]
    return xs

n = 1000*1000
xs = range(n)
%timeit -r1 -n1 io11(xs)
%timeit -r1 -n1 io12(xs)
%timeit -r1 -n1 io13(xs)
%timeit -r1 -n1 io14(xs)
%timeit -r1 -n1 io15(xs)
%timeit -r1 -n1 io16(xs)






1 loops, best of 1: 805 ms per loop
1 loops, best of 1: 51.3 s per loop
1 loops, best of 1: 5.56 s per loop
1 loops, best of 1: 15.2 ms per loop
1 loops, best of 1: 9.69 ms per loop
1 loops, best of 1: 16 ms per loop









Problem set for optimization

We will use a few standard examples throughout to illustrate differnt
optimization techniques.


Matrix Multiplication

def mult(u, v):
    m, n = u.shape
    n, p = v.shape
    w = np.zeros((m, p))
    for i in range(m):
        for j in range(p):
            for k in range(n):
                w[i, j] += u[i, k] * v[k, j]
    return w






u = np.reshape(np.arange(6), (2,3))
v = np.reshape(np.arange(9), (3,3))

np.testing.assert_array_almost_equal(mult(u, v), u.dot(v))









Pairwise distance matrix

def dist(u, v):
    n = len(u)
    s = 0
    for i in range(n):
        s += (u[i] - v[i])**2
    return np.sqrt(s)






u = np.array([4,5])
v = np.array([1,1])

np.testing.assert_almost_equal(dist(u, v), np.linalg.norm(u-v))






def pdist(vs, dist=dist):
    n = len(vs)
    m = np.zeros((n, n))
    for i in range(n):
        for j in range(n):
            m[i, j] = dist(vs[i], vs[j])
    return m






from scipy.spatial.distance import squareform, pdist as sp_pdist

vs = np.array([[0,0], [1,2], [2,3], [3,4]])

np.testing.assert_array_almost_equal(pdist(vs), squareform(sp_pdist(vs)))









Word count

import string

def word_count(docs):
    wc = {}
    for doc in docs:
        words = doc.translate(None, string.punctuation).split()
        for word in words:
            wc[word] = wc.get(word, 0) + 1
    return wc






docs = ['hello, there handsome!', 'hi, there, beautiful']

word_count(docs)











Using C code in Python


Example: The Fibonacci Sequence

%%file c_fib.h
double c_fib(int n);






Overwriting c_fib.h






%%file c_fib.c
double c_fib(int n) {
    double tmp, a = 0, b = 1;
    for (int i=0; i<n; i++) {
        tmp = a;
        a = a + b;
        b = tmp;
    }
    return a;
}






Overwriting c_fib.c









Using clang and bitey

!clang -O3 -emit-llvm -c c_fib.c -o bitey_fib.o






import bitey_fib






bitey_fib.c_fib(10)






55.0000









Using gcc and ctypes

! gcc -O3 -bundle -undefined dynamic_lookup c_fib.c -o ctypes_fib.so






# For Unix systmes
# ! gcc -O3 -fPIC -shared -std=c99  c_fib.c -o ctypes_fib.so






from ctypes import CDLL, c_int, c_double

def ctypes_fib(n):

    # Use ctypes to load the library
    lib = CDLL('./ctypes_fib.so')

    # We need to give the argument and return types explicitly
    lib.c_fib.argtypes = [c_int]
    lib.c_fib.restype  = c_double

    return lib.c_fib(n)






ctypes_fib(10)






55.0000









Using Cython

%load_ext cythonmagic






The cythonmagic extension is already loaded. To reload it, use:
  %reload_ext cythonmagic






%%file cy_fib.pxd
cdef extern from "c_fib.h":
    double c_fib(int n)






Overwriting cy_fib.pxd






%%file cy_fib.pyx
cimport cy_fib

cpdef cython_fib(n):
    return cy_fib.c_fib(n)






Overwriting cy_fib.pyx






%%file setup.py
from distutils.core import setup, Extension
from Cython.Build import cythonize

ext = Extension("cy_fib",
              sources=["cy_fib.pyx", "c_fib.c"])

setup(name = "cython_fib",
      ext_modules = cythonize(ext))






Overwriting setup.py






! python setup.py build_ext -i &> /dev/null









Benchmark

import cy_fib
import bitey_fib






print ctypes_fib(100)
print bitey_fib.c_fib(100)
print cy_fib.cython_fib(100)






3.54224848179e+20
3.54224848179e+20
3.54224848179e+20






%timeit -n 1000 ctypes_fib(100)
%timeit -n 1000 bitey_fib.c_fib(100)
%timeit -n 1000 cy_fib.cython_fib(100)






1000 loops, best of 3: 92.3 µs per loop
1000 loops, best of 3: 905 ns per loop
1000 loops, best of 3: 264 ns per loop









Using functions from various compiled languages in Python

There are 2 main reasons why interpreted Python code is slower than code
in a compiled lanauge such as C (or other compiled langauge):


	Python executes byte code in a virtual machine (minor effect) while C
compiles down to machine instructions specific for the processor

	Python has dynamic typing (major effect) while C is statically typed.
In a dynamically typed language, the simple expression a + b can
mean many, many different things, and the interrpeter has to figure
out which interpretation is intended. In contrast, a and b
must have a type in C such as double and there is no ambiguity
about what + means to resolve.



If speed is critical, it is often necessary to exploit the efficiency of
compiled languges - this can be done while retaining the nice features
of Python in 2 directions


	From C to Python

	From Python to C



Here we will look at how to go from C (C++, Fortran, Julia) to Python,

def python_fib(n):
    a, b = 0,  1
    for i in range(n):
        a, b = a+b, a
    return a






%timeit python_fib(100)






100000 loops, best of 3: 8.47 µs per loop







C

%%file fib.h

double fib(int n);






Writing fib.h






%%file fib.c

double fib(int n) {
    double a = 0, b = 1;
    for (int i=0; i<n; i++) {
        double tmp = b;
        b = a;
        a += tmp;
     }
    return a;
}






Writing fib.c







Using bitey and clang

This is perhaps the simplest method, but it only works with the
clang compiler and does not geenrate highly optimized code.

import bitey






!clang -O3 -emit-llvm -c fib.c -o fib1.o






import fib1

fib1.fib(100)






354224848179261997056.0000






%timeit fib1.fib(100)






1000000 loops, best of 3: 941 ns per loop









Using Cython

I recomment using Cython for all your C/C++ interface needs as it is
highly optimized and can do boht C \(\rightarrow\) Python and Python
\(\rightarrow\) C. It is a littel more involved, but the steps
always follow the same template.


Define functions to be imported from C

%%file fib.pxd

cdef extern from "fib.h":
    double fib(int n)






Writing fib.pxd









Define wrapper for calling function from Python

%%file fib2.pyx

cimport fib

def fib(n):
    return fib.fib(n)






Writing fib2.pyx







Use distutils to compile shared library for Python

This is the standard way all Python modules are compiled for
distribution, and results in a build that is portable over different
platforms.

%%file setup.py
from distutils.core import setup, Extension
from Cython.Build import cythonize

ext = Extension("fib2",
              sources=["fib2.pyx", "fib.c"])

setup(name = "cython_fib",
      ext_modules = cythonize(ext))






Overwriting setup.py






! python setup.py build_ext -i &> /dev/null






import fib2

fib2.fib(100)






354224848179261997056.0000






%timeit fib2.fib(100)






1000000 loops, best of 3: 224 ns per loop















C++

C++ is a superset of C - the syntax for the fib program is exactly the
same except for change in the filname extensions.

%%file fib.hpp

double fib(int n);






Writing fib.hpp






%%file fib.cpp

double fib(int n) {
    double a = 0, b = 1;
    for (int i=0; i<n; i++) {
        double tmp = b;
        b = a;
        a += tmp;
     }
    return a;
}






Writing fib.cpp






%%file setup.py
from distutils.core import setup, Extension
from Cython.Build import cythonize

ext = Extension("fib2cpp",
              sources=["fib2cpp.pyx", "fib.cpp"],
              language="c++",)

setup(name = "cython_fibcpp",
      ext_modules = cythonize(ext))






Overwriting setup.py






%%file fib2cpp.pyx

cimport fib

def fib(n):
    return fib.fib(n)






Writing fib2cpp.pyx






! python setup.py build_ext -i &> /dev/null






import fib2cpp






fib2cpp.fib(100)






354224848179261997056.0000









Fortran

This is almost trivial with the Fortran Magic extnesion.

! pip install fortran-magic &> /dev/null






%load_ext fortranmagic






%%fortran

subroutine fib3(n, a)
    integer, intent(in) :: n
    real, intent(out) :: a

    integer :: i
    real :: b, tmp

    a = 0
    b = 1
    do i = 1, n
        tmp = b
        b = a
        a = a + tmp
    end do
end subroutine






fib3(100)






354224717716315439104.0000






Antoher example from the
documentation

%%fortran --link lapack

subroutine solve(A, b, x, n)
    ! solve the matrix equation A*x=b using LAPACK
    implicit none

    real*8, dimension(n,n), intent(in) :: A
    real*8, dimension(n), intent(in) :: b
    real*8, dimension(n), intent(out) :: x

    integer :: pivot(n), ok

    integer, intent(in) :: n
    x = b

    ! find the solution using the LAPACK routine SGESV
    call DGESV(n, 1, A, n, pivot, x, n, ok)

end subroutine






A = np.array([[1, 2.5], [-3, 4]])
b = np.array([1, 2.5])

solve(A, b)






array([-0.1957,  0.4783])









Benchmarking

%timeit python_fib(100) # Python
%timeit fib1.fib(100)   # bitey
%timeit fib2.fib(100)   # Cython
%timeit fib3(100)       # Fortran






100000 loops, best of 3: 11 µs per loop
1000000 loops, best of 3: 957 ns per loop
1000000 loops, best of 3: 253 ns per loop
1000000 loops, best of 3: 255 ns per loop









Wrapping a function from a C library for use in Python

Cython ships with a set of standard .pxd files that provide these
declarations in a readily usable way that is adapted to their use in
Cython. The main packages are cpython, libc and libcpp. The
NumPy library also has a standard .pxd file numpy, as it is often
used in Cython code. See Cython’s Cython/Includes/ source package for a
complete list of provided .pxd files. (From
http://docs.cython.org/src/tutorial/clibraries.html).

Additional .pxd are also avaialbel for:


	The Rmath library

	The GNU scientific library



However, here is an example of how to write functions from an external C
library if you have to do it yourself. The example is taken from
https://github.com/cythonbook/examples and wraps the Mersenne Twister
from http://www.math.sci.hiroshima-u.ac.jp/~m-mat/MT/emt.html for use in
Python.

if not os.path.exists('mt19937ar.h'):
    ! wget http://www.math.sci.hiroshima-u.ac.jp/~m-mat/MT/MT2002/CODES/mt19937ar.sep.tgz
    ! tar -xzvf mt19937ar.sep.tgz






--2015-03-26 16:02:41--  http://www.math.sci.hiroshima-u.ac.jp/~m-mat/MT/MT2002/CODES/mt19937ar.sep.tgz
Resolving www.math.sci.hiroshima-u.ac.jp... 133.41.16.48
Connecting to www.math.sci.hiroshima-u.ac.jp|133.41.16.48|:80... connected.
HTTP request sent, awaiting response... 200 OK
Length: 15433 (15K) [application/x-gzip]
Saving to: ‘mt19937ar.sep.tgz’

100%[======================================>] 15,433      37.3KB/s   in 0.4s

2015-03-26 16:02:42 (37.3 KB/s) - ‘mt19937ar.sep.tgz’ saved [15433/15433]

x mt19937ar.c
x mt19937ar.h
x mt19937ar.out
x mtTest.c
x readme-mt.txt






%%file mt.pxd

cdef extern from "mt19937ar.h":
    void init_genrand(unsigned long s)
    double genrand_real1()






Writing mt.pxd






%%file mt_random.pyx

cimport mt

def init_state(unsigned long s):
    mt.init_genrand(s)

def rand():
    return mt.genrand_real1()






Writing mt_random.pyx






%%file setup.py

from distutils.core import setup, Extension
from Cython.Build import cythonize

ext = Extension("mt_random",
                sources=["mt_random.pyx", "mt19937ar.c"])

setup(name="mersenne_random",
      ext_modules = cythonize([ext]))






Overwriting setup.py






! python setup.py build_ext -i &> /dev/null






import mt_random

mt_random.init_state(123)
for i in range(10):
    print mt_random.rand(),
print






0.696469187433 0.712955321584 0.28613933881 0.428470925062 0.226851454989 0.690884851546 0.55131476525 0.71915030892 0.719468970718 0.491118932723









Wrapping functions from C++ library for use in Pyton

Example - Andrew Cron (DSS PhD graduate) has a GitHub repository
wrapping the C++ Armadillo linear algebra package with Cython at
https://github.com/andrewcron/cy_armadillo




Julia and Python

You will need to install Julia from http://julialang.org/downloads/ and
make sure it is on your path. On Ubuntu you can install via apt-get
with

sudo add-apt-repository ppa:staticfloat/juliareleases
sudo add-apt-repository ppa:staticfloat/julia-deps
sudo apt-get update
sudo apt-get install julia






Within an instance of Julia, run the following commands:

Pkg.update()
Pkg.add("PyCall")
Pkg.add("IJulia")






Then finally install pyjulia from
https://github.com/JuliaLang/pyjulia

Make sure that you can start julia line - if not, add a symlink to
it.

%install_ext https://raw.githubusercontent.com/JuliaLang/pyjulia/master/julia/magic.py






Installed magic.py. To use it, type:
  %load_ext magic






%load_ext magic
%julia @pyimport matplotlib.pyplot as plt
%julia @pyimport numpy as np
%julia @pyimport numpy.random as npr






Initializing Julia interpreter. This may take some time...







Defining a function in Julia

%%julia

function fib(n)
    a, b = 0.0,  1.0
    for i = 1:n
        a, b = a+b, a
    end
    return a
end






<PyCall.jlwrap fib>









Using it in Python

jfib = %julia fib

jfib(100)






354224848179261997056.0000









Using Python libraries in Julia

%%julia

xs = npr.multivariate_normal([0,0], np.eye(2), 100)
plt.scatter(xs[:,1], xs[:, 2], s=30);






<matplotlib.collections.PathCollection at 0x1220f3a50>








Benchmarking

%timeit jfib(100)






10000 loops, best of 3: 22.9 µs per loop











Converting Python Code to C for speed


Example: Fibonacci

def py_fib(n):
    a, b = 0, 1
    for i in range(n):
        a, b = a+b, a
    return a






@jit(float64(int64), nopython=True, locals={'a': float64})
def numba_fib(n):
    a = 0
    b = 1
    for i in range(n):
        tmp = a
        a = a + b
        b = tmp
    return a






%%cython -a
def cy_fib(n):
    a = 0
    b = 1
    for i in range(n):
        a, b = a+b, a
    return a
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+1: def cy_fib(n):

/* Python wrapper */
static PyObject *__pyx_pw_46_cython_magic_528bf20b2b08731268ded912e73e4c00_1cy_fib(PyObject *__pyx_self, PyObject *__pyx_v_n); /*proto*/
static PyMethodDef __pyx_mdef_46_cython_magic_528bf20b2b08731268ded912e73e4c00_1cy_fib = {"cy_fib", (PyCFunction)__pyx_pw_46_cython_magic_528bf20b2b08731268ded912e73e4c00_1cy_fib, METH_O, 0};
static PyObject *__pyx_pw_46_cython_magic_528bf20b2b08731268ded912e73e4c00_1cy_fib(PyObject *__pyx_self, PyObject *__pyx_v_n) {
  PyObject *__pyx_r = 0;
  __Pyx_RefNannyDeclarations
  __Pyx_RefNannySetupContext("cy_fib (wrapper)", 0);
  __pyx_r = __pyx_pf_46_cython_magic_528bf20b2b08731268ded912e73e4c00_cy_fib(__pyx_self, ((PyObject *)__pyx_v_n));

  /* function exit code */
  __Pyx_RefNannyFinishContext();
  return __pyx_r;
}

static PyObject *__pyx_pf_46_cython_magic_528bf20b2b08731268ded912e73e4c00_cy_fib(CYTHON_UNUSED PyObject *__pyx_self, PyObject *__pyx_v_n) {
  PyObject *__pyx_v_a = NULL;
  PyObject *__pyx_v_b = NULL;
  CYTHON_UNUSED PyObject *__pyx_v_i = NULL;
  PyObject *__pyx_r = NULL;
  __Pyx_RefNannyDeclarations
  __Pyx_RefNannySetupContext("cy_fib", 0);
/* … */
  /* function exit code */
  __pyx_L1_error:;
  __Pyx_XDECREF(__pyx_t_1);
  __Pyx_XDECREF(__pyx_t_2);
  __Pyx_XDECREF(__pyx_t_5);
  __Pyx_AddTraceback("_cython_magic_528bf20b2b08731268ded912e73e4c00.cy_fib", __pyx_clineno, __pyx_lineno, __pyx_filename);
  __pyx_r = NULL;
  __pyx_L0:;
  __Pyx_XDECREF(__pyx_v_a);
  __Pyx_XDECREF(__pyx_v_b);
  __Pyx_XDECREF(__pyx_v_i);
  __Pyx_XGIVEREF(__pyx_r);
  __Pyx_RefNannyFinishContext();
  return __pyx_r;
}
/* … */
  __pyx_tuple_ = PyTuple_Pack(4, __pyx_n_s_n, __pyx_n_s_a, __pyx_n_s_b, __pyx_n_s_i); if (unlikely(!__pyx_tuple_)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 1; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_tuple_);
  __Pyx_GIVEREF(__pyx_tuple_);
/* … */
  __pyx_t_1 = PyCFunction_NewEx(&__pyx_mdef_46_cython_magic_528bf20b2b08731268ded912e73e4c00_1cy_fib, NULL, __pyx_n_s_cython_magic_528bf20b2b08731268); if (unlikely(!__pyx_t_1)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 1; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_1);
  if (PyDict_SetItem(__pyx_d, __pyx_n_s_cy_fib, __pyx_t_1) < 0) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 1; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_DECREF(__pyx_t_1); __pyx_t_1 = 0;


+2:     a = 0

  __Pyx_INCREF(__pyx_int_0);
  __pyx_v_a = __pyx_int_0;


+3:     b = 1

  __Pyx_INCREF(__pyx_int_1);
  __pyx_v_b = __pyx_int_1;


+4:     for i in range(n):

  __pyx_t_1 = PyTuple_New(1); if (unlikely(!__pyx_t_1)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 4; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_1);
  __Pyx_INCREF(__pyx_v_n);
  PyTuple_SET_ITEM(__pyx_t_1, 0, __pyx_v_n);
  __Pyx_GIVEREF(__pyx_v_n);
  __pyx_t_2 = __Pyx_PyObject_Call(__pyx_builtin_range, __pyx_t_1, NULL); if (unlikely(!__pyx_t_2)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 4; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_2);
  __Pyx_DECREF(__pyx_t_1); __pyx_t_1 = 0;
  if (likely(PyList_CheckExact(__pyx_t_2)) || PyTuple_CheckExact(__pyx_t_2)) {
    __pyx_t_1 = __pyx_t_2; __Pyx_INCREF(__pyx_t_1); __pyx_t_3 = 0;
    __pyx_t_4 = NULL;
  } else {
    __pyx_t_3 = -1; __pyx_t_1 = PyObject_GetIter(__pyx_t_2); if (unlikely(!__pyx_t_1)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 4; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
    __Pyx_GOTREF(__pyx_t_1);
    __pyx_t_4 = Py_TYPE(__pyx_t_1)->tp_iternext; if (unlikely(!__pyx_t_4)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 4; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  }
  __Pyx_DECREF(__pyx_t_2); __pyx_t_2 = 0;
  for (;;) {
    if (likely(!__pyx_t_4)) {
      if (likely(PyList_CheckExact(__pyx_t_1))) {
        if (__pyx_t_3 >= PyList_GET_SIZE(__pyx_t_1)) break;
        #if CYTHON_COMPILING_IN_CPYTHON
        __pyx_t_2 = PyList_GET_ITEM(__pyx_t_1, __pyx_t_3); __Pyx_INCREF(__pyx_t_2); __pyx_t_3++; if (unlikely(0 < 0)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 4; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
        #else
        __pyx_t_2 = PySequence_ITEM(__pyx_t_1, __pyx_t_3); __pyx_t_3++; if (unlikely(!__pyx_t_2)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 4; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
        #endif
      } else {
        if (__pyx_t_3 >= PyTuple_GET_SIZE(__pyx_t_1)) break;
        #if CYTHON_COMPILING_IN_CPYTHON
        __pyx_t_2 = PyTuple_GET_ITEM(__pyx_t_1, __pyx_t_3); __Pyx_INCREF(__pyx_t_2); __pyx_t_3++; if (unlikely(0 < 0)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 4; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
        #else
        __pyx_t_2 = PySequence_ITEM(__pyx_t_1, __pyx_t_3); __pyx_t_3++; if (unlikely(!__pyx_t_2)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 4; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
        #endif
      }
    } else {
      __pyx_t_2 = __pyx_t_4(__pyx_t_1);
      if (unlikely(!__pyx_t_2)) {
        PyObject* exc_type = PyErr_Occurred();
        if (exc_type) {
          if (likely(exc_type == PyExc_StopIteration || PyErr_GivenExceptionMatches(exc_type, PyExc_StopIteration))) PyErr_Clear();
          else {__pyx_filename = __pyx_f[0]; __pyx_lineno = 4; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
        }
        break;
      }
      __Pyx_GOTREF(__pyx_t_2);
    }
    __Pyx_XDECREF_SET(__pyx_v_i, __pyx_t_2);
    __pyx_t_2 = 0;
/* … */
  }
  __Pyx_DECREF(__pyx_t_1); __pyx_t_1 = 0;


+5:         a, b = a+b, a

    __pyx_t_2 = PyNumber_Add(__pyx_v_a, __pyx_v_b); if (unlikely(!__pyx_t_2)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 5; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
    __Pyx_GOTREF(__pyx_t_2);
    __pyx_t_5 = __pyx_v_a;
    __Pyx_INCREF(__pyx_t_5);
    __Pyx_DECREF_SET(__pyx_v_a, __pyx_t_2);
    __pyx_t_2 = 0;
    __Pyx_DECREF_SET(__pyx_v_b, __pyx_t_5);
    __pyx_t_5 = 0;


+6:     return a

  __Pyx_XDECREF(__pyx_r);
  __Pyx_INCREF(__pyx_v_a);
  __pyx_r = __pyx_v_a;
  goto __pyx_L0;




%%cython -a
cpdef double cy_fib(int n):
    cdef double a, b
    a = 0
    b = 1
    for i in range(n):
        a, b = a+b, a
    return a
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+1: cpdef double cy_fib(int n):

static PyObject *__pyx_pw_46_cython_magic_fcdfb960513accdd55792903d2ac36a8_1cy_fib(PyObject *__pyx_self, PyObject *__pyx_arg_n); /*proto*/
static double __pyx_f_46_cython_magic_fcdfb960513accdd55792903d2ac36a8_cy_fib(int __pyx_v_n, CYTHON_UNUSED int __pyx_skip_dispatch) {
  double __pyx_v_a;
  double __pyx_v_b;
  CYTHON_UNUSED int __pyx_v_i;
  double __pyx_r;
  __Pyx_RefNannyDeclarations
  __Pyx_RefNannySetupContext("cy_fib", 0);
/* … */
  /* function exit code */
  __pyx_L0:;
  __Pyx_RefNannyFinishContext();
  return __pyx_r;
}

/* Python wrapper */
static PyObject *__pyx_pw_46_cython_magic_fcdfb960513accdd55792903d2ac36a8_1cy_fib(PyObject *__pyx_self, PyObject *__pyx_arg_n); /*proto*/
static PyObject *__pyx_pw_46_cython_magic_fcdfb960513accdd55792903d2ac36a8_1cy_fib(PyObject *__pyx_self, PyObject *__pyx_arg_n) {
  int __pyx_v_n;
  PyObject *__pyx_r = 0;
  __Pyx_RefNannyDeclarations
  __Pyx_RefNannySetupContext("cy_fib (wrapper)", 0);
  assert(__pyx_arg_n); {
    __pyx_v_n = __Pyx_PyInt_As_int(__pyx_arg_n); if (unlikely((__pyx_v_n == (int)-1) && PyErr_Occurred())) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 1; __pyx_clineno = __LINE__; goto __pyx_L3_error;}
  }
  goto __pyx_L4_argument_unpacking_done;
  __pyx_L3_error:;
  __Pyx_AddTraceback("_cython_magic_fcdfb960513accdd55792903d2ac36a8.cy_fib", __pyx_clineno, __pyx_lineno, __pyx_filename);
  __Pyx_RefNannyFinishContext();
  return NULL;
  __pyx_L4_argument_unpacking_done:;
  __pyx_r = __pyx_pf_46_cython_magic_fcdfb960513accdd55792903d2ac36a8_cy_fib(__pyx_self, ((int)__pyx_v_n));
  int __pyx_lineno = 0;
  const char *__pyx_filename = NULL;
  int __pyx_clineno = 0;

  /* function exit code */
  __Pyx_RefNannyFinishContext();
  return __pyx_r;
}

static PyObject *__pyx_pf_46_cython_magic_fcdfb960513accdd55792903d2ac36a8_cy_fib(CYTHON_UNUSED PyObject *__pyx_self, int __pyx_v_n) {
  PyObject *__pyx_r = NULL;
  __Pyx_RefNannyDeclarations
  __Pyx_RefNannySetupContext("cy_fib", 0);
  __Pyx_XDECREF(__pyx_r);
  __pyx_t_1 = PyFloat_FromDouble(__pyx_f_46_cython_magic_fcdfb960513accdd55792903d2ac36a8_cy_fib(__pyx_v_n, 0)); if (unlikely(!__pyx_t_1)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 1; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_1);
  __pyx_r = __pyx_t_1;
  __pyx_t_1 = 0;
  goto __pyx_L0;

  /* function exit code */
  __pyx_L1_error:;
  __Pyx_XDECREF(__pyx_t_1);
  __Pyx_AddTraceback("_cython_magic_fcdfb960513accdd55792903d2ac36a8.cy_fib", __pyx_clineno, __pyx_lineno, __pyx_filename);
  __pyx_r = NULL;
  __pyx_L0:;
  __Pyx_XGIVEREF(__pyx_r);
  __Pyx_RefNannyFinishContext();
  return __pyx_r;
}


 2:     cdef double a, b

+3:     a = 0

  __pyx_v_a = 0.0;


+4:     b = 1

  __pyx_v_b = 1.0;


+5:     for i in range(n):

  __pyx_t_1 = __pyx_v_n;
  for (__pyx_t_2 = 0; __pyx_t_2 < __pyx_t_1; __pyx_t_2+=1) {
    __pyx_v_i = __pyx_t_2;


+6:         a, b = a+b, a

    __pyx_t_3 = (__pyx_v_a + __pyx_v_b);
    __pyx_t_4 = __pyx_v_a;
    __pyx_v_a = __pyx_t_3;
    __pyx_v_b = __pyx_t_4;
  }


+7:     return a

  __pyx_r = __pyx_v_a;
  goto __pyx_L0;




%timeit py_fib(100)
%timeit numba_fib(100)
%timeit cy_fib(100)






100000 loops, best of 3: 8.77 µs per loop
1000000 loops, best of 3: 475 ns per loop
1000000 loops, best of 3: 250 ns per loop









Example: Matrix multiplication

%%cython -a

import numpy as np
cimport numpy as np

def py_mult(u, v):
    m, n = u.shape
    n, p = v.shape
    w = np.zeros((m, p))
    for i in range(m):
        for j in range(p):
            for k in range(n):
                w[i, j] += u[i, k] * v[k, j]
    return w
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 01: 

+02: import numpy as np

  __pyx_t_1 = __Pyx_Import(__pyx_n_s_numpy, 0, -1); if (unlikely(!__pyx_t_1)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 2; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_1);
  if (PyDict_SetItem(__pyx_d, __pyx_n_s_np, __pyx_t_1) < 0) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 2; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_DECREF(__pyx_t_1); __pyx_t_1 = 0;
/* … */
  __pyx_t_1 = PyDict_New(); if (unlikely(!__pyx_t_1)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 2; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_1);
  if (PyDict_SetItem(__pyx_d, __pyx_n_s_test, __pyx_t_1) < 0) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 2; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_DECREF(__pyx_t_1); __pyx_t_1 = 0;


 03: cimport numpy as np

 04: 

+05: def py_mult(u, v):

/* Python wrapper */
static PyObject *__pyx_pw_46_cython_magic_8b0ed1b336ee212d16c30549d84846f5_1py_mult(PyObject *__pyx_self, PyObject *__pyx_args, PyObject *__pyx_kwds); /*proto*/
static PyMethodDef __pyx_mdef_46_cython_magic_8b0ed1b336ee212d16c30549d84846f5_1py_mult = {"py_mult", (PyCFunction)__pyx_pw_46_cython_magic_8b0ed1b336ee212d16c30549d84846f5_1py_mult, METH_VARARGS|METH_KEYWORDS, 0};
static PyObject *__pyx_pw_46_cython_magic_8b0ed1b336ee212d16c30549d84846f5_1py_mult(PyObject *__pyx_self, PyObject *__pyx_args, PyObject *__pyx_kwds) {
  PyObject *__pyx_v_u = 0;
  PyObject *__pyx_v_v = 0;
  PyObject *__pyx_r = 0;
  __Pyx_RefNannyDeclarations
  __Pyx_RefNannySetupContext("py_mult (wrapper)", 0);
  {
    static PyObject **__pyx_pyargnames[] = {&__pyx_n_s_u,&__pyx_n_s_v,0};
    PyObject* values[2] = {0,0};
    if (unlikely(__pyx_kwds)) {
      Py_ssize_t kw_args;
      const Py_ssize_t pos_args = PyTuple_GET_SIZE(__pyx_args);
      switch (pos_args) {
        case  2: values[1] = PyTuple_GET_ITEM(__pyx_args, 1);
        case  1: values[0] = PyTuple_GET_ITEM(__pyx_args, 0);
        case  0: break;
        default: goto __pyx_L5_argtuple_error;
      }
      kw_args = PyDict_Size(__pyx_kwds);
      switch (pos_args) {
        case  0:
        if (likely((values[0] = PyDict_GetItem(__pyx_kwds, __pyx_n_s_u)) != 0)) kw_args--;
        else goto __pyx_L5_argtuple_error;
        case  1:
        if (likely((values[1] = PyDict_GetItem(__pyx_kwds, __pyx_n_s_v)) != 0)) kw_args--;
        else {
          __Pyx_RaiseArgtupleInvalid("py_mult", 1, 2, 2, 1); {__pyx_filename = __pyx_f[0]; __pyx_lineno = 5; __pyx_clineno = __LINE__; goto __pyx_L3_error;}
        }
      }
      if (unlikely(kw_args > 0)) {
        if (unlikely(__Pyx_ParseOptionalKeywords(__pyx_kwds, __pyx_pyargnames, 0, values, pos_args, "py_mult") < 0)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 5; __pyx_clineno = __LINE__; goto __pyx_L3_error;}
      }
    } else if (PyTuple_GET_SIZE(__pyx_args) != 2) {
      goto __pyx_L5_argtuple_error;
    } else {
      values[0] = PyTuple_GET_ITEM(__pyx_args, 0);
      values[1] = PyTuple_GET_ITEM(__pyx_args, 1);
    }
    __pyx_v_u = values[0];
    __pyx_v_v = values[1];
  }
  goto __pyx_L4_argument_unpacking_done;
  __pyx_L5_argtuple_error:;
  __Pyx_RaiseArgtupleInvalid("py_mult", 1, 2, 2, PyTuple_GET_SIZE(__pyx_args)); {__pyx_filename = __pyx_f[0]; __pyx_lineno = 5; __pyx_clineno = __LINE__; goto __pyx_L3_error;}
  __pyx_L3_error:;
  __Pyx_AddTraceback("_cython_magic_8b0ed1b336ee212d16c30549d84846f5.py_mult", __pyx_clineno, __pyx_lineno, __pyx_filename);
  __Pyx_RefNannyFinishContext();
  return NULL;
  __pyx_L4_argument_unpacking_done:;
  __pyx_r = __pyx_pf_46_cython_magic_8b0ed1b336ee212d16c30549d84846f5_py_mult(__pyx_self, __pyx_v_u, __pyx_v_v);
  int __pyx_lineno = 0;
  const char *__pyx_filename = NULL;
  int __pyx_clineno = 0;

  /* function exit code */
  __Pyx_RefNannyFinishContext();
  return __pyx_r;
}

static PyObject *__pyx_pf_46_cython_magic_8b0ed1b336ee212d16c30549d84846f5_py_mult(CYTHON_UNUSED PyObject *__pyx_self, PyObject *__pyx_v_u, PyObject *__pyx_v_v) {
  PyObject *__pyx_v_m = NULL;
  PyObject *__pyx_v_n = NULL;
  PyObject *__pyx_v_p = NULL;
  PyObject *__pyx_v_w = NULL;
  PyObject *__pyx_v_i = NULL;
  PyObject *__pyx_v_j = NULL;
  PyObject *__pyx_v_k = NULL;
  PyObject *__pyx_r = NULL;
  __Pyx_RefNannyDeclarations
  __Pyx_RefNannySetupContext("py_mult", 0);
/* … */
  /* function exit code */
  __pyx_L1_error:;
  __Pyx_XDECREF(__pyx_t_1);
  __Pyx_XDECREF(__pyx_t_2);
  __Pyx_XDECREF(__pyx_t_3);
  __Pyx_XDECREF(__pyx_t_4);
  __Pyx_XDECREF(__pyx_t_6);
  __Pyx_XDECREF(__pyx_t_13);
  __Pyx_XDECREF(__pyx_t_14);
  __Pyx_XDECREF(__pyx_t_15);
  __Pyx_AddTraceback("_cython_magic_8b0ed1b336ee212d16c30549d84846f5.py_mult", __pyx_clineno, __pyx_lineno, __pyx_filename);
  __pyx_r = NULL;
  __pyx_L0:;
  __Pyx_XDECREF(__pyx_v_m);
  __Pyx_XDECREF(__pyx_v_n);
  __Pyx_XDECREF(__pyx_v_p);
  __Pyx_XDECREF(__pyx_v_w);
  __Pyx_XDECREF(__pyx_v_i);
  __Pyx_XDECREF(__pyx_v_j);
  __Pyx_XDECREF(__pyx_v_k);
  __Pyx_XGIVEREF(__pyx_r);
  __Pyx_RefNannyFinishContext();
  return __pyx_r;
}
/* … */
  __pyx_tuple__7 = PyTuple_Pack(9, __pyx_n_s_u, __pyx_n_s_v, __pyx_n_s_m, __pyx_n_s_n, __pyx_n_s_p, __pyx_n_s_w, __pyx_n_s_i, __pyx_n_s_j, __pyx_n_s_k); if (unlikely(!__pyx_tuple__7)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 5; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_tuple__7);
  __Pyx_GIVEREF(__pyx_tuple__7);
/* … */
  __pyx_t_1 = PyCFunction_NewEx(&__pyx_mdef_46_cython_magic_8b0ed1b336ee212d16c30549d84846f5_1py_mult, NULL, __pyx_n_s_cython_magic_8b0ed1b336ee212d16); if (unlikely(!__pyx_t_1)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 5; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_1);
  if (PyDict_SetItem(__pyx_d, __pyx_n_s_py_mult, __pyx_t_1) < 0) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 5; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_DECREF(__pyx_t_1); __pyx_t_1 = 0;


+06:     m, n = u.shape

  __pyx_t_1 = __Pyx_PyObject_GetAttrStr(__pyx_v_u, __pyx_n_s_shape); if (unlikely(!__pyx_t_1)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 6; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_1);
  if ((likely(PyTuple_CheckExact(__pyx_t_1))) || (PyList_CheckExact(__pyx_t_1))) {
    PyObject* sequence = __pyx_t_1;
    #if CYTHON_COMPILING_IN_CPYTHON
    Py_ssize_t size = Py_SIZE(sequence);
    #else
    Py_ssize_t size = PySequence_Size(sequence);
    #endif
    if (unlikely(size != 2)) {
      if (size > 2) __Pyx_RaiseTooManyValuesError(2);
      else if (size >= 0) __Pyx_RaiseNeedMoreValuesError(size);
      {__pyx_filename = __pyx_f[0]; __pyx_lineno = 6; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
    }
    #if CYTHON_COMPILING_IN_CPYTHON
    if (likely(PyTuple_CheckExact(sequence))) {
      __pyx_t_2 = PyTuple_GET_ITEM(sequence, 0);
      __pyx_t_3 = PyTuple_GET_ITEM(sequence, 1);
    } else {
      __pyx_t_2 = PyList_GET_ITEM(sequence, 0);
      __pyx_t_3 = PyList_GET_ITEM(sequence, 1);
    }
    __Pyx_INCREF(__pyx_t_2);
    __Pyx_INCREF(__pyx_t_3);
    #else
    __pyx_t_2 = PySequence_ITEM(sequence, 0); if (unlikely(!__pyx_t_2)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 6; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
    __Pyx_GOTREF(__pyx_t_2);
    __pyx_t_3 = PySequence_ITEM(sequence, 1); if (unlikely(!__pyx_t_3)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 6; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
    __Pyx_GOTREF(__pyx_t_3);
    #endif
    __Pyx_DECREF(__pyx_t_1); __pyx_t_1 = 0;
  } else {
    Py_ssize_t index = -1;
    __pyx_t_4 = PyObject_GetIter(__pyx_t_1); if (unlikely(!__pyx_t_4)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 6; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
    __Pyx_GOTREF(__pyx_t_4);
    __Pyx_DECREF(__pyx_t_1); __pyx_t_1 = 0;
    __pyx_t_5 = Py_TYPE(__pyx_t_4)->tp_iternext;
    index = 0; __pyx_t_2 = __pyx_t_5(__pyx_t_4); if (unlikely(!__pyx_t_2)) goto __pyx_L3_unpacking_failed;
    __Pyx_GOTREF(__pyx_t_2);
    index = 1; __pyx_t_3 = __pyx_t_5(__pyx_t_4); if (unlikely(!__pyx_t_3)) goto __pyx_L3_unpacking_failed;
    __Pyx_GOTREF(__pyx_t_3);
    if (__Pyx_IternextUnpackEndCheck(__pyx_t_5(__pyx_t_4), 2) < 0) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 6; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
    __pyx_t_5 = NULL;
    __Pyx_DECREF(__pyx_t_4); __pyx_t_4 = 0;
    goto __pyx_L4_unpacking_done;
    __pyx_L3_unpacking_failed:;
    __Pyx_DECREF(__pyx_t_4); __pyx_t_4 = 0;
    __pyx_t_5 = NULL;
    if (__Pyx_IterFinish() == 0) __Pyx_RaiseNeedMoreValuesError(index);
    {__pyx_filename = __pyx_f[0]; __pyx_lineno = 6; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
    __pyx_L4_unpacking_done:;
  }
  __pyx_v_m = __pyx_t_2;
  __pyx_t_2 = 0;
  __pyx_v_n = __pyx_t_3;
  __pyx_t_3 = 0;


+07:     n, p = v.shape

  __pyx_t_1 = __Pyx_PyObject_GetAttrStr(__pyx_v_v, __pyx_n_s_shape); if (unlikely(!__pyx_t_1)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 7; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_1);
  if ((likely(PyTuple_CheckExact(__pyx_t_1))) || (PyList_CheckExact(__pyx_t_1))) {
    PyObject* sequence = __pyx_t_1;
    #if CYTHON_COMPILING_IN_CPYTHON
    Py_ssize_t size = Py_SIZE(sequence);
    #else
    Py_ssize_t size = PySequence_Size(sequence);
    #endif
    if (unlikely(size != 2)) {
      if (size > 2) __Pyx_RaiseTooManyValuesError(2);
      else if (size >= 0) __Pyx_RaiseNeedMoreValuesError(size);
      {__pyx_filename = __pyx_f[0]; __pyx_lineno = 7; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
    }
    #if CYTHON_COMPILING_IN_CPYTHON
    if (likely(PyTuple_CheckExact(sequence))) {
      __pyx_t_3 = PyTuple_GET_ITEM(sequence, 0);
      __pyx_t_2 = PyTuple_GET_ITEM(sequence, 1);
    } else {
      __pyx_t_3 = PyList_GET_ITEM(sequence, 0);
      __pyx_t_2 = PyList_GET_ITEM(sequence, 1);
    }
    __Pyx_INCREF(__pyx_t_3);
    __Pyx_INCREF(__pyx_t_2);
    #else
    __pyx_t_3 = PySequence_ITEM(sequence, 0); if (unlikely(!__pyx_t_3)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 7; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
    __Pyx_GOTREF(__pyx_t_3);
    __pyx_t_2 = PySequence_ITEM(sequence, 1); if (unlikely(!__pyx_t_2)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 7; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
    __Pyx_GOTREF(__pyx_t_2);
    #endif
    __Pyx_DECREF(__pyx_t_1); __pyx_t_1 = 0;
  } else {
    Py_ssize_t index = -1;
    __pyx_t_4 = PyObject_GetIter(__pyx_t_1); if (unlikely(!__pyx_t_4)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 7; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
    __Pyx_GOTREF(__pyx_t_4);
    __Pyx_DECREF(__pyx_t_1); __pyx_t_1 = 0;
    __pyx_t_5 = Py_TYPE(__pyx_t_4)->tp_iternext;
    index = 0; __pyx_t_3 = __pyx_t_5(__pyx_t_4); if (unlikely(!__pyx_t_3)) goto __pyx_L5_unpacking_failed;
    __Pyx_GOTREF(__pyx_t_3);
    index = 1; __pyx_t_2 = __pyx_t_5(__pyx_t_4); if (unlikely(!__pyx_t_2)) goto __pyx_L5_unpacking_failed;
    __Pyx_GOTREF(__pyx_t_2);
    if (__Pyx_IternextUnpackEndCheck(__pyx_t_5(__pyx_t_4), 2) < 0) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 7; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
    __pyx_t_5 = NULL;
    __Pyx_DECREF(__pyx_t_4); __pyx_t_4 = 0;
    goto __pyx_L6_unpacking_done;
    __pyx_L5_unpacking_failed:;
    __Pyx_DECREF(__pyx_t_4); __pyx_t_4 = 0;
    __pyx_t_5 = NULL;
    if (__Pyx_IterFinish() == 0) __Pyx_RaiseNeedMoreValuesError(index);
    {__pyx_filename = __pyx_f[0]; __pyx_lineno = 7; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
    __pyx_L6_unpacking_done:;
  }
  __Pyx_DECREF_SET(__pyx_v_n, __pyx_t_3);
  __pyx_t_3 = 0;
  __pyx_v_p = __pyx_t_2;
  __pyx_t_2 = 0;


+08:     w = np.zeros((m, p))

  __pyx_t_2 = __Pyx_GetModuleGlobalName(__pyx_n_s_np); if (unlikely(!__pyx_t_2)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 8; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_2);
  __pyx_t_3 = __Pyx_PyObject_GetAttrStr(__pyx_t_2, __pyx_n_s_zeros); if (unlikely(!__pyx_t_3)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 8; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_3);
  __Pyx_DECREF(__pyx_t_2); __pyx_t_2 = 0;
  __pyx_t_2 = PyTuple_New(2); if (unlikely(!__pyx_t_2)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 8; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_2);
  __Pyx_INCREF(__pyx_v_m);
  PyTuple_SET_ITEM(__pyx_t_2, 0, __pyx_v_m);
  __Pyx_GIVEREF(__pyx_v_m);
  __Pyx_INCREF(__pyx_v_p);
  PyTuple_SET_ITEM(__pyx_t_2, 1, __pyx_v_p);
  __Pyx_GIVEREF(__pyx_v_p);
  __pyx_t_4 = NULL;
  if (CYTHON_COMPILING_IN_CPYTHON && unlikely(PyMethod_Check(__pyx_t_3))) {
    __pyx_t_4 = PyMethod_GET_SELF(__pyx_t_3);
    if (likely(__pyx_t_4)) {
      PyObject* function = PyMethod_GET_FUNCTION(__pyx_t_3);
      __Pyx_INCREF(__pyx_t_4);
      __Pyx_INCREF(function);
      __Pyx_DECREF_SET(__pyx_t_3, function);
    }
  }
  if (!__pyx_t_4) {
    __pyx_t_1 = __Pyx_PyObject_CallOneArg(__pyx_t_3, __pyx_t_2); if (unlikely(!__pyx_t_1)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 8; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
    __Pyx_DECREF(__pyx_t_2); __pyx_t_2 = 0;
    __Pyx_GOTREF(__pyx_t_1);
  } else {
    __pyx_t_6 = PyTuple_New(1+1); if (unlikely(!__pyx_t_6)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 8; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
    __Pyx_GOTREF(__pyx_t_6);
    PyTuple_SET_ITEM(__pyx_t_6, 0, __pyx_t_4); __Pyx_GIVEREF(__pyx_t_4); __pyx_t_4 = NULL;
    PyTuple_SET_ITEM(__pyx_t_6, 0+1, __pyx_t_2);
    __Pyx_GIVEREF(__pyx_t_2);
    __pyx_t_2 = 0;
    __pyx_t_1 = __Pyx_PyObject_Call(__pyx_t_3, __pyx_t_6, NULL); if (unlikely(!__pyx_t_1)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 8; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
    __Pyx_GOTREF(__pyx_t_1);
    __Pyx_DECREF(__pyx_t_6); __pyx_t_6 = 0;
  }
  __Pyx_DECREF(__pyx_t_3); __pyx_t_3 = 0;
  __pyx_v_w = __pyx_t_1;
  __pyx_t_1 = 0;


+09:     for i in range(m):

  __pyx_t_1 = PyTuple_New(1); if (unlikely(!__pyx_t_1)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 9; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_1);
  __Pyx_INCREF(__pyx_v_m);
  PyTuple_SET_ITEM(__pyx_t_1, 0, __pyx_v_m);
  __Pyx_GIVEREF(__pyx_v_m);
  __pyx_t_3 = __Pyx_PyObject_Call(__pyx_builtin_range, __pyx_t_1, NULL); if (unlikely(!__pyx_t_3)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 9; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_3);
  __Pyx_DECREF(__pyx_t_1); __pyx_t_1 = 0;
  if (likely(PyList_CheckExact(__pyx_t_3)) || PyTuple_CheckExact(__pyx_t_3)) {
    __pyx_t_1 = __pyx_t_3; __Pyx_INCREF(__pyx_t_1); __pyx_t_7 = 0;
    __pyx_t_8 = NULL;
  } else {
    __pyx_t_7 = -1; __pyx_t_1 = PyObject_GetIter(__pyx_t_3); if (unlikely(!__pyx_t_1)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 9; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
    __Pyx_GOTREF(__pyx_t_1);
    __pyx_t_8 = Py_TYPE(__pyx_t_1)->tp_iternext; if (unlikely(!__pyx_t_8)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 9; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  }
  __Pyx_DECREF(__pyx_t_3); __pyx_t_3 = 0;
  for (;;) {
    if (likely(!__pyx_t_8)) {
      if (likely(PyList_CheckExact(__pyx_t_1))) {
        if (__pyx_t_7 >= PyList_GET_SIZE(__pyx_t_1)) break;
        #if CYTHON_COMPILING_IN_CPYTHON
        __pyx_t_3 = PyList_GET_ITEM(__pyx_t_1, __pyx_t_7); __Pyx_INCREF(__pyx_t_3); __pyx_t_7++; if (unlikely(0 < 0)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 9; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
        #else
        __pyx_t_3 = PySequence_ITEM(__pyx_t_1, __pyx_t_7); __pyx_t_7++; if (unlikely(!__pyx_t_3)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 9; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
        #endif
      } else {
        if (__pyx_t_7 >= PyTuple_GET_SIZE(__pyx_t_1)) break;
        #if CYTHON_COMPILING_IN_CPYTHON
        __pyx_t_3 = PyTuple_GET_ITEM(__pyx_t_1, __pyx_t_7); __Pyx_INCREF(__pyx_t_3); __pyx_t_7++; if (unlikely(0 < 0)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 9; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
        #else
        __pyx_t_3 = PySequence_ITEM(__pyx_t_1, __pyx_t_7); __pyx_t_7++; if (unlikely(!__pyx_t_3)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 9; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
        #endif
      }
    } else {
      __pyx_t_3 = __pyx_t_8(__pyx_t_1);
      if (unlikely(!__pyx_t_3)) {
        PyObject* exc_type = PyErr_Occurred();
        if (exc_type) {
          if (likely(exc_type == PyExc_StopIteration || PyErr_GivenExceptionMatches(exc_type, PyExc_StopIteration))) PyErr_Clear();
          else {__pyx_filename = __pyx_f[0]; __pyx_lineno = 9; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
        }
        break;
      }
      __Pyx_GOTREF(__pyx_t_3);
    }
    __Pyx_XDECREF_SET(__pyx_v_i, __pyx_t_3);
    __pyx_t_3 = 0;
/* … */
  }
  __Pyx_DECREF(__pyx_t_1); __pyx_t_1 = 0;


+10:         for j in range(p):

    __pyx_t_3 = PyTuple_New(1); if (unlikely(!__pyx_t_3)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 10; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
    __Pyx_GOTREF(__pyx_t_3);
    __Pyx_INCREF(__pyx_v_p);
    PyTuple_SET_ITEM(__pyx_t_3, 0, __pyx_v_p);
    __Pyx_GIVEREF(__pyx_v_p);
    __pyx_t_6 = __Pyx_PyObject_Call(__pyx_builtin_range, __pyx_t_3, NULL); if (unlikely(!__pyx_t_6)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 10; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
    __Pyx_GOTREF(__pyx_t_6);
    __Pyx_DECREF(__pyx_t_3); __pyx_t_3 = 0;
    if (likely(PyList_CheckExact(__pyx_t_6)) || PyTuple_CheckExact(__pyx_t_6)) {
      __pyx_t_3 = __pyx_t_6; __Pyx_INCREF(__pyx_t_3); __pyx_t_9 = 0;
      __pyx_t_10 = NULL;
    } else {
      __pyx_t_9 = -1; __pyx_t_3 = PyObject_GetIter(__pyx_t_6); if (unlikely(!__pyx_t_3)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 10; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
      __Pyx_GOTREF(__pyx_t_3);
      __pyx_t_10 = Py_TYPE(__pyx_t_3)->tp_iternext; if (unlikely(!__pyx_t_10)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 10; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
    }
    __Pyx_DECREF(__pyx_t_6); __pyx_t_6 = 0;
    for (;;) {
      if (likely(!__pyx_t_10)) {
        if (likely(PyList_CheckExact(__pyx_t_3))) {
          if (__pyx_t_9 >= PyList_GET_SIZE(__pyx_t_3)) break;
          #if CYTHON_COMPILING_IN_CPYTHON
          __pyx_t_6 = PyList_GET_ITEM(__pyx_t_3, __pyx_t_9); __Pyx_INCREF(__pyx_t_6); __pyx_t_9++; if (unlikely(0 < 0)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 10; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
          #else
          __pyx_t_6 = PySequence_ITEM(__pyx_t_3, __pyx_t_9); __pyx_t_9++; if (unlikely(!__pyx_t_6)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 10; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
          #endif
        } else {
          if (__pyx_t_9 >= PyTuple_GET_SIZE(__pyx_t_3)) break;
          #if CYTHON_COMPILING_IN_CPYTHON
          __pyx_t_6 = PyTuple_GET_ITEM(__pyx_t_3, __pyx_t_9); __Pyx_INCREF(__pyx_t_6); __pyx_t_9++; if (unlikely(0 < 0)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 10; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
          #else
          __pyx_t_6 = PySequence_ITEM(__pyx_t_3, __pyx_t_9); __pyx_t_9++; if (unlikely(!__pyx_t_6)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 10; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
          #endif
        }
      } else {
        __pyx_t_6 = __pyx_t_10(__pyx_t_3);
        if (unlikely(!__pyx_t_6)) {
          PyObject* exc_type = PyErr_Occurred();
          if (exc_type) {
            if (likely(exc_type == PyExc_StopIteration || PyErr_GivenExceptionMatches(exc_type, PyExc_StopIteration))) PyErr_Clear();
            else {__pyx_filename = __pyx_f[0]; __pyx_lineno = 10; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
          }
          break;
        }
        __Pyx_GOTREF(__pyx_t_6);
      }
      __Pyx_XDECREF_SET(__pyx_v_j, __pyx_t_6);
      __pyx_t_6 = 0;
/* … */
    }
    __Pyx_DECREF(__pyx_t_3); __pyx_t_3 = 0;


+11:             for k in range(n):

      __pyx_t_6 = PyTuple_New(1); if (unlikely(!__pyx_t_6)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 11; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
      __Pyx_GOTREF(__pyx_t_6);
      __Pyx_INCREF(__pyx_v_n);
      PyTuple_SET_ITEM(__pyx_t_6, 0, __pyx_v_n);
      __Pyx_GIVEREF(__pyx_v_n);
      __pyx_t_2 = __Pyx_PyObject_Call(__pyx_builtin_range, __pyx_t_6, NULL); if (unlikely(!__pyx_t_2)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 11; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
      __Pyx_GOTREF(__pyx_t_2);
      __Pyx_DECREF(__pyx_t_6); __pyx_t_6 = 0;
      if (likely(PyList_CheckExact(__pyx_t_2)) || PyTuple_CheckExact(__pyx_t_2)) {
        __pyx_t_6 = __pyx_t_2; __Pyx_INCREF(__pyx_t_6); __pyx_t_11 = 0;
        __pyx_t_12 = NULL;
      } else {
        __pyx_t_11 = -1; __pyx_t_6 = PyObject_GetIter(__pyx_t_2); if (unlikely(!__pyx_t_6)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 11; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
        __Pyx_GOTREF(__pyx_t_6);
        __pyx_t_12 = Py_TYPE(__pyx_t_6)->tp_iternext; if (unlikely(!__pyx_t_12)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 11; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
      }
      __Pyx_DECREF(__pyx_t_2); __pyx_t_2 = 0;
      for (;;) {
        if (likely(!__pyx_t_12)) {
          if (likely(PyList_CheckExact(__pyx_t_6))) {
            if (__pyx_t_11 >= PyList_GET_SIZE(__pyx_t_6)) break;
            #if CYTHON_COMPILING_IN_CPYTHON
            __pyx_t_2 = PyList_GET_ITEM(__pyx_t_6, __pyx_t_11); __Pyx_INCREF(__pyx_t_2); __pyx_t_11++; if (unlikely(0 < 0)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 11; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
            #else
            __pyx_t_2 = PySequence_ITEM(__pyx_t_6, __pyx_t_11); __pyx_t_11++; if (unlikely(!__pyx_t_2)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 11; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
            #endif
          } else {
            if (__pyx_t_11 >= PyTuple_GET_SIZE(__pyx_t_6)) break;
            #if CYTHON_COMPILING_IN_CPYTHON
            __pyx_t_2 = PyTuple_GET_ITEM(__pyx_t_6, __pyx_t_11); __Pyx_INCREF(__pyx_t_2); __pyx_t_11++; if (unlikely(0 < 0)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 11; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
            #else
            __pyx_t_2 = PySequence_ITEM(__pyx_t_6, __pyx_t_11); __pyx_t_11++; if (unlikely(!__pyx_t_2)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 11; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
            #endif
          }
        } else {
          __pyx_t_2 = __pyx_t_12(__pyx_t_6);
          if (unlikely(!__pyx_t_2)) {
            PyObject* exc_type = PyErr_Occurred();
            if (exc_type) {
              if (likely(exc_type == PyExc_StopIteration || PyErr_GivenExceptionMatches(exc_type, PyExc_StopIteration))) PyErr_Clear();
              else {__pyx_filename = __pyx_f[0]; __pyx_lineno = 11; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
            }
            break;
          }
          __Pyx_GOTREF(__pyx_t_2);
        }
        __Pyx_XDECREF_SET(__pyx_v_k, __pyx_t_2);
        __pyx_t_2 = 0;
/* … */
      }
      __Pyx_DECREF(__pyx_t_6); __pyx_t_6 = 0;


+12:                 w[i, j] += u[i, k] * v[k, j]

        __pyx_t_2 = PyTuple_New(2); if (unlikely(!__pyx_t_2)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 12; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
        __Pyx_GOTREF(__pyx_t_2);
        __Pyx_INCREF(__pyx_v_i);
        PyTuple_SET_ITEM(__pyx_t_2, 0, __pyx_v_i);
        __Pyx_GIVEREF(__pyx_v_i);
        __Pyx_INCREF(__pyx_v_j);
        PyTuple_SET_ITEM(__pyx_t_2, 1, __pyx_v_j);
        __Pyx_GIVEREF(__pyx_v_j);
        __pyx_t_4 = PyObject_GetItem(__pyx_v_w, __pyx_t_2); if (unlikely(__pyx_t_4 == NULL)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 12; __pyx_clineno = __LINE__; goto __pyx_L1_error;};
        __Pyx_GOTREF(__pyx_t_4);
        __pyx_t_13 = PyTuple_New(2); if (unlikely(!__pyx_t_13)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 12; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
        __Pyx_GOTREF(__pyx_t_13);
        __Pyx_INCREF(__pyx_v_i);
        PyTuple_SET_ITEM(__pyx_t_13, 0, __pyx_v_i);
        __Pyx_GIVEREF(__pyx_v_i);
        __Pyx_INCREF(__pyx_v_k);
        PyTuple_SET_ITEM(__pyx_t_13, 1, __pyx_v_k);
        __Pyx_GIVEREF(__pyx_v_k);
        __pyx_t_14 = PyObject_GetItem(__pyx_v_u, __pyx_t_13); if (unlikely(__pyx_t_14 == NULL)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 12; __pyx_clineno = __LINE__; goto __pyx_L1_error;};
        __Pyx_GOTREF(__pyx_t_14);
        __Pyx_DECREF(__pyx_t_13); __pyx_t_13 = 0;
        __pyx_t_13 = PyTuple_New(2); if (unlikely(!__pyx_t_13)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 12; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
        __Pyx_GOTREF(__pyx_t_13);
        __Pyx_INCREF(__pyx_v_k);
        PyTuple_SET_ITEM(__pyx_t_13, 0, __pyx_v_k);
        __Pyx_GIVEREF(__pyx_v_k);
        __Pyx_INCREF(__pyx_v_j);
        PyTuple_SET_ITEM(__pyx_t_13, 1, __pyx_v_j);
        __Pyx_GIVEREF(__pyx_v_j);
        __pyx_t_15 = PyObject_GetItem(__pyx_v_v, __pyx_t_13); if (unlikely(__pyx_t_15 == NULL)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 12; __pyx_clineno = __LINE__; goto __pyx_L1_error;};
        __Pyx_GOTREF(__pyx_t_15);
        __Pyx_DECREF(__pyx_t_13); __pyx_t_13 = 0;
        __pyx_t_13 = PyNumber_Multiply(__pyx_t_14, __pyx_t_15); if (unlikely(!__pyx_t_13)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 12; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
        __Pyx_GOTREF(__pyx_t_13);
        __Pyx_DECREF(__pyx_t_14); __pyx_t_14 = 0;
        __Pyx_DECREF(__pyx_t_15); __pyx_t_15 = 0;
        __pyx_t_15 = PyNumber_InPlaceAdd(__pyx_t_4, __pyx_t_13); if (unlikely(!__pyx_t_15)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 12; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
        __Pyx_GOTREF(__pyx_t_15);
        __Pyx_DECREF(__pyx_t_4); __pyx_t_4 = 0;
        __Pyx_DECREF(__pyx_t_13); __pyx_t_13 = 0;
        if (unlikely(PyObject_SetItem(__pyx_v_w, __pyx_t_2, __pyx_t_15) < 0)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 12; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
        __Pyx_DECREF(__pyx_t_15); __pyx_t_15 = 0;
        __Pyx_DECREF(__pyx_t_2); __pyx_t_2 = 0;


+13:     return w

  __Pyx_XDECREF(__pyx_r);
  __Pyx_INCREF(__pyx_v_w);
  __pyx_r = __pyx_v_w;
  goto __pyx_L0;




@jit
def numba_mult(u, v):
    m, n = u.shape
    n, p = v.shape
    w = np.zeros((m, p))
    for i in range(m):
        for j in range(p):
            for k in range(n):
                w[i, j] += u[i, k] * v[k, j]
    return w






%%cython -a
import numpy as np
cimport numpy as np

cimport cython
@cython.boundscheck(False)
@cython.wraparound(False)
def cy_mult(double[:,::1] u, double[:,::1] v):
    m = u.shape[0]
    n = u.shape[1]
    p = v.shape[1]

    cdef int i, j, k
    cdef double[:,::1] w = np.zeros((m, p), dtype=np.float64)
    for i in range(m):
        for j in range(p):
            for k in range(n):
                w[i, j] += u[i, k] * v[k, j]
    return np.asarray(w)










    
    
    



Generated by Cython 0.22

+01: import numpy as np

  __pyx_t_1 = __Pyx_Import(__pyx_n_s_numpy, 0, -1); if (unlikely(!__pyx_t_1)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 1; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_1);
  if (PyDict_SetItem(__pyx_d, __pyx_n_s_np, __pyx_t_1) < 0) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 1; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_DECREF(__pyx_t_1); __pyx_t_1 = 0;
/* … */
  __pyx_t_1 = PyDict_New(); if (unlikely(!__pyx_t_1)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 1; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_1);
  if (PyDict_SetItem(__pyx_d, __pyx_n_s_test, __pyx_t_1) < 0) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 1; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_DECREF(__pyx_t_1); __pyx_t_1 = 0;


 02: cimport numpy as np

 03: 

 04: cimport cython

 05: @cython.boundscheck(False)

 06: @cython.wraparound(False)

+07: def cy_mult(double[:,::1] u, double[:,::1] v):

/* Python wrapper */
static PyObject *__pyx_pw_46_cython_magic_c24e7137ef154798b36e2a1be82a76c6_1cy_mult(PyObject *__pyx_self, PyObject *__pyx_args, PyObject *__pyx_kwds); /*proto*/
static PyMethodDef __pyx_mdef_46_cython_magic_c24e7137ef154798b36e2a1be82a76c6_1cy_mult = {"cy_mult", (PyCFunction)__pyx_pw_46_cython_magic_c24e7137ef154798b36e2a1be82a76c6_1cy_mult, METH_VARARGS|METH_KEYWORDS, 0};
static PyObject *__pyx_pw_46_cython_magic_c24e7137ef154798b36e2a1be82a76c6_1cy_mult(PyObject *__pyx_self, PyObject *__pyx_args, PyObject *__pyx_kwds) {
  __Pyx_memviewslice __pyx_v_u = { 0, 0, { 0 }, { 0 }, { 0 } };
  __Pyx_memviewslice __pyx_v_v = { 0, 0, { 0 }, { 0 }, { 0 } };
  PyObject *__pyx_r = 0;
  __Pyx_RefNannyDeclarations
  __Pyx_RefNannySetupContext("cy_mult (wrapper)", 0);
  {
    static PyObject **__pyx_pyargnames[] = {&__pyx_n_s_u,&__pyx_n_s_v,0};
    PyObject* values[2] = {0,0};
    if (unlikely(__pyx_kwds)) {
      Py_ssize_t kw_args;
      const Py_ssize_t pos_args = PyTuple_GET_SIZE(__pyx_args);
      switch (pos_args) {
        case  2: values[1] = PyTuple_GET_ITEM(__pyx_args, 1);
        case  1: values[0] = PyTuple_GET_ITEM(__pyx_args, 0);
        case  0: break;
        default: goto __pyx_L5_argtuple_error;
      }
      kw_args = PyDict_Size(__pyx_kwds);
      switch (pos_args) {
        case  0:
        if (likely((values[0] = PyDict_GetItem(__pyx_kwds, __pyx_n_s_u)) != 0)) kw_args--;
        else goto __pyx_L5_argtuple_error;
        case  1:
        if (likely((values[1] = PyDict_GetItem(__pyx_kwds, __pyx_n_s_v)) != 0)) kw_args--;
        else {
          __Pyx_RaiseArgtupleInvalid("cy_mult", 1, 2, 2, 1); {__pyx_filename = __pyx_f[0]; __pyx_lineno = 7; __pyx_clineno = __LINE__; goto __pyx_L3_error;}
        }
      }
      if (unlikely(kw_args > 0)) {
        if (unlikely(__Pyx_ParseOptionalKeywords(__pyx_kwds, __pyx_pyargnames, 0, values, pos_args, "cy_mult") < 0)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 7; __pyx_clineno = __LINE__; goto __pyx_L3_error;}
      }
    } else if (PyTuple_GET_SIZE(__pyx_args) != 2) {
      goto __pyx_L5_argtuple_error;
    } else {
      values[0] = PyTuple_GET_ITEM(__pyx_args, 0);
      values[1] = PyTuple_GET_ITEM(__pyx_args, 1);
    }
    __pyx_v_u = __Pyx_PyObject_to_MemoryviewSlice_d_dc_double(values[0]); if (unlikely(!__pyx_v_u.memview)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 7; __pyx_clineno = __LINE__; goto __pyx_L3_error;}
    __pyx_v_v = __Pyx_PyObject_to_MemoryviewSlice_d_dc_double(values[1]); if (unlikely(!__pyx_v_v.memview)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 7; __pyx_clineno = __LINE__; goto __pyx_L3_error;}
  }
  goto __pyx_L4_argument_unpacking_done;
  __pyx_L5_argtuple_error:;
  __Pyx_RaiseArgtupleInvalid("cy_mult", 1, 2, 2, PyTuple_GET_SIZE(__pyx_args)); {__pyx_filename = __pyx_f[0]; __pyx_lineno = 7; __pyx_clineno = __LINE__; goto __pyx_L3_error;}
  __pyx_L3_error:;
  __Pyx_AddTraceback("_cython_magic_c24e7137ef154798b36e2a1be82a76c6.cy_mult", __pyx_clineno, __pyx_lineno, __pyx_filename);
  __Pyx_RefNannyFinishContext();
  return NULL;
  __pyx_L4_argument_unpacking_done:;
  __pyx_r = __pyx_pf_46_cython_magic_c24e7137ef154798b36e2a1be82a76c6_cy_mult(__pyx_self, __pyx_v_u, __pyx_v_v);
  int __pyx_lineno = 0;
  const char *__pyx_filename = NULL;
  int __pyx_clineno = 0;

  /* function exit code */
  __Pyx_RefNannyFinishContext();
  return __pyx_r;
}

static PyObject *__pyx_pf_46_cython_magic_c24e7137ef154798b36e2a1be82a76c6_cy_mult(CYTHON_UNUSED PyObject *__pyx_self, __Pyx_memviewslice __pyx_v_u, __Pyx_memviewslice __pyx_v_v) {
  Py_ssize_t __pyx_v_m;
  Py_ssize_t __pyx_v_n;
  Py_ssize_t __pyx_v_p;
  int __pyx_v_i;
  int __pyx_v_j;
  int __pyx_v_k;
  __Pyx_memviewslice __pyx_v_w = { 0, 0, { 0 }, { 0 }, { 0 } };
  PyObject *__pyx_r = NULL;
  __Pyx_RefNannyDeclarations
  __Pyx_RefNannySetupContext("cy_mult", 0);
/* … */
  /* function exit code */
  __pyx_L1_error:;
  __Pyx_XDECREF(__pyx_t_1);
  __Pyx_XDECREF(__pyx_t_2);
  __Pyx_XDECREF(__pyx_t_3);
  __Pyx_XDECREF(__pyx_t_4);
  __Pyx_XDECREF(__pyx_t_5);
  __PYX_XDEC_MEMVIEW(&__pyx_t_6, 1);
  __Pyx_AddTraceback("_cython_magic_c24e7137ef154798b36e2a1be82a76c6.cy_mult", __pyx_clineno, __pyx_lineno, __pyx_filename);
  __pyx_r = NULL;
  __pyx_L0:;
  __PYX_XDEC_MEMVIEW(&__pyx_v_w, 1);
  __PYX_XDEC_MEMVIEW(&__pyx_v_u, 1);
  __PYX_XDEC_MEMVIEW(&__pyx_v_v, 1);
  __Pyx_XGIVEREF(__pyx_r);
  __Pyx_RefNannyFinishContext();
  return __pyx_r;
}
/* … */
  __pyx_tuple__19 = PyTuple_Pack(9, __pyx_n_s_u, __pyx_n_s_v, __pyx_n_s_m, __pyx_n_s_n, __pyx_n_s_p, __pyx_n_s_i, __pyx_n_s_j, __pyx_n_s_k, __pyx_n_s_w); if (unlikely(!__pyx_tuple__19)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 7; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_tuple__19);
  __Pyx_GIVEREF(__pyx_tuple__19);
/* … */
  __pyx_t_1 = PyCFunction_NewEx(&__pyx_mdef_46_cython_magic_c24e7137ef154798b36e2a1be82a76c6_1cy_mult, NULL, __pyx_n_s_cython_magic_c24e7137ef154798b3); if (unlikely(!__pyx_t_1)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 7; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_1);
  if (PyDict_SetItem(__pyx_d, __pyx_n_s_cy_mult, __pyx_t_1) < 0) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 7; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_DECREF(__pyx_t_1); __pyx_t_1 = 0;
  __pyx_codeobj__20 = (PyObject*)__Pyx_PyCode_New(2, 0, 9, 0, 0, __pyx_empty_bytes, __pyx_empty_tuple, __pyx_empty_tuple, __pyx_tuple__19, __pyx_empty_tuple, __pyx_empty_tuple, __pyx_kp_s_Users_cliburn_ipython_cython__c, __pyx_n_s_cy_mult, 7, __pyx_empty_bytes); if (unlikely(!__pyx_codeobj__20)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 7; __pyx_clineno = __LINE__; goto __pyx_L1_error;}


+08:     m = u.shape[0]

  __pyx_v_m = (__pyx_v_u.shape[0]);


+09:     n = u.shape[1]

  __pyx_v_n = (__pyx_v_u.shape[1]);


+10:     p = v.shape[1]

  __pyx_v_p = (__pyx_v_v.shape[1]);


 11: 

 12:     cdef int i, j, k

+13:     cdef double[:,::1] w = np.zeros((m, p), dtype=np.float64)

  __pyx_t_1 = __Pyx_GetModuleGlobalName(__pyx_n_s_np); if (unlikely(!__pyx_t_1)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 13; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_1);
  __pyx_t_2 = __Pyx_PyObject_GetAttrStr(__pyx_t_1, __pyx_n_s_zeros); if (unlikely(!__pyx_t_2)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 13; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_2);
  __Pyx_DECREF(__pyx_t_1); __pyx_t_1 = 0;
  __pyx_t_1 = PyInt_FromSsize_t(__pyx_v_m); if (unlikely(!__pyx_t_1)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 13; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_1);
  __pyx_t_3 = PyInt_FromSsize_t(__pyx_v_p); if (unlikely(!__pyx_t_3)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 13; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_3);
  __pyx_t_4 = PyTuple_New(2); if (unlikely(!__pyx_t_4)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 13; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_4);
  PyTuple_SET_ITEM(__pyx_t_4, 0, __pyx_t_1);
  __Pyx_GIVEREF(__pyx_t_1);
  PyTuple_SET_ITEM(__pyx_t_4, 1, __pyx_t_3);
  __Pyx_GIVEREF(__pyx_t_3);
  __pyx_t_1 = 0;
  __pyx_t_3 = 0;
  __pyx_t_3 = PyTuple_New(1); if (unlikely(!__pyx_t_3)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 13; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_3);
  PyTuple_SET_ITEM(__pyx_t_3, 0, __pyx_t_4);
  __Pyx_GIVEREF(__pyx_t_4);
  __pyx_t_4 = 0;
  __pyx_t_4 = PyDict_New(); if (unlikely(!__pyx_t_4)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 13; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_4);
  __pyx_t_1 = __Pyx_GetModuleGlobalName(__pyx_n_s_np); if (unlikely(!__pyx_t_1)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 13; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_1);
  __pyx_t_5 = __Pyx_PyObject_GetAttrStr(__pyx_t_1, __pyx_n_s_float64); if (unlikely(!__pyx_t_5)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 13; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_5);
  __Pyx_DECREF(__pyx_t_1); __pyx_t_1 = 0;
  if (PyDict_SetItem(__pyx_t_4, __pyx_n_s_dtype, __pyx_t_5) < 0) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 13; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_DECREF(__pyx_t_5); __pyx_t_5 = 0;
  __pyx_t_5 = __Pyx_PyObject_Call(__pyx_t_2, __pyx_t_3, __pyx_t_4); if (unlikely(!__pyx_t_5)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 13; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_5);
  __Pyx_DECREF(__pyx_t_2); __pyx_t_2 = 0;
  __Pyx_DECREF(__pyx_t_3); __pyx_t_3 = 0;
  __Pyx_DECREF(__pyx_t_4); __pyx_t_4 = 0;
  __pyx_t_6 = __Pyx_PyObject_to_MemoryviewSlice_d_dc_double(__pyx_t_5);
  if (unlikely(!__pyx_t_6.memview)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 13; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_DECREF(__pyx_t_5); __pyx_t_5 = 0;
  __pyx_v_w = __pyx_t_6;
  __pyx_t_6.memview = NULL;
  __pyx_t_6.data = NULL;


+14:     for i in range(m):

  __pyx_t_7 = __pyx_v_m;
  for (__pyx_t_8 = 0; __pyx_t_8 < __pyx_t_7; __pyx_t_8+=1) {
    __pyx_v_i = __pyx_t_8;


+15:         for j in range(p):

    __pyx_t_9 = __pyx_v_p;
    for (__pyx_t_10 = 0; __pyx_t_10 < __pyx_t_9; __pyx_t_10+=1) {
      __pyx_v_j = __pyx_t_10;


+16:             for k in range(n):

      __pyx_t_11 = __pyx_v_n;
      for (__pyx_t_12 = 0; __pyx_t_12 < __pyx_t_11; __pyx_t_12+=1) {
        __pyx_v_k = __pyx_t_12;


+17:                 w[i, j] += u[i, k] * v[k, j]

        __pyx_t_13 = __pyx_v_i;
        __pyx_t_14 = __pyx_v_k;
        __pyx_t_15 = __pyx_v_k;
        __pyx_t_16 = __pyx_v_j;
        __pyx_t_17 = __pyx_v_i;
        __pyx_t_18 = __pyx_v_j;
        *((double *) ( /* dim=1 */ ((char *) (((double *) ( /* dim=0 */ (__pyx_v_w.data + __pyx_t_17 * __pyx_v_w.strides[0]) )) + __pyx_t_18)) )) += ((*((double *) ( /* dim=1 */ ((char *) (((double *) ( /* dim=0 */ (__pyx_v_u.data + __pyx_t_13 * __pyx_v_u.strides[0]) )) + __pyx_t_14)) ))) * (*((double *) ( /* dim=1 */ ((char *) (((double *) ( /* dim=0 */ (__pyx_v_v.data + __pyx_t_15 * __pyx_v_v.strides[0]) )) + __pyx_t_16)) ))));
      }
    }
  }


+18:     return np.asarray(w)

  __Pyx_XDECREF(__pyx_r);
  __pyx_t_4 = __Pyx_GetModuleGlobalName(__pyx_n_s_np); if (unlikely(!__pyx_t_4)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 18; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_4);
  __pyx_t_3 = __Pyx_PyObject_GetAttrStr(__pyx_t_4, __pyx_n_s_asarray); if (unlikely(!__pyx_t_3)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 18; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_3);
  __Pyx_DECREF(__pyx_t_4); __pyx_t_4 = 0;
  __pyx_t_4 = __pyx_memoryview_fromslice(__pyx_v_w, 2, (PyObject *(*)(char *)) __pyx_memview_get_double, (int (*)(char *, PyObject *)) __pyx_memview_set_double, 0);; if (unlikely(!__pyx_t_4)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 18; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_4);
  __pyx_t_2 = NULL;
  if (CYTHON_COMPILING_IN_CPYTHON && unlikely(PyMethod_Check(__pyx_t_3))) {
    __pyx_t_2 = PyMethod_GET_SELF(__pyx_t_3);
    if (likely(__pyx_t_2)) {
      PyObject* function = PyMethod_GET_FUNCTION(__pyx_t_3);
      __Pyx_INCREF(__pyx_t_2);
      __Pyx_INCREF(function);
      __Pyx_DECREF_SET(__pyx_t_3, function);
    }
  }
  if (!__pyx_t_2) {
    __pyx_t_5 = __Pyx_PyObject_CallOneArg(__pyx_t_3, __pyx_t_4); if (unlikely(!__pyx_t_5)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 18; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
    __Pyx_DECREF(__pyx_t_4); __pyx_t_4 = 0;
    __Pyx_GOTREF(__pyx_t_5);
  } else {
    __pyx_t_1 = PyTuple_New(1+1); if (unlikely(!__pyx_t_1)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 18; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
    __Pyx_GOTREF(__pyx_t_1);
    PyTuple_SET_ITEM(__pyx_t_1, 0, __pyx_t_2); __Pyx_GIVEREF(__pyx_t_2); __pyx_t_2 = NULL;
    PyTuple_SET_ITEM(__pyx_t_1, 0+1, __pyx_t_4);
    __Pyx_GIVEREF(__pyx_t_4);
    __pyx_t_4 = 0;
    __pyx_t_5 = __Pyx_PyObject_Call(__pyx_t_3, __pyx_t_1, NULL); if (unlikely(!__pyx_t_5)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 18; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
    __Pyx_GOTREF(__pyx_t_5);
    __Pyx_DECREF(__pyx_t_1); __pyx_t_1 = 0;
  }
  __Pyx_DECREF(__pyx_t_3); __pyx_t_3 = 0;
  __pyx_r = __pyx_t_5;
  __pyx_t_5 = 0;
  goto __pyx_L0;




m = 50
n = 30
p = 40
u = np.random.random((m, n))
v = np.random.random((n, p))






%timeit -n 10 np.dot(u, v)
%timeit -n 10 py_mult(u, v)
%timeit -n 10 numba_mult(u, v)
%timeit -n 10 cy_mult(u, v)






10 loops, best of 3: 16 µs per loop
10 loops, best of 3: 46 ms per loop
10 loops, best of 3: 74.2 µs per loop
10 loops, best of 3: 205 µs per loop









Example: Pairwise distance matrix


Python

def py_euclidean(vs, i, j):
    n = vs.shape[1]
    d = 0.0
    for k in range(n):
        t = vs[i, k] - vs[j, k]
        d += t*t
    return np.sqrt(d)

def py_pairwise(vs, dist):
    n = len(vs)
    ds = np.empty((n, n))
    for i in range(n):
        for j in range(n):
            if i == j:
                ds[i, j] = 0
            elif i > j:
                ds[i, j] = ds[j, i]
            else:
                ds[i, j] = dist(vs, i, j)
    return ds






vs = np.random.random((100, 100))






py_pairwise(vs, py_euclidean)






array([[ 0.    ,  4.0287,  4.0001, ...,  4.3067,  4.0137,  4.2026],
       [ 4.0287,  0.    ,  3.7854, ...,  3.7035,  3.8681,  4.2034],
       [ 4.0001,  3.7854,  0.    , ...,  4.0247,  4.2126,  4.0511],
       ...,
       [ 4.3067,  3.7035,  4.0247, ...,  0.    ,  3.8594,  4.4682],
       [ 4.0137,  3.8681,  4.2126, ...,  3.8594,  0.    ,  4.1816],
       [ 4.2026,  4.2034,  4.0511, ...,  4.4682,  4.1816,  0.    ]])











Profiling code

%timeit py_pairwise(vs, py_euclidean)






1 loops, best of 3: 520 ms per loop






prof = %prun -r -q py_pairwise(vs, py_euclidean)






prof.sort_stats('time').print_stats(10);






      10006 function calls in 0.569 seconds

Ordered by: internal time

ncalls  tottime  percall  cumtime  percall filename:lineno(function)
  4950    0.551    0.000    0.559    0.000 <ipython-input-14-bdacffbdf484>:1(py_euclidean)
     1    0.010    0.010    0.569    0.569 <ipython-input-14-bdacffbdf484>:9(py_pairwise)
  5051    0.008    0.000    0.008    0.000 {range}
     1    0.000    0.000    0.000    0.000 {numpy.core.multiarray.empty}
     1    0.000    0.000    0.569    0.569 <string>:1(<module>)
     1    0.000    0.000    0.000    0.000 {len}
     1    0.000    0.000    0.000    0.000 {method 'disable' of '_lsprof.Profiler' objects}









Numba

@jit(nopython=True)
def numba_euclidean(vs, i, j):
    n = vs.shape[1]
    d = 0.0
    for k in range(n):
        t = vs[i, k] - vs[j, k]
        d += t*t
    return np.sqrt(d)

@jit
def numba_pairwise(vs, dist):
    n = vs.shape[0]
    ds = np.empty((n, n))
    for i in range(n):
        for j in range(n):
            if i == j:
                ds[i, j] = 0
            elif i > j:
                ds[i, j] = ds[j, i]
            else:
                ds[i, j] = dist(vs, i, j)
    return ds






%timeit -n 100 py_euclidean(vs, 0, 1)
%timeit -n 100 numba_euclidean(vs, 0, 1)






100 loops, best of 3: 111 µs per loop
100 loops, best of 3: 1.12 µs per loop






%timeit -n 10 py_pairwise(vs, py_euclidean)
%timeit -n 10 numba_pairwise(vs, numba_euclidean)






10 loops, best of 3: 537 ms per loop
10 loops, best of 3: 6.44 ms per loop






prof = %prun -r -q numba_pairwise(vs, numba_euclidean)






prof.sort_stats('time').print_stats(10);






      28 function calls in 0.014 seconds

Ordered by: internal time

ncalls  tottime  percall  cumtime  percall filename:lineno(function)
     1    0.014    0.014    0.014    0.014 <string>:1(<module>)
     2    0.000    0.000    0.000    0.000 numpy_support.py:131(map_arrayscalar_type)
     2    0.000    0.000    0.000    0.000 numpy_support.py:80(from_dtype)
     2    0.000    0.000    0.000    0.000 context.py:130(resolve_data_type)
    16    0.000    0.000    0.000    0.000 {isinstance}
     2    0.000    0.000    0.000    0.000 dispatcher.py:178(typeof_pyval)
     2    0.000    0.000    0.000    0.000 numpy_support.py:144(is_array)
     1    0.000    0.000    0.000    0.000 {method 'disable' of '_lsprof.Profiler' objects}









Cython

%%cython -a -lm
from libc.math cimport sqrt
import numpy as np
cimport numpy as np
cimport cython

# function pointer
ctypedef double (*func)(double[:, ::1], int i, int j)

@cython.boundscheck(False)
@cython.wraparound(False)
cdef double cy_euclidean(double[:, ::1] vs, int i, int j):
    cdef double d = 0.0, t
    cdef int k

    cdef int n = vs.shape[1]
    for k in range(n):
        t = vs[i, k] - vs[j, k]
        d += t*t
    return sqrt(d)

@cython.boundscheck(False)
@cython.wraparound(False)
def cy_pairwise(double[:,::1] vs, metric='euclidean'):
    n = vs.shape[0]
    cdef double[:, ::1] ds = np.empty((n, n))
    cdef int i, j

    cdef func dist
    if metric == 'euclidean':
        dist = &cy_euclidean
    else:
        raise ValueError('Metric not found')

    for i in range(n):
        for j in range(n):
            if i == j:
                ds[i, j] = 0
            elif i > j:
                ds[i, j] = ds[j, i]
            else:
                ds[i, j] = dist(vs, i, j)
    return np.asarray(ds)










    
    
    



Generated by Cython 0.22

+01: from libc.math cimport sqrt

  __pyx_t_1 = PyDict_New(); if (unlikely(!__pyx_t_1)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 1; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_1);
  if (PyDict_SetItem(__pyx_d, __pyx_n_s_test, __pyx_t_1) < 0) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 1; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_DECREF(__pyx_t_1); __pyx_t_1 = 0;


+02: import numpy as np

  __pyx_t_1 = __Pyx_Import(__pyx_n_s_numpy, 0, -1); if (unlikely(!__pyx_t_1)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 2; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_1);
  if (PyDict_SetItem(__pyx_d, __pyx_n_s_np, __pyx_t_1) < 0) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 2; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_DECREF(__pyx_t_1); __pyx_t_1 = 0;


 03: cimport numpy as np

 04: cimport cython

 05: 

 06: # function pointer 

+07: ctypedef double (*func)(double[:, ::1], int i, int j)

typedef double (*__pyx_t_46_cython_magic_b37b7c839d5aa08ad1e5a2ad53e9c211_func)(__Pyx_memviewslice, int, int);


 08: 

 09: @cython.boundscheck(False)

 10: @cython.wraparound(False)

+11: cdef double cy_euclidean(double[:, ::1] vs, int i, int j):

static double __pyx_f_46_cython_magic_b37b7c839d5aa08ad1e5a2ad53e9c211_cy_euclidean(__Pyx_memviewslice __pyx_v_vs, int __pyx_v_i, int __pyx_v_j) {
  double __pyx_v_d;
  double __pyx_v_t;
  int __pyx_v_k;
  int __pyx_v_n;
  double __pyx_r;
  __Pyx_RefNannyDeclarations
  __Pyx_RefNannySetupContext("cy_euclidean", 0);
/* … */
  /* function exit code */
  __pyx_L0:;
  __Pyx_RefNannyFinishContext();
  return __pyx_r;
}


+12:     cdef double d = 0.0, t

  __pyx_v_d = 0.0;


 13:     cdef int k

 14: 

+15:     cdef int n = vs.shape[1]

  __pyx_v_n = (__pyx_v_vs.shape[1]);


+16:     for k in range(n):

  __pyx_t_1 = __pyx_v_n;
  for (__pyx_t_2 = 0; __pyx_t_2 < __pyx_t_1; __pyx_t_2+=1) {
    __pyx_v_k = __pyx_t_2;


+17:         t = vs[i, k] - vs[j, k]

    __pyx_t_3 = __pyx_v_i;
    __pyx_t_4 = __pyx_v_k;
    __pyx_t_5 = __pyx_v_j;
    __pyx_t_6 = __pyx_v_k;
    __pyx_v_t = ((*((double *) ( /* dim=1 */ ((char *) (((double *) ( /* dim=0 */ (__pyx_v_vs.data + __pyx_t_3 * __pyx_v_vs.strides[0]) )) + __pyx_t_4)) ))) - (*((double *) ( /* dim=1 */ ((char *) (((double *) ( /* dim=0 */ (__pyx_v_vs.data + __pyx_t_5 * __pyx_v_vs.strides[0]) )) + __pyx_t_6)) ))));


+18:         d += t*t

    __pyx_v_d = (__pyx_v_d + (__pyx_v_t * __pyx_v_t));
  }


+19:     return sqrt(d)

  __pyx_r = sqrt(__pyx_v_d);
  goto __pyx_L0;


 20: 

 21: @cython.boundscheck(False)

 22: @cython.wraparound(False)

+23: def cy_pairwise(double[:,::1] vs, metric='euclidean'):

/* Python wrapper */
static PyObject *__pyx_pw_46_cython_magic_b37b7c839d5aa08ad1e5a2ad53e9c211_1cy_pairwise(PyObject *__pyx_self, PyObject *__pyx_args, PyObject *__pyx_kwds); /*proto*/
static PyMethodDef __pyx_mdef_46_cython_magic_b37b7c839d5aa08ad1e5a2ad53e9c211_1cy_pairwise = {"cy_pairwise", (PyCFunction)__pyx_pw_46_cython_magic_b37b7c839d5aa08ad1e5a2ad53e9c211_1cy_pairwise, METH_VARARGS|METH_KEYWORDS, 0};
static PyObject *__pyx_pw_46_cython_magic_b37b7c839d5aa08ad1e5a2ad53e9c211_1cy_pairwise(PyObject *__pyx_self, PyObject *__pyx_args, PyObject *__pyx_kwds) {
  __Pyx_memviewslice __pyx_v_vs = { 0, 0, { 0 }, { 0 }, { 0 } };
  PyObject *__pyx_v_metric = 0;
  PyObject *__pyx_r = 0;
  __Pyx_RefNannyDeclarations
  __Pyx_RefNannySetupContext("cy_pairwise (wrapper)", 0);
  {
    static PyObject **__pyx_pyargnames[] = {&__pyx_n_s_vs,&__pyx_n_s_metric,0};
    PyObject* values[2] = {0,0};
    values[1] = ((PyObject *)__pyx_n_s_euclidean);
    if (unlikely(__pyx_kwds)) {
      Py_ssize_t kw_args;
      const Py_ssize_t pos_args = PyTuple_GET_SIZE(__pyx_args);
      switch (pos_args) {
        case  2: values[1] = PyTuple_GET_ITEM(__pyx_args, 1);
        case  1: values[0] = PyTuple_GET_ITEM(__pyx_args, 0);
        case  0: break;
        default: goto __pyx_L5_argtuple_error;
      }
      kw_args = PyDict_Size(__pyx_kwds);
      switch (pos_args) {
        case  0:
        if (likely((values[0] = PyDict_GetItem(__pyx_kwds, __pyx_n_s_vs)) != 0)) kw_args--;
        else goto __pyx_L5_argtuple_error;
        case  1:
        if (kw_args > 0) {
          PyObject* value = PyDict_GetItem(__pyx_kwds, __pyx_n_s_metric);
          if (value) { values[1] = value; kw_args--; }
        }
      }
      if (unlikely(kw_args > 0)) {
        if (unlikely(__Pyx_ParseOptionalKeywords(__pyx_kwds, __pyx_pyargnames, 0, values, pos_args, "cy_pairwise") < 0)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 23; __pyx_clineno = __LINE__; goto __pyx_L3_error;}
      }
    } else {
      switch (PyTuple_GET_SIZE(__pyx_args)) {
        case  2: values[1] = PyTuple_GET_ITEM(__pyx_args, 1);
        case  1: values[0] = PyTuple_GET_ITEM(__pyx_args, 0);
        break;
        default: goto __pyx_L5_argtuple_error;
      }
    }
    __pyx_v_vs = __Pyx_PyObject_to_MemoryviewSlice_d_dc_double(values[0]); if (unlikely(!__pyx_v_vs.memview)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 23; __pyx_clineno = __LINE__; goto __pyx_L3_error;}
    __pyx_v_metric = values[1];
  }
  goto __pyx_L4_argument_unpacking_done;
  __pyx_L5_argtuple_error:;
  __Pyx_RaiseArgtupleInvalid("cy_pairwise", 0, 1, 2, PyTuple_GET_SIZE(__pyx_args)); {__pyx_filename = __pyx_f[0]; __pyx_lineno = 23; __pyx_clineno = __LINE__; goto __pyx_L3_error;}
  __pyx_L3_error:;
  __Pyx_AddTraceback("_cython_magic_b37b7c839d5aa08ad1e5a2ad53e9c211.cy_pairwise", __pyx_clineno, __pyx_lineno, __pyx_filename);
  __Pyx_RefNannyFinishContext();
  return NULL;
  __pyx_L4_argument_unpacking_done:;
  __pyx_r = __pyx_pf_46_cython_magic_b37b7c839d5aa08ad1e5a2ad53e9c211_cy_pairwise(__pyx_self, __pyx_v_vs, __pyx_v_metric);
  int __pyx_lineno = 0;
  const char *__pyx_filename = NULL;
  int __pyx_clineno = 0;

  /* function exit code */
  __Pyx_RefNannyFinishContext();
  return __pyx_r;
}

static PyObject *__pyx_pf_46_cython_magic_b37b7c839d5aa08ad1e5a2ad53e9c211_cy_pairwise(CYTHON_UNUSED PyObject *__pyx_self, __Pyx_memviewslice __pyx_v_vs, PyObject *__pyx_v_metric) {
  Py_ssize_t __pyx_v_n;
  __Pyx_memviewslice __pyx_v_ds = { 0, 0, { 0 }, { 0 }, { 0 } };
  int __pyx_v_i;
  int __pyx_v_j;
  __pyx_t_46_cython_magic_b37b7c839d5aa08ad1e5a2ad53e9c211_func __pyx_v_dist;
  PyObject *__pyx_r = NULL;
  __Pyx_RefNannyDeclarations
  __Pyx_RefNannySetupContext("cy_pairwise", 0);
/* … */
  /* function exit code */
  __pyx_L1_error:;
  __Pyx_XDECREF(__pyx_t_1);
  __Pyx_XDECREF(__pyx_t_2);
  __Pyx_XDECREF(__pyx_t_3);
  __Pyx_XDECREF(__pyx_t_4);
  __Pyx_XDECREF(__pyx_t_5);
  __PYX_XDEC_MEMVIEW(&__pyx_t_6, 1);
  __Pyx_AddTraceback("_cython_magic_b37b7c839d5aa08ad1e5a2ad53e9c211.cy_pairwise", __pyx_clineno, __pyx_lineno, __pyx_filename);
  __pyx_r = NULL;
  __pyx_L0:;
  __PYX_XDEC_MEMVIEW(&__pyx_v_ds, 1);
  __PYX_XDEC_MEMVIEW(&__pyx_v_vs, 1);
  __Pyx_XGIVEREF(__pyx_r);
  __Pyx_RefNannyFinishContext();
  return __pyx_r;
}
/* … */
  __pyx_tuple__20 = PyTuple_Pack(7, __pyx_n_s_vs, __pyx_n_s_metric, __pyx_n_s_n, __pyx_n_s_ds, __pyx_n_s_i, __pyx_n_s_j, __pyx_n_s_dist); if (unlikely(!__pyx_tuple__20)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 23; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_tuple__20);
  __Pyx_GIVEREF(__pyx_tuple__20);
/* … */
  __pyx_t_1 = PyCFunction_NewEx(&__pyx_mdef_46_cython_magic_b37b7c839d5aa08ad1e5a2ad53e9c211_1cy_pairwise, NULL, __pyx_n_s_cython_magic_b37b7c839d5aa08ad1); if (unlikely(!__pyx_t_1)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 23; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_1);
  if (PyDict_SetItem(__pyx_d, __pyx_n_s_cy_pairwise, __pyx_t_1) < 0) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 23; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_DECREF(__pyx_t_1); __pyx_t_1 = 0;
  __pyx_codeobj__21 = (PyObject*)__Pyx_PyCode_New(2, 0, 7, 0, 0, __pyx_empty_bytes, __pyx_empty_tuple, __pyx_empty_tuple, __pyx_tuple__20, __pyx_empty_tuple, __pyx_empty_tuple, __pyx_kp_s_Users_cliburn_ipython_cython__c, __pyx_n_s_cy_pairwise, 23, __pyx_empty_bytes); if (unlikely(!__pyx_codeobj__21)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 23; __pyx_clineno = __LINE__; goto __pyx_L1_error;}


+24:     n = vs.shape[0]

  __pyx_v_n = (__pyx_v_vs.shape[0]);


+25:     cdef double[:, ::1] ds = np.empty((n, n))

  __pyx_t_2 = __Pyx_GetModuleGlobalName(__pyx_n_s_np); if (unlikely(!__pyx_t_2)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 25; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_2);
  __pyx_t_3 = __Pyx_PyObject_GetAttrStr(__pyx_t_2, __pyx_n_s_empty); if (unlikely(!__pyx_t_3)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 25; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_3);
  __Pyx_DECREF(__pyx_t_2); __pyx_t_2 = 0;
  __pyx_t_2 = PyInt_FromSsize_t(__pyx_v_n); if (unlikely(!__pyx_t_2)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 25; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_2);
  __pyx_t_4 = PyInt_FromSsize_t(__pyx_v_n); if (unlikely(!__pyx_t_4)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 25; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_4);
  __pyx_t_5 = PyTuple_New(2); if (unlikely(!__pyx_t_5)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 25; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_5);
  PyTuple_SET_ITEM(__pyx_t_5, 0, __pyx_t_2);
  __Pyx_GIVEREF(__pyx_t_2);
  PyTuple_SET_ITEM(__pyx_t_5, 1, __pyx_t_4);
  __Pyx_GIVEREF(__pyx_t_4);
  __pyx_t_2 = 0;
  __pyx_t_4 = 0;
  __pyx_t_4 = NULL;
  if (CYTHON_COMPILING_IN_CPYTHON && unlikely(PyMethod_Check(__pyx_t_3))) {
    __pyx_t_4 = PyMethod_GET_SELF(__pyx_t_3);
    if (likely(__pyx_t_4)) {
      PyObject* function = PyMethod_GET_FUNCTION(__pyx_t_3);
      __Pyx_INCREF(__pyx_t_4);
      __Pyx_INCREF(function);
      __Pyx_DECREF_SET(__pyx_t_3, function);
    }
  }
  if (!__pyx_t_4) {
    __pyx_t_1 = __Pyx_PyObject_CallOneArg(__pyx_t_3, __pyx_t_5); if (unlikely(!__pyx_t_1)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 25; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
    __Pyx_DECREF(__pyx_t_5); __pyx_t_5 = 0;
    __Pyx_GOTREF(__pyx_t_1);
  } else {
    __pyx_t_2 = PyTuple_New(1+1); if (unlikely(!__pyx_t_2)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 25; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
    __Pyx_GOTREF(__pyx_t_2);
    PyTuple_SET_ITEM(__pyx_t_2, 0, __pyx_t_4); __Pyx_GIVEREF(__pyx_t_4); __pyx_t_4 = NULL;
    PyTuple_SET_ITEM(__pyx_t_2, 0+1, __pyx_t_5);
    __Pyx_GIVEREF(__pyx_t_5);
    __pyx_t_5 = 0;
    __pyx_t_1 = __Pyx_PyObject_Call(__pyx_t_3, __pyx_t_2, NULL); if (unlikely(!__pyx_t_1)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 25; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
    __Pyx_GOTREF(__pyx_t_1);
    __Pyx_DECREF(__pyx_t_2); __pyx_t_2 = 0;
  }
  __Pyx_DECREF(__pyx_t_3); __pyx_t_3 = 0;
  __pyx_t_6 = __Pyx_PyObject_to_MemoryviewSlice_d_dc_double(__pyx_t_1);
  if (unlikely(!__pyx_t_6.memview)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 25; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_DECREF(__pyx_t_1); __pyx_t_1 = 0;
  __pyx_v_ds = __pyx_t_6;
  __pyx_t_6.memview = NULL;
  __pyx_t_6.data = NULL;


 26:     cdef int i, j

 27: 

 28:     cdef func dist

+29:     if metric == 'euclidean':

  __pyx_t_7 = (__Pyx_PyString_Equals(__pyx_v_metric, __pyx_n_s_euclidean, Py_EQ)); if (unlikely(__pyx_t_7 < 0)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 29; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  if (__pyx_t_7) {


+30:         dist = &cy_euclidean

    __pyx_v_dist = (&__pyx_f_46_cython_magic_b37b7c839d5aa08ad1e5a2ad53e9c211_cy_euclidean);
    goto __pyx_L3;
  }
  /*else*/ {


 31:     else:

+32:         raise ValueError('Metric not found')

    __pyx_t_1 = __Pyx_PyObject_Call(__pyx_builtin_ValueError, __pyx_tuple_, NULL); if (unlikely(!__pyx_t_1)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 32; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
    __Pyx_GOTREF(__pyx_t_1);
    __Pyx_Raise(__pyx_t_1, 0, 0, 0);
    __Pyx_DECREF(__pyx_t_1); __pyx_t_1 = 0;
    {__pyx_filename = __pyx_f[0]; __pyx_lineno = 32; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  }
  __pyx_L3:;
/* … */
  __pyx_tuple_ = PyTuple_Pack(1, __pyx_kp_s_Metric_not_found); if (unlikely(!__pyx_tuple_)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 32; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_tuple_);
  __Pyx_GIVEREF(__pyx_tuple_);


 33: 

+34:     for i in range(n):

  __pyx_t_8 = __pyx_v_n;
  for (__pyx_t_9 = 0; __pyx_t_9 < __pyx_t_8; __pyx_t_9+=1) {
    __pyx_v_i = __pyx_t_9;


+35:         for j in range(n):

    __pyx_t_10 = __pyx_v_n;
    for (__pyx_t_11 = 0; __pyx_t_11 < __pyx_t_10; __pyx_t_11+=1) {
      __pyx_v_j = __pyx_t_11;


+36:             if i == j:

      __pyx_t_7 = ((__pyx_v_i == __pyx_v_j) != 0);
      if (__pyx_t_7) {


+37:                 ds[i, j] = 0

        __pyx_t_12 = __pyx_v_i;
        __pyx_t_13 = __pyx_v_j;
        *((double *) ( /* dim=1 */ ((char *) (((double *) ( /* dim=0 */ (__pyx_v_ds.data + __pyx_t_12 * __pyx_v_ds.strides[0]) )) + __pyx_t_13)) )) = 0.0;
        goto __pyx_L8;
      }


+38:             elif i > j:

      __pyx_t_7 = ((__pyx_v_i > __pyx_v_j) != 0);
      if (__pyx_t_7) {


+39:                 ds[i, j] = ds[j, i]

        __pyx_t_14 = __pyx_v_j;
        __pyx_t_15 = __pyx_v_i;
        __pyx_t_16 = __pyx_v_i;
        __pyx_t_17 = __pyx_v_j;
        *((double *) ( /* dim=1 */ ((char *) (((double *) ( /* dim=0 */ (__pyx_v_ds.data + __pyx_t_16 * __pyx_v_ds.strides[0]) )) + __pyx_t_17)) )) = (*((double *) ( /* dim=1 */ ((char *) (((double *) ( /* dim=0 */ (__pyx_v_ds.data + __pyx_t_14 * __pyx_v_ds.strides[0]) )) + __pyx_t_15)) )));
        goto __pyx_L8;
      }
      /*else*/ {


 40:             else:

+41:                 ds[i, j] = dist(vs, i, j)

        __pyx_t_18 = __pyx_v_i;
        __pyx_t_19 = __pyx_v_j;
        *((double *) ( /* dim=1 */ ((char *) (((double *) ( /* dim=0 */ (__pyx_v_ds.data + __pyx_t_18 * __pyx_v_ds.strides[0]) )) + __pyx_t_19)) )) = __pyx_v_dist(__pyx_v_vs, __pyx_v_i, __pyx_v_j);
      }
      __pyx_L8:;
    }
  }


+42:     return np.asarray(ds)

  __Pyx_XDECREF(__pyx_r);
  __pyx_t_3 = __Pyx_GetModuleGlobalName(__pyx_n_s_np); if (unlikely(!__pyx_t_3)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 42; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_3);
  __pyx_t_2 = __Pyx_PyObject_GetAttrStr(__pyx_t_3, __pyx_n_s_asarray); if (unlikely(!__pyx_t_2)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 42; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_2);
  __Pyx_DECREF(__pyx_t_3); __pyx_t_3 = 0;
  __pyx_t_3 = __pyx_memoryview_fromslice(__pyx_v_ds, 2, (PyObject *(*)(char *)) __pyx_memview_get_double, (int (*)(char *, PyObject *)) __pyx_memview_set_double, 0);; if (unlikely(!__pyx_t_3)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 42; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_3);
  __pyx_t_5 = NULL;
  if (CYTHON_COMPILING_IN_CPYTHON && unlikely(PyMethod_Check(__pyx_t_2))) {
    __pyx_t_5 = PyMethod_GET_SELF(__pyx_t_2);
    if (likely(__pyx_t_5)) {
      PyObject* function = PyMethod_GET_FUNCTION(__pyx_t_2);
      __Pyx_INCREF(__pyx_t_5);
      __Pyx_INCREF(function);
      __Pyx_DECREF_SET(__pyx_t_2, function);
    }
  }
  if (!__pyx_t_5) {
    __pyx_t_1 = __Pyx_PyObject_CallOneArg(__pyx_t_2, __pyx_t_3); if (unlikely(!__pyx_t_1)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 42; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
    __Pyx_DECREF(__pyx_t_3); __pyx_t_3 = 0;
    __Pyx_GOTREF(__pyx_t_1);
  } else {
    __pyx_t_4 = PyTuple_New(1+1); if (unlikely(!__pyx_t_4)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 42; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
    __Pyx_GOTREF(__pyx_t_4);
    PyTuple_SET_ITEM(__pyx_t_4, 0, __pyx_t_5); __Pyx_GIVEREF(__pyx_t_5); __pyx_t_5 = NULL;
    PyTuple_SET_ITEM(__pyx_t_4, 0+1, __pyx_t_3);
    __Pyx_GIVEREF(__pyx_t_3);
    __pyx_t_3 = 0;
    __pyx_t_1 = __Pyx_PyObject_Call(__pyx_t_2, __pyx_t_4, NULL); if (unlikely(!__pyx_t_1)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 42; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
    __Pyx_GOTREF(__pyx_t_1);
    __Pyx_DECREF(__pyx_t_4); __pyx_t_4 = 0;
  }
  __Pyx_DECREF(__pyx_t_2); __pyx_t_2 = 0;
  __pyx_r = __pyx_t_1;
  __pyx_t_1 = 0;
  goto __pyx_L0;




%timeit -n 10 py_pairwise(vs, py_euclidean)
%timeit -n 10 numba_pairwise(vs, numba_euclidean)
%timeit -n 10 cy_pairwise(vs)






10 loops, best of 3: 576 ms per loop
10 loops, best of 3: 7.2 ms per loop
10 loops, best of 3: 640 µs per loop









Comparison with optimized C from scipy

from scipy.spatial.distance import pdist

%timeit -n 10 pdist(vs)






10 loops, best of 3: 626 µs per loop









Optimization bake-off

Python is a high-level interpreted language, which greatly reduces the
time taken to prototyte and develop useful statistical programs.
However, the trade-off is that pure Python programs can be orders of
magnitude slower than programs in compiled languages such as C/C++ or
Forran. Hence most numerical and statistical programs often include
interfaces to compiled code (e.g. numpy which is written in C) or more
recently, are just-in-time compiled to native machine code (e.g. numba,
pymc3). Fortunately, it is relatively easy to write custom modules that
comple to native machine code and call them from Pytthon, an important
factor in the popularity of Python as a langugae for scientific and
statistical computing.

We will use the example of calculating the pairwsise Euclidean distance
between all points to illustrate the various methods of interfacing with
native code.

Adapted and extended from
http://nbviewer.ipython.org/url/jakevdp.github.io/downloads/notebooks/NumbaCython.ipynb

A = np.array([[0.0,0.0],[3.0,4.0]])
n = 1000
p = 3
xs = np.random.random((n, p))







Python version

def pdist_python(xs):
    n, p = xs.shape
    D = np.empty((n, n), np.float)
    for i in range(n):
        for j in range(n):
            s = 0.0
            for k in range(p):
                tmp = xs[i,k] - xs[j,k]
                s += tmp * tmp
            D[i, j] = s**0.5
    return D






print pdist_python(A)
%timeit -n 1 pdist_python(xs)






[[ 0.  5.]
 [ 5.  0.]]
1 loops, best of 3: 3.87 s per loop









Numpy version

The numpy version makes use of advanced broadcasting. To follow the code
below, we will have to understand numpy broadcasting rules a little
better. Here is the gist from:

From
http://docs.scipy.org/doc/numpy/reference/arrays.indexing.html#numpy.newaxis

When operating on two arrays, NumPy compares their shapes element-wise.
It starts with the trailing dimensions, and works its way forward. Two
dimensions are compatible when


	they are equal, or

	one of them is 1



Arrays do not need to have the same number of dimensions. When either of
the dimensions compared is one, the larger of the two is used. In other
words, the smaller of two axes is stretched or “copied” to match the
other.


Distance between scalars

x = np.arange(10)
x






array([0, 1, 2, 3, 4, 5, 6, 7, 8, 9])






# if we insert an extra dimension into x with np.newaxis
# we get a (10, 1) matrix
x[:, np.newaxis].shape






(10, 1)






Comparing shape

x[:, None] = 10 x 1
x          =     10






When we subtract the two arrays, broadcasting rules first match the the
trailing axis to 10 (so x[:, None] is stretched to be (10,10)), and then
matching the next axis, x is stretechd to also be (10,10).

# This is the pairwise distance matrix!
x[:, None] - x






array([[ 0, -1, -2, -3, -4, -5, -6, -7, -8, -9],
       [ 1,  0, -1, -2, -3, -4, -5, -6, -7, -8],
       [ 2,  1,  0, -1, -2, -3, -4, -5, -6, -7],
       [ 3,  2,  1,  0, -1, -2, -3, -4, -5, -6],
       [ 4,  3,  2,  1,  0, -1, -2, -3, -4, -5],
       [ 5,  4,  3,  2,  1,  0, -1, -2, -3, -4],
       [ 6,  5,  4,  3,  2,  1,  0, -1, -2, -3],
       [ 7,  6,  5,  4,  3,  2,  1,  0, -1, -2],
       [ 8,  7,  6,  5,  4,  3,  2,  1,  0, -1],
       [ 9,  8,  7,  6,  5,  4,  3,  2,  1,  0]])









Distance between vectors

# Suppose we have a collection of vectors of dimeniosn 2
# In the example below, there are 5 such 2-vectors
# We want to calculate the Euclidean distance
# for all pair-wise comparisons in a 5 x 5 matrix

x = np.arange(10).reshape(5,2)
print x.shape
print x






(5, 2)
[[0 1]
 [2 3]
 [4 5]
 [6 7]
 [8 9]]






x[:, None, :].shape






(5, 1, 2)






Comparing shape

x[:, None, :] = 5 x 1 x 2
x          =        5 x 2






From the rules of broadcasting, we expect the result of subtraction to
be a 5 x 5 x 2 array. To calculate Euclidean distance, we need to find
the square root of the sum of squares for the 5 x 5 collection of
2-vectors.

delta = x[:, None, :] - x
pdist = np.sqrt((delta**2).sum(-1))
pdist






array([[  0.  ,   2.83,   5.66,   8.49,  11.31],
       [  2.83,   0.  ,   2.83,   5.66,   8.49],
       [  5.66,   2.83,   0.  ,   2.83,   5.66],
       [  8.49,   5.66,   2.83,   0.  ,   2.83],
       [ 11.31,   8.49,   5.66,   2.83,   0.  ]])









Finally, we come to the anti-climax - a one-liner function!

def pdist_numpy(xs):
    return np.sqrt(((xs[:,None,:] - xs)**2).sum(-1))






print pdist_numpy(A)
%timeit pdist_numpy(xs)






[[ 0.  5.]
 [ 5.  0.]]
10 loops, best of 3: 94.2 ms per loop











Numexpr version

def pdist_numexpr(xs):
    a = xs[:, np.newaxis, :]
    return np.sqrt(ne.evaluate('sum((a-xs)**2, axis=2)'))






print pdist_numexpr(A)
%timeit pdist_numexpr(xs)






[[ 0.  5.]
 [ 5.  0.]]
10 loops, best of 3: 30.7 ms per loop









Numba version

pdist_numba = jit(pdist_python)






print pdist_numba(A)
%timeit pdist_numba(xs)






[[ 0.  5.]
 [ 5.  0.]]
100 loops, best of 3: 11.7 ms per loop









NumbaPro version

import numbapro
pdist_numbapro = numbapro.jit(pdist_python)






pdist_numbapro(A)
%timeit pdist_numbapro(xs)






100 loops, best of 3: 11.6 ms per loop









Parakeet version

pdist_parakeet = parakeet.jit(pdist_python)






print pdist_parakeet(A)
%timeit pdist_parakeet(xs)






[[ 0.  5.]
 [ 5.  0.]]
100 loops, best of 3: 18.1 ms per loop









Cython version

For more control over the translation to C, most Python scientific
developers will use the Cython package. Essentially, this is a language
that resembles Python with type annotations. The Cython code is then
compiled into native code tranaparently. The great advantage of Cythonn
over ther approaches are:


	A Python program is also valid Cython program, so optimization can
occur incrementally

	Fine degree of control over degree of optimization

	Easy to use - handles details about the C compiler and shared library
generation

	Cythonmagic extension comes built into IPyhton notebook

	Can run parallel code with the nogil decorator

	Fully optimized code runs at thee same speed as C in most cases



%load_ext cythonmagic






The Cython magic has been moved to the Cython package, hence
%load_ext cythonmagic is deprecated; please use %load_ext Cython instead.

Though, because I am nice, I'll still try to load it for you this time.


%%cython

import numpy as np
cimport cython
from libc.math cimport sqrt

@cython.boundscheck(False)
@cython.wraparound(False)
def pdist_cython(double[:, ::1] xs):
    cdef int n = xs.shape[0]
    cdef int p = xs.shape[1]
    cdef double tmp, d
    cdef double[:, ::1] D = np.empty((n, n), dtype=np.float)
    for i in range(n):
        for j in range(n):
            d = 0.0
            for k in range(p):
                tmp = xs[i, k] - xs[j, k]
                d += tmp * tmp
            D[i, j] = sqrt(d)
    return np.asarray(D)






print pdist_cython(A)
%timeit pdist_cython(xs)






[[ 0.  5.]
 [ 5.  0.]]
100 loops, best of 3: 7.09 ms per loop









C version

There are many ways to wrap C code for Python, such as
Cython, Swig or
Boost Python with numpy.
However, the standard library comes with
ctypes, a foreign
function library that can be used to wrap C functions for use in pure
python. This involves a little more work than the other approaches as
shown below.

%%file pdist_c.c
#include <math.h>

void pdist_c(int n, int p, double xs[n*p], double D[n*n]) {
    for (int i=0; i<n; i++) {
        for (int j=0; j<n; j++) {
            double s = 0.0;
            for (int k=0; k<p; k++) {
                double tmp = xs[i*p+k] - xs[j*p+k];
                s += tmp*tmp;
            }
            D[i*n+j] = sqrt(s);
        }
    }
}






Writing pdist_c.c






# Compile to a shared library
# Mac
! gcc -O3 -bundle -undefined dynamic_lookup pdist_c.c -o pdist_c.so
# Linux:
# ! gcc -O3 -fPIC -shared -std=c99 -lm pdist_c.c -o pdist_c.so






from ctypes import CDLL, c_int, c_void_p

def pdist_c(xs):

    # Use ctypes to load the library
    lib = CDLL('./pdist_c.so')

    # We need to give the argument adn return types explicitly
    lib.pdist_c.argtypes = [c_int, c_int, np.ctypeslib.ndpointer(dtype = np.float), np.ctypeslib.ndpointer(dtype = np.float)]
    lib.pdist_c.restype  = c_void_p

    n, p = xs.shape
    D = np.empty((n, n), np.float)

    lib.pdist_c(n, p, xs, D)
    return D






print pdist_c(A)
%timeit pdist_c(xs)






[[ 0.  5.]
 [ 5.  0.]]
100 loops, best of 3: 7.5 ms per loop









C++ version

Using C++ is almost the same as using C. Just add an extern C statement
and use an appropriate C++ compiler.

%%file pdist_cpp.cpp
#include <cmath>

extern "C"

// Variable length arrays are OK for C99 but not legal in C++
// void pdist_cpp(int n, int p, double xs[n*p], double D[n*n]) {
void pdist_cpp(int n, int p, double *xs, double *D) {
    for (int i=0; i<n; i++) {
        for (int j=0; j<n; j++) {
            double s = 0.0;
            for (int k=0; k<p; k++) {
                double tmp = xs[i*p+k] - xs[j*p+k];
                s += tmp*tmp;
            }
            D[i*n+j] = sqrt(s);
        }
    }
}






Writing pdist_cpp.cpp






# Compile to a shared library
! g++ -O3 -bundle -undefined dynamic_lookup pdist_cpp.cpp -o pdist_cpp.so
# Linux:
# ! g++ -O3 -fPIC -shared pdist_cpp.cpp -o pdist_cpp.so






from ctypes import CDLL, c_int, c_void_p

def pdist_cpp(xs):

    # Use ctypes to load the library
    lib = CDLL('./pdist_cpp.so')

    # We need to give the argument adn return types explicitly
    lib.pdist_cpp.argtypes = [c_int, c_int, np.ctypeslib.ndpointer(dtype = np.float), np.ctypeslib.ndpointer(dtype = np.float)]
    lib.pdist_cpp.restype  = c_void_p

    n, p = xs.shape
    D = np.empty((n, n), np.float)

    lib.pdist_cpp(n, p, xs, D)
    return D






print pdist_cpp(A)
%timeit pdist_cpp(xs)






[[ 0.  5.]
 [ 5.  0.]]
100 loops, best of 3: 7.56 ms per loop









Fortran version

%%file pdist_fortran.f90

subroutine pdist_fortran (n, p, A, D)

    integer, intent(in) :: n
    integer, intent(in) :: p
    real(8), intent(in), dimension(n,p) :: A
    real(8), intent(inout), dimension(n,n) :: D

    integer :: i, j, k
    real(8) :: s, tmp
    ! note order of indices is different from C
    do j = 1, n
        do i = 1, n
            s = 0.0
            do k = 1, p
                tmp = A(i, k) - A(j, k)
                s = s + tmp*tmp
            end do
            D(i, j) = sqrt(s)
        end do
    end do
end subroutine






Writing pdist_fortran.f90






! f2py -c -m flib pdist_fortran.f90 > /dev/null






import flib
print flib.pdist_fortran.__doc__






pdist_fortran(a,d,[n,p])

Wrapper for pdist_fortran.

Parameters
----------
a : input rank-2 array('d') with bounds (n,p)
d : in/output rank-2 array('d') with bounds (n,n)

Other Parameters
----------------
n : input int, optional
    Default: shape(a,0)
p : input int, optional
    Default: shape(a,1)


def pdist_fortran(xs):
    import flib
    n, p = xs.shape
    xs = np.array(xs, order='F')
    D = np.empty((n,n), np.float, order='F')
    flib.pdist_fortran(xs, D)
    return D






print pdist_fortran(A)
%timeit pdist_fortran(xs)






[[ 0.  5.]
 [ 5.  0.]]
100 loops, best of 3: 7.23 ms per loop









Bake-off

# Final bake-off

w = 10
print 'Python'.ljust(w),
%timeit pdist_python(xs)
print 'Numpy'.ljust(w),
%timeit pdist_numpy(xs)
print 'Numexpr'.ljust(w),
%timeit pdist_numexpr(xs)
print 'Numba'.ljust(w),
%timeit pdist_numba(xs)
print 'Parakeet'.ljust(w),
%timeit pdist_parakeet(xs)
print 'Cython'.ljust(w),
%timeit pdist_cython(xs)
print 'C'.ljust(w),
%timeit pdist_c(xs)
print 'C++'.ljust(w),
%timeit pdist_cpp(xs)
print 'Fortran'.ljust(w),
%timeit pdist_fortran(xs)

from scipy.spatial.distance import pdist as pdist_scipy
print 'Scipy'.ljust(w),
%timeit pdist_scipy(xs)






Python    1 loops, best of 3: 3.72 s per loop
 Numpy     10 loops, best of 3: 94.3 ms per loop
 Numexpr   10 loops, best of 3: 30.8 ms per loop
 Numba     100 loops, best of 3: 11.7 ms per loop
 Parakeet  100 loops, best of 3: 22 ms per loop
 Cython    100 loops, best of 3: 7.08 ms per loop
 C         100 loops, best of 3: 7.52 ms per loop
 C++       100 loops, best of 3: 7.58 ms per loop
 Fortran   100 loops, best of 3: 7.28 ms per loop
 Scipy     100 loops, best of 3: 4.26 ms per loop






Final optimization: Scipy only calculates for i < j < n since the
pairwise distance matrix is symmetric, and hence takes about half the
time of our solution. Can you modify our pdist_X functions to also
exploit symmetry?




Summary


	Using C, C++ or Fortran give essentially identcial performance

	Of the JIT solutions:
	Cython is the fastest but needs the extra work of type annotations

	numba is almost as fast and simplest to use - just say
jit(functiion)

	numexpr is slightly slower and works best for small numpy
expressions but is also very convenient





	A pure numpy solution also perfroms reasonably and will be the
shortest solutoin (a one-liner in this case)

	The pure python approach is very slow, but serves as a useful
template for converting to native langauge directly or via a JIT
compiler

	Note that the fsatest alternatives are approximately 1000 times
faster than the pure python version for the test problem with n=1000
and p=3.






Recommendations for optimizing Python code


	Does a reliable fast implementiaont already exist? If so, consider
using that

	Start with a numpy/python prototype - if this is fast enough, stop

	See if better use of vectoriazaiton via numpy will help

	Moving to native code:
	Most Python devleopers will use Cython as the tool of choice.
Cython can also be used to access/wrap C/C++ code

	JIT compilation with numba is improving fast and may become
competitive with Cython in the near future

	If the function is “minimal”, it is usually worth considering
numexpr because there is almost no work to be done

	Use C/C++/Fortran if you are fluent in those languages - you have
seen how to call these functions from Python





	If appropriate, consider parallelization (covered in later session)

	As you optimize your code, remmeber:
	Check that is is giving correct results!

	Profile often - it is very hard to preidct the effect of an
optimizaiton in general

	Remember that your time is precious - stop when fast enough

	If getting a bigger, faster machine will sovle the problem, that
is sometimes the best solution







%load_ext version_information

%version_information numpy, scipy, numexpr, numba, numbapro, parakeet, cython, f2py,






	Software
	Version


	Python
	2.7.9 64bit [GCC 4.2.1 (Apple Inc. build 5577)]


	IPython
	3.1.0


	OS
	Darwin 13.4.0 x86_64 i386 64bit


	numpy
	1.9.2


	scipy
	0.15.1


	numexpr
	2.3.1


	numba
	0.17.0


	numbapro
	0.17.1


	parakeet
	0.23.2


	cython
	0.22


	f2py
	f2py


	Thu Apr 09 09:52:28 2015 EDT








Writing Parallel Code

The goal is to desing parallel programs that are flexible, efficient and
simple.

Step 0: Start by profiling a serial program to identify bottlenecks

Step 1: Are there for opportunities for parallism?


	Can tasks be perforemd in parallel?
	Function calls

	Loops





	Can data be split and operated on in parallel?
	Decomposition of arrays along rows, columns, blocks

	Decomposition of trees into sub-trees





	Is there a pipeline with a sequence of stages?
	Data preprocesing and analysis

	Graphics rendering







Step 2: What is the nature of the parallelism?


	Linear
	Embarassingly parallel programs





	Recursive
	Adaptive partitioning methods







Step 3: What is the granularity?


	10s of jobs

	1000s of jobs



Step 4: Choose an algorihtm


	Organize by tasks
	Task parallelism

	Dvidie and conquer





	Organize by data
	Geometric decomposition

	Recursvie decomposition





	Organize by flow
	Pipeline

	Event-based processing







Step 5: Map to program and data structures


	Program structures
	Single program multiple data (SPMD)

	Master/worker

	Loop parallelism

	Fork/join





	Data structures
	Shared data

	Shared queue

	Distributed array







Step 6: Map to parallel environment


	Multi-core shared memrory
	Cython with OpenMP

	multiprocessing

	IPython.cluster





	Multi-computer
	IPython.cluster

	MPI

	Hadoop / Spark





	GPU
	CUDA

	OpenCL







Step 7: Execute, debug, tune in parallel environment


Concepts


	A task is a chunk of work that a parallel Unit of Execution can
do

	A Unit of Execution (UE) is a process or thread

	A Processing Element (PE) is a hardware computational unit - e.g.
a hyperthreaded core

	Load balance refers to how tasks are distributed to Processing
Eleements

	Synchronization occurs when execution must stop at the same point
for all Units of Execution

	Race conditions occur when different Units of Executions compete
for the same resource and the output depends on who gets the resource
first

	Dead locks occur when A is waiting for B and B is waiting for A






Embarassingly parallel programs

Many statistical problems are embarassingly parallel and cna be easily
decomposed into independent tasks or data sets. Here are several
examples:


	Monte Carlo integration

	Mulitiple chains of MCMC

	Boostrap for condence intervals

	Power calculations by simulation

	Permuatation-resampling tests

	Fitting same model on multiple data sets



Other problems are serial at small scale, but can be parallelized at
large scales. For example, EM and MCMC iterations are inherently serial
since there is a dependence on the previous state, but within a single
iteration, there can be many thousands of density calculations (one for
each data poinnt to calculate the likelihood), and this is an
embarassingly parallel problem within a single itneration.

These “low hanging fruits” are great because they offer a path to easy
parallelism with minimal complexity.


Estimating \(\pi\) using Monte Carlo integration

This is clearly a toy example, but the template cna be used for most
embarassingly parallel problems. First we see how much we can speed-up
the serial code by the use of compilation, then we apply parallel
processing for a furhter linear speed-up in the number of processors.

def pi_python(n):
    s = 0
    for i in range(n):
        x = random.uniform(-1, 1)
        y = random.uniform(-1, 1)
        if (x**2 + y**2) < 1:
            s += 1
    return s/n






stats = %prun -r -q pi_python(1000000)






stats.sort_stats('time').print_stats(5);






       4000004 function calls in 2.329 seconds

 Ordered by: internal time
 List reduced from 6 to 5 due to restriction <5>

 ncalls  tottime  percall  cumtime  percall filename:lineno(function)
      1    1.132    1.132    2.329    2.329 <ipython-input-5-fe39fab6b921>:1(pi_python)
2000000    0.956    0.000    1.141    0.000 random.py:358(uniform)
2000000    0.185    0.000    0.185    0.000 {method 'random' of '_random.Random' objects}
      1    0.056    0.056    0.056    0.056 {range}
      1    0.000    0.000    2.329    2.329 <string>:1(<module>)






def pi_numpy(n):
    xs = np.random.uniform(-1, 1, (n,2))
    return 4.0*((xs**2).sum(axis=1).sum() < 1)/n






@jit
def pi_numba(n):
    s = 0
    for i in range(n):
        x = random.uniform(-1, 1)
        y = random.uniform(-1, 1)
        if x**2 + y**2 < 1:
            s += 1
    return s/n






This usse the GNU Scientific lirbary. You may need to instal it

wget ftp://ftp.gnu.org/gnu/gsl/gsl-latest.tar.gz
tar -xzf gsl-latest.tar.gz
cd gsl-1.16
./configure --prefilx=/usr/local
make
make install






and then

pip install cythongsl






%%cython -a -lgsl
import cython
import numpy as np
cimport numpy as np
from cython_gsl cimport gsl_rng_mt19937, gsl_rng, gsl_rng_alloc, gsl_rng_uniform

cdef gsl_rng *r = gsl_rng_alloc(gsl_rng_mt19937)

@cython.cdivision
@cython.boundscheck(False)
@cython.wraparound(False)
def pi_cython(int n):
    cdef int[:] s = np.zeros(n, dtype=np.int32)
    cdef int i = 0
    cdef double x, y
    for i in range(n):
        x = gsl_rng_uniform(r)*2 - 1
        y = gsl_rng_uniform(r)*2 - 1
        s[i] = x**2 + y**2 < 1
    cdef int hits = 0
    for i in range(n):
        hits += s[i]
    return 4.0*hits/n










    
    
    



Generated by Cython 0.22

+01: import cython

  __pyx_t_1 = PyDict_New(); if (unlikely(!__pyx_t_1)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 1; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_1);
  if (PyDict_SetItem(__pyx_d, __pyx_n_s_test, __pyx_t_1) < 0) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 1; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_DECREF(__pyx_t_1); __pyx_t_1 = 0;


+02: import numpy as np

  __pyx_t_1 = __Pyx_Import(__pyx_n_s_numpy, 0, -1); if (unlikely(!__pyx_t_1)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 2; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_1);
  if (PyDict_SetItem(__pyx_d, __pyx_n_s_np, __pyx_t_1) < 0) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 2; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_DECREF(__pyx_t_1); __pyx_t_1 = 0;


 03: cimport numpy as np

 04: from cython_gsl cimport gsl_rng_mt19937, gsl_rng, gsl_rng_alloc, gsl_rng_uniform

 05: 

+06: cdef gsl_rng *r = gsl_rng_alloc(gsl_rng_mt19937)

  __pyx_v_46_cython_magic_f0d9ca082c7b25a08598049bfef2323c_r = gsl_rng_alloc(gsl_rng_mt19937);


 07: 

 08: @cython.cdivision

 09: @cython.boundscheck(False)

 10: @cython.wraparound(False)

+11: def pi_cython(int n):

/* Python wrapper */
static PyObject *__pyx_pw_46_cython_magic_f0d9ca082c7b25a08598049bfef2323c_1pi_cython(PyObject *__pyx_self, PyObject *__pyx_arg_n); /*proto*/
static PyMethodDef __pyx_mdef_46_cython_magic_f0d9ca082c7b25a08598049bfef2323c_1pi_cython = {"pi_cython", (PyCFunction)__pyx_pw_46_cython_magic_f0d9ca082c7b25a08598049bfef2323c_1pi_cython, METH_O, 0};
static PyObject *__pyx_pw_46_cython_magic_f0d9ca082c7b25a08598049bfef2323c_1pi_cython(PyObject *__pyx_self, PyObject *__pyx_arg_n) {
  int __pyx_v_n;
  PyObject *__pyx_r = 0;
  __Pyx_RefNannyDeclarations
  __Pyx_RefNannySetupContext("pi_cython (wrapper)", 0);
  assert(__pyx_arg_n); {
    __pyx_v_n = __Pyx_PyInt_As_int(__pyx_arg_n); if (unlikely((__pyx_v_n == (int)-1) && PyErr_Occurred())) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 11; __pyx_clineno = __LINE__; goto __pyx_L3_error;}
  }
  goto __pyx_L4_argument_unpacking_done;
  __pyx_L3_error:;
  __Pyx_AddTraceback("_cython_magic_f0d9ca082c7b25a08598049bfef2323c.pi_cython", __pyx_clineno, __pyx_lineno, __pyx_filename);
  __Pyx_RefNannyFinishContext();
  return NULL;
  __pyx_L4_argument_unpacking_done:;
  __pyx_r = __pyx_pf_46_cython_magic_f0d9ca082c7b25a08598049bfef2323c_pi_cython(__pyx_self, ((int)__pyx_v_n));
  int __pyx_lineno = 0;
  const char *__pyx_filename = NULL;
  int __pyx_clineno = 0;

  /* function exit code */
  __Pyx_RefNannyFinishContext();
  return __pyx_r;
}

static PyObject *__pyx_pf_46_cython_magic_f0d9ca082c7b25a08598049bfef2323c_pi_cython(CYTHON_UNUSED PyObject *__pyx_self, int __pyx_v_n) {
  __Pyx_memviewslice __pyx_v_s = { 0, 0, { 0 }, { 0 }, { 0 } };
  int __pyx_v_i;
  double __pyx_v_x;
  double __pyx_v_y;
  int __pyx_v_hits;
  PyObject *__pyx_r = NULL;
  __Pyx_RefNannyDeclarations
  __Pyx_RefNannySetupContext("pi_cython", 0);
/* … */
  /* function exit code */
  __pyx_L1_error:;
  __Pyx_XDECREF(__pyx_t_1);
  __Pyx_XDECREF(__pyx_t_2);
  __Pyx_XDECREF(__pyx_t_3);
  __Pyx_XDECREF(__pyx_t_4);
  __Pyx_XDECREF(__pyx_t_5);
  __PYX_XDEC_MEMVIEW(&__pyx_t_6, 1);
  __Pyx_AddTraceback("_cython_magic_f0d9ca082c7b25a08598049bfef2323c.pi_cython", __pyx_clineno, __pyx_lineno, __pyx_filename);
  __pyx_r = NULL;
  __pyx_L0:;
  __PYX_XDEC_MEMVIEW(&__pyx_v_s, 1);
  __Pyx_XGIVEREF(__pyx_r);
  __Pyx_RefNannyFinishContext();
  return __pyx_r;
}
/* … */
  __pyx_tuple__19 = PyTuple_Pack(7, __pyx_n_s_n, __pyx_n_s_n, __pyx_n_s_s, __pyx_n_s_i, __pyx_n_s_x, __pyx_n_s_y, __pyx_n_s_hits); if (unlikely(!__pyx_tuple__19)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 11; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_tuple__19);
  __Pyx_GIVEREF(__pyx_tuple__19);
/* … */
  __pyx_t_1 = PyCFunction_NewEx(&__pyx_mdef_46_cython_magic_f0d9ca082c7b25a08598049bfef2323c_1pi_cython, NULL, __pyx_n_s_cython_magic_f0d9ca082c7b25a085); if (unlikely(!__pyx_t_1)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 11; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_1);
  if (PyDict_SetItem(__pyx_d, __pyx_n_s_pi_cython, __pyx_t_1) < 0) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 11; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_DECREF(__pyx_t_1); __pyx_t_1 = 0;
  __pyx_codeobj__20 = (PyObject*)__Pyx_PyCode_New(1, 0, 7, 0, 0, __pyx_empty_bytes, __pyx_empty_tuple, __pyx_empty_tuple, __pyx_tuple__19, __pyx_empty_tuple, __pyx_empty_tuple, __pyx_kp_s_Users_cliburn_ipython_cython__c, __pyx_n_s_pi_cython, 11, __pyx_empty_bytes); if (unlikely(!__pyx_codeobj__20)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 11; __pyx_clineno = __LINE__; goto __pyx_L1_error;}


+12:     cdef int[:] s = np.zeros(n, dtype=np.int32)

  __pyx_t_1 = __Pyx_GetModuleGlobalName(__pyx_n_s_np); if (unlikely(!__pyx_t_1)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 12; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_1);
  __pyx_t_2 = __Pyx_PyObject_GetAttrStr(__pyx_t_1, __pyx_n_s_zeros); if (unlikely(!__pyx_t_2)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 12; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_2);
  __Pyx_DECREF(__pyx_t_1); __pyx_t_1 = 0;
  __pyx_t_1 = __Pyx_PyInt_From_int(__pyx_v_n); if (unlikely(!__pyx_t_1)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 12; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_1);
  __pyx_t_3 = PyTuple_New(1); if (unlikely(!__pyx_t_3)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 12; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_3);
  PyTuple_SET_ITEM(__pyx_t_3, 0, __pyx_t_1);
  __Pyx_GIVEREF(__pyx_t_1);
  __pyx_t_1 = 0;
  __pyx_t_1 = PyDict_New(); if (unlikely(!__pyx_t_1)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 12; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_1);
  __pyx_t_4 = __Pyx_GetModuleGlobalName(__pyx_n_s_np); if (unlikely(!__pyx_t_4)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 12; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_4);
  __pyx_t_5 = __Pyx_PyObject_GetAttrStr(__pyx_t_4, __pyx_n_s_int32); if (unlikely(!__pyx_t_5)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 12; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_5);
  __Pyx_DECREF(__pyx_t_4); __pyx_t_4 = 0;
  if (PyDict_SetItem(__pyx_t_1, __pyx_n_s_dtype, __pyx_t_5) < 0) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 12; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_DECREF(__pyx_t_5); __pyx_t_5 = 0;
  __pyx_t_5 = __Pyx_PyObject_Call(__pyx_t_2, __pyx_t_3, __pyx_t_1); if (unlikely(!__pyx_t_5)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 12; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_5);
  __Pyx_DECREF(__pyx_t_2); __pyx_t_2 = 0;
  __Pyx_DECREF(__pyx_t_3); __pyx_t_3 = 0;
  __Pyx_DECREF(__pyx_t_1); __pyx_t_1 = 0;
  __pyx_t_6 = __Pyx_PyObject_to_MemoryviewSlice_ds_int(__pyx_t_5);
  if (unlikely(!__pyx_t_6.memview)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 12; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_DECREF(__pyx_t_5); __pyx_t_5 = 0;
  __pyx_v_s = __pyx_t_6;
  __pyx_t_6.memview = NULL;
  __pyx_t_6.data = NULL;


+13:     cdef int i = 0

  __pyx_v_i = 0;


 14:     cdef double x, y

+15:     for i in range(n):

  __pyx_t_7 = __pyx_v_n;
  for (__pyx_t_8 = 0; __pyx_t_8 < __pyx_t_7; __pyx_t_8+=1) {
    __pyx_v_i = __pyx_t_8;


+16:         x = gsl_rng_uniform(r)*2 - 1

    __pyx_v_x = ((gsl_rng_uniform(__pyx_v_46_cython_magic_f0d9ca082c7b25a08598049bfef2323c_r) * 2.0) - 1.0);


+17:         y = gsl_rng_uniform(r)*2 - 1

    __pyx_v_y = ((gsl_rng_uniform(__pyx_v_46_cython_magic_f0d9ca082c7b25a08598049bfef2323c_r) * 2.0) - 1.0);


+18:         s[i] = x**2 + y**2 < 1

    __pyx_t_9 = __pyx_v_i;
    *((int *) ( /* dim=0 */ (__pyx_v_s.data + __pyx_t_9 * __pyx_v_s.strides[0]) )) = ((pow(__pyx_v_x, 2.0) + pow(__pyx_v_y, 2.0)) < 1.0);
  }


+19:     cdef int hits = 0

  __pyx_v_hits = 0;


+20:     for i in range(n):

  __pyx_t_7 = __pyx_v_n;
  for (__pyx_t_8 = 0; __pyx_t_8 < __pyx_t_7; __pyx_t_8+=1) {
    __pyx_v_i = __pyx_t_8;


+21:         hits += s[i]

    __pyx_t_10 = __pyx_v_i;
    __pyx_v_hits = (__pyx_v_hits + (*((int *) ( /* dim=0 */ (__pyx_v_s.data + __pyx_t_10 * __pyx_v_s.strides[0]) ))));
  }


+22:     return 4.0*hits/n

  __Pyx_XDECREF(__pyx_r);
  __pyx_t_5 = PyFloat_FromDouble(((4.0 * __pyx_v_hits) / __pyx_v_n)); if (unlikely(!__pyx_t_5)) {__pyx_filename = __pyx_f[0]; __pyx_lineno = 22; __pyx_clineno = __LINE__; goto __pyx_L1_error;}
  __Pyx_GOTREF(__pyx_t_5);
  __pyx_r = __pyx_t_5;
  __pyx_t_5 = 0;
  goto __pyx_L0;




n = int(1e5)
%timeit pi_python(n)
%timeit pi_numba(n)
%timeit pi_numpy(n)
%timeit pi_cython(n)






10 loops, best of 3: 127 ms per loop
1 loops, best of 3: 146 ms per loop
100 loops, best of 3: 5.18 ms per loop
100 loops, best of 3: 1.95 ms per loop






The bigger the problem, the more scope there is for parallelism

Amhdahls’ law says that the speedup from parallelization is bounded
by the ratio of parallelizable to irreducibly serial code in the
aloorithm. However, for big data analysis, Gustafson’s Law is more
relevant. This says that we are nearly always interested in increasing
the size of the parallelizable bits, and the ratio of parallelizable to
irreducibly serial code is not a static quantity but depends on data
size. For example, Gibbs sampling has an irreducibly serial nature, but
for large samples, each iteration may be able perform PDF evaluations in
parallel for zillions of data points.






Using Multiprocessing


	Documentation

	Tutorial - kerndel density esitmation with
multiprocessing



import multiprocessing

num_procs = multiprocessing.cpu_count()
num_procs






4






def pi_multiprocessing(n):
    """Split a job of length n into num_procs pieces."""
    import multiprocessing
    m = multiprocessing.cpu_count()
    pool = multiprocessing.Pool(m)
    results = pool.map(pi_cython, [n/m]*m)
    pool.close()
    return np.mean(results)






For small jobs, the cost of spawning processes dominates

n = int(1e5)
%timeit pi_cython(n)
%timeit pi_multiprocessing(n)






100 loops, best of 3: 1.95 ms per loop
10 loops, best of 3: 32.6 ms per loop






For larger jobs, we see the expected linear speedup

n = int(1e7)
%timeit pi_numpy(n)
%timeit pi_multiprocessing(n)






1 loops, best of 3: 718 ms per loop
10 loops, best of 3: 148 ms per loop






Not all tasks are embarassingly parallel. In these problems, we need to
communicate across parallel workers. There are two ways to do this - via
shared memory (exemplar is OpenMP) and by explicit communication
mechanisms (exemplar is MPI). Multiprocessing (and GPU computing) can
use both mechanisms.

See MOTW
for examples of communicating across processes with multiprocessing.

Using shared memory can lead to race conditions

from multiprocessing import Pool, Value, Array, Lock, current_process

n = 4
val = Value('i')
arr = Array('i', n)

val.value = 0
for i in range(n):
    arr[i] = 0

def count1(i):
    "Everyone competes to write to val."""
    val.value += 1

def count2(i):
    """Each process has its own slot in arr to write to."""
    ix = current_process().pid % n
    arr[ix] += 1

pool = Pool(n)
pool.map(count1, range(1000))
pool.map(count2, range(1000))

pool.close()
print val.value
print sum(arr)






500
1000









Using IPython parallel for interactive parallel computing

Start a cluster of workers using IPython notebook interface.
Alternatively, enter

ipcluster start -n 4

at the command line.

from IPython.parallel import Client, interactive






Direct view

rc = Client()
print rc.ids
dv = rc[:]






[0, 1, 2, 3]






When a cell is marked with %%px, all commands in that cell get executed
on all engines simultaneously. We’ll use it to load numpy on all
engines.

%px import numpy as np






We can refer to indivudal engines using indexing and slice notation on
the client - for example, to set random seeds.

for i, r in enumerate(rc):
    r.execute('np.random.seed(123)')






%%px

np.random.random(3)






Out[0:2]: array([ 0.69646919,  0.28613933,  0.22685145])






Out[1:2]: array([ 0.69646919,  0.28613933,  0.22685145])






Out[2:2]: array([ 0.69646919,  0.28613933,  0.22685145])






Out[3:2]: array([ 0.69646919,  0.28613933,  0.22685145])






Another way to do this is via the scatter operation.

dv.scatter('seed', [1,1,2,2], block=True)






dv['seed']






[[1], [1], [2], [2]]






%%px

np.random.seed(seed)
np.random.random(3)






Out[0:3]: array([ 0.13436424,  0.84743374,  0.76377462])






Out[1:3]: array([ 0.13436424,  0.84743374,  0.76377462])






Out[2:3]: array([ 0.95603427,  0.94782749,  0.05655137])






Out[3:3]: array([ 0.95603427,  0.94782749,  0.05655137])






We set them to differnet seeds again to do the Monte Carlo integration.

for i, r in enumerate(rc):
    r.execute('np.random.seed(%d)' % i)






%%px

np.random.random(3)






Out[0:4]: array([ 0.5488135 ,  0.71518937,  0.60276338])






Out[1:4]: array([  4.17022005e-01,   7.20324493e-01,   1.14374817e-04])






Out[2:4]: array([ 0.4359949 ,  0.02592623,  0.54966248])






Out[3:4]: array([ 0.5507979 ,  0.70814782,  0.29090474])






We can collect the individual results of remote computation using a
dictionary lookup syntax or use gather to concatenate the resutls.

%%px

x = np.random.random(3)






dv['x']






[array([ 0.5449,  0.4237,  0.6459]),
 array([ 0.3023,  0.1468,  0.0923]),
 array([ 0.4353,  0.4204,  0.3303]),
 array([ 0.5108,  0.8929,  0.8963])]






dv.gather('x', block=True)






array([ 0.5449,  0.4237,  0.6459,  0.3023,  0.1468,  0.0923,  0.4353,
        0.4204,  0.3303,  0.5108,  0.8929,  0.8963])






Finding \(\pi\) simply involves generating random uniforms on each
processor.

%%px
n = 1e7
x = np.random.uniform(-1, 1, (n, 2))
n = (x[:, 0]**2 + x[:,1]**2 < 1).sum()






%precision 8
ns = dv['n']
4*np.sum(ns)/(1e7*len(rc))






3.14143780






In blocking mode (the default), operations on remote engines do not
return until all compuations are done. For long computations, this may
be undesirable and we can ask the engine to return immeidately by using
a non-blocking operation. In this case, what is returned is an Async
type object, which we can query for whether the computation is complete
and if so, retrieve data from it.

dv.scatter('s', np.arange(16), block=False)






<AsyncResult: scatter>






dv['s']






[array([0, 1, 2, 3]),
 array([4, 5, 6, 7]),
 array([ 8,  9, 10, 11]),
 array([12, 13, 14, 15])]






dv.gather('s')






<AsyncMapResult: gather>






dv.gather('s').get()






array([ 0,  1,  2,  3,  4,  5,  6,  7,  8,  9, 10, 11, 12, 13, 14, 15])






ar = dv.map_async(lambda x: x+1, range(10))
ar.ready()






False






ar.ready()






False






ar.get()






[1, 2, 3, 4, 5, 6, 7, 8, 9, 10]






Sometimes the tasks are very unbalanced - some may complete in a short
time, while others ay take a long time. In this case, using a
load_balanced view is more efficient to avoid the risk that a single
engine gets allocated all the long-running tasks.

lv = rc.load_balanced_view()






def wait(n):
    import time
    time.sleep(n)
    return n

dv['wait'] = wait






intervals = [5,1,1,1,1,1,1,1,1,1,1,1,1,5,5,5]






%%time

ar = dv.map(wait, intervals)
ar.get()






CPU times: user 2.75 s, sys: 723 ms, total: 3.47 s
Wall time: 16 s






%%time

ar = lv.map(wait, intervals, balanced=True)
ar.get()






CPU times: user 1.7 s, sys: 459 ms, total: 2.16 s
Wall time: 9.1 s






We need to %load_ext cythonmagic in every engine, and compile the
cython extension in every engine. the simplest way is to do all this in
a %%px cell.

%%px
def python_loop(xs):
    s = 0.0
    for i in range(len(xs)):
        s += xs[i]
    return s






%%px
%load_ext cythonmagic






%%px
%%cython

def cython_loop(double[::1] xs):
    n = xs.shape[0]
    cdef int i
    cdef double s = 0.0
    for i in range(n):
        s += xs[i]
    return s






%%time
%%px
xs = np.random.random(1e7)
s = python_loop(xs)






CPU times: user 900 ms, sys: 195 ms, total: 1.1 s
Wall time: 9.12 s






dv['s']






[4999255.51979800, 5001207.17286485, 5000816.40605527, 4999437.17107215]






%%time
%%px
xs = np.random.random(1e7)
s = cython_loop(xs)






CPU times: user 37.3 ms, sys: 7.5 ms, total: 44.8 ms
Wall time: 376 ms






dv['s']






[5000927.33063748, 4999180.32360687, 5000671.20938849, 4999140.47559244]









Other parallel programming approaches not covered


	MPI: Message Passing Interface

	mpi4py: MPI for Python

	OpenMPI: Open MPI






References


	Parallel Processing in
Python

	Tools for high-performance computing
applications

	Using IPython for Parallel
Computing



%load_ext version_information






%version_information numba, multiprocessing, cython






	Software
	Version


	Python
	2.7.9 64bit [GCC 4.2.1 (Apple Inc. build 5577)]


	IPython
	2.2.0


	OS
	Darwin 13.4.0 x86_64 i386 64bit


	numba
	0.17.0


	multiprocessing
	0.70a1


	cython
	0.22


	Thu Mar 26 16:49:30 2015 EDT








Massively parallel programming with GPUs
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Programming GPUs

CUDA - C/C++ - Fortran - Python OpenCL - C/C++

On GPUs, they both offer about the same level of performance. For
sceintific workflows, they are probably also equivalent. OpenCL is
supported by multiple vendors - NVidia, AMD, Intel IBM, ARM, Qualcomm
etc, while CUDA is only supported by NVidia.

Currently, only CUDA supports direct compilation of code targeting the
GPU from Python (via the Anaconda accelerate compiler), although there
are also wrappers for both CUDA and OpenCL (using Python to generate C
code for compilation). In any case, it will certainly be easier to learn
OpenCL if you have programmed in CUDA since they are very similar.




GPU Architecture


CPU veruss GPU

A CPU is designed to handle complex tasks - time sliciing, virtual
machine emulation, complex control flows and branching, security etc. In
contrast, GPUs only do one thing well - handle billions of repetitive
low level tasks - originally the rendering of triangles in 3D graphics,
and they have thousands of ALUs as compared with the CPUs 4 or 8.. Many
scientific prgorams spend most of their time doing just what GPUs are
good for - handle billions of repetitive low level tasks - and hence the
fidle of GPU computing was born.

Originally, this was called GPCPU (General Purpose GPU programming), and
it required mapping scientific code to the matrix operations for
manipulating traingles. This was insanely difficult to do and took a lot
of dedication. However, with the advent of CUDA and OpenCL, high-level
langagues targeting the GPU, GPU programming is rapidly becoming
mainstream in the scientific community.
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Inside a GPU
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The streaming multiprocessor

Image(url='http://www.orangeowlsolutions.com/wp-content/uploads/2013/03/Fig2.png')









The CUDA Core
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Memory Hiearchy
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Processing flow
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CUDA Kernels
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CUDA execution model
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CUDA threads
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Memoery access levels
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Recap of CUDA Jargon and Concepts






Generations


	Tesla (Compute Capability 1)

	Fermi (Compute Capability 2)

	Kepler (Compute Capability 3)

	Maxwell (current generation - Compute Capability 5)

	Pascal (next generation - not in production yet)



Confusingly, Tesla is also the brand name for NVidia’s GPGPU line of
cards as well as the name for the 1st generation microarchitecture.
Hence you will hear references to NVidia GTX for gaming and MVidia Tesla
for scientific computing. Note that GTX cards can also be used for
scieintifc computing, but lack ECC memory and have crippled double
precisiion abiiities.




Hardware

Host = CPU Device = GPU

A GPU has multiple streaming multiprocessors (SM) that contain


	memory registers for threads to use

	several memory caches
	shared memory

	constant cache

	texture memory

	L1 cache





	thread schedulers

	Several CUDA cores (analagous to streaming processsor in AMD cards) -
number depends on microarchitecture generation
	Each core consists of an Arithmetic logic unit (ALU) that handles
integer and single precision calculations and a Floating point
unit (FPU) that handles double precsion calculations





	Special function units (SFU) for transcendental functions (e.g. log,
exp, sin, cos, sqrt)



For example, a high-end Kepler card has 15 SMs each with 12 groups of 16
(=192) CUDA cores for a total of 2880 CUDA cores (only 2048 threads can
be simultaneoulsy active). Optimal use of CUDA requires feeding data to
the threads fast enough to keep them all busy, which is why it is
important to understand the memory hiearchy.




Device memory types


	Registers (only usable by one thread) - veru, very fast (1 clock
cycle)

	Shared memroy (usable by threads in a thread block) - very fast (a
few clock cyles)
	Organized into 32 banks that can be accessed simultaneously

	However, each concurrent thread needs to access a different bank
or there is a bank conflict

	Banks can only serve one request at a time - a single conflict
doubles the access time





	Device memory (usable by all threads - can transfer to/from CPU) -
very slow (hundreds of clock cycles)
	Global memory is general purpose

	Local memory is optimized for consecutive access by a thread

	Constant memory is for read-only data that will not change over
the course of a kernel execution

	Textture and surface memory are for specialized read-only data
mainly used in graphics routines







Access speed: Global, local, texture, surface << constant << shared,
regiser


	Device memory to host memory bandwidth (PCI) << device memory to
device bandwidth
	few large transfers are better than many small ones

	increase computation to communication ratio





	Device can load 4, 8 or 16-byte words from global memroy into local
registers
	data that is not in one of these multiples (e.g. structs) incurs a
mis-aligned penalty

	mis-alginment is largely mitigated by memory cahces in curent
generation GPU cards







In summary, 3 different problems can impede efficient memory access


	Avoid mis-alignment: when the data units are not in sizes conducive
for transfer from global memory to local registers

	No coalescnce: when requqested by thread of a warp are not laid out
consecutively in memory (stride=1)

	Avoid bank conflict: when multiple concurrentl threads in a block try
to access the same memory bank at the same time






Thread scheduling model

Code in a kernel is executed in groups of 32 threads (Nvidia calls a
group of 32 threads a warp). When one warp is wating on device memory,
the scheduler switches to another ready warp, keeping as many cores busy
as possible.


	Because accessing device memory is so slow, the device coaleseces
global memory loads and stores issued by threads of a warp into as
few transactions as posisble

	Because of coalescence, retrieval is optimal when neigboring threads
(with consecuitve indexes) access consecutive memory locations - i.e.
with a stride of 1

	A stride of 1 is not possible for indexing the higher dimensions of a
multi-dimensinoal array - shared memory is used to overcome this (see
matrix multiplication example) as there is no penalty for strided
access to shared mmemroy

	Similarly, a structure consisting of arrays (SoA) allows for
efficient access, while an array of structures (AoS) does not






Programming model


	The NVidia CUDA compiler nvcc targets a virutal machine known as
the Parallel Thread Execuation (PTX) Instruction Set Architecture
(ISA) that exposes the GPU as a dara parallel computing device

	High level language compilers (CUDA C/C++, CUDA FOrtran, CUDA Pyton)
generate PTX instructions, which are optimized for and translated to
native target-architecture instructions that execute on the GPU

	GPU code is organized as a sequence of kernels (functions executed in
parallel on the GPU)

	Normally only one kernel is exectuted at at time, but concurent
execution of kernles is also possible

	The host launhces kernels, and each kernel can launch sub-kernels

	Threads are grouped into blocks, and blocks are grouped into a grid

	Each thread has a unique index within a block, and each block has a
unique index within a grid

	This means that each thread has a global unique index that can be
used to (say) access a specific array location

	Since the smallest unit that can be scheduled is a warp, the size of
a thread block is always some mulitple of 32 threads

	Currently, the maximumn number of threads in a block for Kepleer is
1024 (32 warps) and the maximum nmber of simultaneous threads is 2048
(64 warps)

	Hence we can launch at most 2 blocks per grid with 1024 threads per
block, or 8 blocks per grid with 256 threads per block and so on






Performance tuning

For optimal performance, the programmer has to juggle


	finding enough parallelism to use all SMs

	finding enouhg parallelism to keep all cores in an SM busy

	optimizing use of registers and shared memory

	optimizing device memory acess for contiguous memory

	organizing data or using the cache to optimize device memroy acccess
for contiguous memory








CUDA Python

We will mostly foucs on the use of CUDA Python via the numbapro
compiler. Low level Python code using the numbapro.cuda module is
similar to CUDA C, and will compile to the same machine code, but with
the benefits of integerating into Python for use of numpy arrays,
convenient I/O, graphics etc.

Optionally, CUDA Python can provide


	Automatic memory transfer
	NumPy arrays are automatically transferred

	CPU -> GPU

	GPU -> CPU





	Automatic work scheduling
	The work is distributed the across all threads on the GPU

	The GPU hardware handles the scheduling





	Automatic GPU memory management
	GPU memory is tied to object lifetime

	freed automatically







but these can be over-riden with explicit control instructions if
desired.
Source

Python CUDA also provides syntactic sugar for obtaining thread identity.
For example,

tx = cuda.threadIdx.x
ty = cuda.threadIdx.y
bx = cuda.blockIdx.x
by = cuda.blockIdx.y
bw = cuda.blockDim.x
bh = cuda.blockDim.y
x = tx + bx * bw
y = ty + by * bh
array[x, y] = something(x, y)






can be abbreivated to

x, y = cuda.grid(2)
array[x, y] = something(x, y)






Decorators are also provided for quick GPU parallelization, and it may
be sufficient to use the high-level decorators jit, autojit,
vectorize and guvectorize for running functoins on the GPU. When
we need fine control, we can always drop back to CUDA Python.




Getting Started with CUDA

from numbapro import cuda, vectorize, guvectorize, check_cuda
from numbapro import void, uint8 , uint32, uint64, int32, int64, float32, float64, f8
import numpy as np






check_cuda()






------------------------------libraries detection-------------------------------
Finding cublas
    located at /Users/cliburn/anaconda/lib/libcublas.6.0.dylib
    trying to open library...       ok
Finding cusparse
    located at /Users/cliburn/anaconda/lib/libcusparse.6.0.dylib
    trying to open library...       ok
Finding cufft
    located at /Users/cliburn/anaconda/lib/libcufft.6.0.dylib
    trying to open library...       ok
Finding curand
    located at /Users/cliburn/anaconda/lib/libcurand.6.0.dylib
    trying to open library...       ok
Finding nvvm
    located at /Users/cliburn/anaconda/lib/libnvvm.2.0.0.dylib
    trying to open library...       ok
    finding libdevice for compute_20...     ok
    finding libdevice for compute_30...     ok
    finding libdevice for compute_35...     ok
-------------------------------hardware detection-------------------------------
Found 1 CUDA devices
id 0         GeForce GTX 760                              [SUPPORTED]
                      compute capability: 3.0
                           pci device id: 0
                              pci bus id: 1
Summary:
    1/1 devices are supported
PASSED






True






Let’s start by doing vector addition on the GPU with a kernel function.
This requires several steps:


	Define the kernel function(s) (code to be run on parallel on the GPU)
	In simplest model, one kernel is executed at a time and then
control returns to CPU

	Many threads execute one kernel





	Allocate space on the CPU for the vectors to be added and the
solution vector

	Copy the vectors onto the GPU

	Run the kernel with grid and blcok dimensions

	Copy the solution vector back to the CPU



Image(url='https://code.msdn.microsoft.com/vstudio/site/view/file/95904/1/Grid-2.png')






Execution rules:


	All threads in a grid execute the same kernel function

	A grid is organized as a 2D array of blocks

	All blocks in a grid have the same dimension

	Total size of a block is limited to 512 or 1024 threads



Definitions:


	gridDim: This variable contains the dimensions of the grid (gridDim.x
and gridDim.y)

	blockIdx: This variable contains the block index within the grid

	blockDim: This variable and contains the dimensions of the block
(blockDim.x, blockDim.y and blockDim.z)

	threadIdx: This variable contains the thread index within the block.




How do we find out the unique global thread identity?

To execute kernels in parallel with CUDA, we launch a grid of blocks of
threads, specifying the number of blocks per grid (bpg) and threads
per block (tpb). The total number of threads launched will be the
product of bpg \(\times\) tpb. This can be in the millions.

Now, in order to decide what thread is doing what, we need to find its
gloabl ID. This is basically just finding an offset given a 2D grid of
3D blocks of 3D threads, but can get very confusing.

1D grid of 1D blocks

bx = cuda.blockIdx.x
bw = cuda.blockDim.x
tx = cuda.threadIdx.x
i = tx + bx * bw






2D grid of 2D blocsk

tx = cuda.threadIdx.x
ty = cuda.threadIdx.y
bx = cuda.blockIdx.x
by = cuda.blockIdx.y
bw = cuda.blockDim.x
bh = cuda.blockDim.y
i = tx + bx * bw
j = ty + by * bh






3D grid of 3D blocks

tx = cuda.threadIdx.x
ty = cuda.threadIdx.y
tz = cuda.threadIdx.z
bx = cuda.blockIdx.x
by = cuda.blockIdx.y
bz = cuda.blockIdx.y
bw = cuda.blockDim.x
bh = cuda.blockDim.y
bd = cuda.blockDim.z
i = tx + bx * bw
j = ty + by * bh
k = tz + bz * hd






More exotic combinations - e.g. 3D grid of 2D blockss are also possible
but uncommon. If you do have a problem that masp to one of these
geometrires, see this
cheatshet
for calculating the global thread index.

Fortunately, these \(1 \times 1\), \(2 \times 2\) and
\(3 \times 3\) patterns are so common that theere is a shorthand
macro proivded in CUDA Python using the grid macro.






Vector addition - the ‘Hello, world’ of CUDA


Version 1 of the kernel

This version does everything explicitly and is essentially what needs to
be done in CUDA C.

@cuda.jit('void(float32[:], float32[:], float32[:])')
def cu_add1(a, b, c):
    """This kernel function will be executed by a thread."""
    bx = cuda.blockIdx.x # which block in the grid?
    bw = cuda.blockDim.x # what is the size of a block?
    tx = cuda.threadIdx.x # unique thread ID within a blcok
    i = tx + bx * bw

    if i > c.size:
        return

    c[i] = a[i] + b[i]









Launching the kernel

device = cuda.get_current_device()

n = 100

# Host memory
a = np.arange(n, dtype=np.float32)
b = np.arange(n, dtype=np.float32)

# Assign equivalent storage on device
da = cuda.to_device(a)
db = cuda.to_device(b)

# Assign storage on device for output
dc = cuda.device_array_like(a)

# Set up enough threads for kernel
tpb = device.WARP_SIZE
bpg = int(np.ceil(float(n)/tpb))
print 'Blocks per grid:', bpg
print 'Threads per block', tpb

# Launch kernel
cu_add1[bpg, tpb](da, db, dc)

# Transfer output from device to host
c = dc.copy_to_host()

print c






Blocks per grid: 4
Threads per block 32
[   0.    2.    4.    6.    8.   10.   12.   14.   16.   18.   20.   22.
   24.   26.   28.   30.   32.   34.   36.   38.   40.   42.   44.   46.
   48.   50.   52.   54.   56.   58.   60.   62.   64.   66.   68.   70.
   72.   74.   76.   78.   80.   82.   84.   86.   88.   90.   92.   94.
   96.   98.  100.  102.  104.  106.  108.  110.  112.  114.  116.  118.
  120.  122.  124.  126.  128.  130.  132.  134.  136.  138.  140.  142.
  144.  146.  148.  150.  152.  154.  156.  158.  160.  162.  164.  166.
  168.  170.  172.  174.  176.  178.  180.  182.  184.  186.  188.  190.
  192.  194.  196.  198.]









Version 2 of the kernel

This version makes use of the dynamic nature of Python to eliminate a
lot of boilerplate code.

@cuda.jit('void(float32[:], float32[:], float32[:])')
def cu_add2(a, b, c):
    """This kernel function will be executed by a thread."""
    i  = cuda.grid(1)

    if i > c.shape[0]:
        return

    c[i] = a[i] + b[i]









Launching the kernel

device = cuda.get_current_device()

n = 100
a = np.arange(n, dtype=np.float32)
b = np.arange(n, dtype=np.float32)
c = np.empty_like(a)

tpb = device.WARP_SIZE
bpg = int(np.ceil(float(n)/tpb))
print 'Blocks per grid:', bpg
print 'Threads per block', tpb

cu_add2[bpg, tpb](a, b, c)
print c






Blocks per grid: 4
Threads per block 32
[   0.    2.    4.    6.    8.   10.   12.   14.   16.   18.   20.   22.
   24.   26.   28.   30.   32.   34.   36.   38.   40.   42.   44.   46.
   48.   50.   52.   54.   56.   58.   60.   62.   64.   66.   68.   70.
   72.   74.   76.   78.   80.   82.   84.   86.   88.   90.   92.   94.
   96.   98.  100.  102.  104.  106.  108.  110.  112.  114.  116.  118.
  120.  122.  124.  126.  128.  130.  132.  134.  136.  138.  140.  142.
  144.  146.  148.  150.  152.  154.  156.  158.  160.  162.  164.  166.
  168.  170.  172.  174.  176.  178.  180.  182.  184.  186.  188.  190.
  192.  194.  196.  198.]







Vector addition with the vectorize decorator

@vectorize(['int64(int64, int64)',
            'float32(float32, float32)',
            'float64(float64, float64)'],
           target='gpu')
def cu_add(a, b):
    return a + b






n = 100
a = np.arange(n, dtype=np.float32)
b = np.arange(n, dtype=np.float32)






c = cu_add(a, b)
print c






[   0.    2.    4.    6.    8.   10.   12.   14.   16.   18.   20.   22.
   24.   26.   28.   30.   32.   34.   36.   38.   40.   42.   44.   46.
   48.   50.   52.   54.   56.   58.   60.   62.   64.   66.   68.   70.
   72.   74.   76.   78.   80.   82.   84.   86.   88.   90.   92.   94.
   96.   98.  100.  102.  104.  106.  108.  110.  112.  114.  116.  118.
  120.  122.  124.  126.  128.  130.  132.  134.  136.  138.  140.  142.
  144.  146.  148.  150.  152.  154.  156.  158.  160.  162.  164.  166.
  168.  170.  172.  174.  176.  178.  180.  182.  184.  186.  188.  190.
  192.  194.  196.  198.]









2D version

@cuda.jit('void(float32[:,:], float32[:,:], float32[:,:])')
def cu_add_2d(a, b, c):
    """This kernel function will be executed by a thread."""
    i, j  = cuda.grid(2)

    if (i < c.shape[0]) and (j < c.shape[1]):
        c[i, j] = a[i, j] + b[i, j]
    cuda.syncthreads()











Low level cuda.jit requires correct instantiation of the kernel with blockspergrid and threadsperblock

device = cuda.get_current_device()

n = 480
p = 320
a = np.random.random((n, p)).astype(np.float32)
b = np.ones((n, p)).astype(np.float32)
c = np.empty_like(a)

threadsperblock = (16, 16)
blockspergrid_x = (n + threadsperblock[0]) // threadsperblock[0]
blockspergrid_y = (p + threadsperblock[1]) // threadsperblock[1]
blockspergrid = (blockspergrid_x, blockspergrid_y)

print blockspergrid, threadsperblock

cu_add_2d[blockspergrid, threadsperblock](a, b, c)
print a[-5:, -5:]
print b[-5:, -5:]
print c[-5:, -5:]






(31, 21) (16, 16)
[[ 0.5805  0.1855  0.956   0.6484  0.6058]
 [ 0.1826  0.969   0.0568  0.0099  0.8153]
 [ 0.976   0.5761  0.7721  0.8327  0.1189]
 [ 0.3401  0.6968  0.7493  0.8439  0.3382]
 [ 0.0203  0.541   0.5694  0.4623  0.5394]]
[[ 1.  1.  1.  1.  1.]
 [ 1.  1.  1.  1.  1.]
 [ 1.  1.  1.  1.  1.]
 [ 1.  1.  1.  1.  1.]
 [ 1.  1.  1.  1.  1.]]
[[ 1.5805  1.1855  1.956   1.6484  1.6058]
 [ 1.1826  1.969   1.0568  1.0099  1.8153]
 [ 1.976   1.5761  1.7721  1.8327  1.1189]
 [ 1.3401  1.6968  1.7493  1.8439  1.3382]
 [ 1.0203  1.541   1.5694  1.4623  1.5394]]









Using vectorize

Note that it is exactly the same function as the 1D version! And it
takes care of how many blocks per grid, threads per block calcuations
for you.

@vectorize(['int64(int64, int64)',
            'float32(float32, float32)',
            'float64(float64, float64)'],
           target='gpu')
def cu_vec_add_2d(a, b):
    return a + b






n = 480
p = 320
a = np.random.random((n, p)).astype(np.float32)
b = np.ones((n, p)).astype(np.float32)

c= cu_vec_add_2d(a, b)

print a[-5:, -5:]
print b[-5:, -5:]
print c[-5:, -5:]






[[ 0.0103  0.1075  0.248   0.9841  0.6077]
 [ 0.2986  0.8319  0.9616  0.037   0.4071]
 [ 0.3979  0.1994  0.6463  0.035   0.0368]
 [ 0.3706  0.879   0.7187  0.5635  0.4726]
 [ 0.4652  0.2049  0.6163  0.0255  0.8036]]
[[ 1.  1.  1.  1.  1.]
 [ 1.  1.  1.  1.  1.]
 [ 1.  1.  1.  1.  1.]
 [ 1.  1.  1.  1.  1.]
 [ 1.  1.  1.  1.  1.]]
[[ 1.0103  1.1075  1.248   1.9841  1.6077]
 [ 1.2986  1.8319  1.9616  1.037   1.4071]
 [ 1.3979  1.1994  1.6463  1.035   1.0368]
 [ 1.3706  1.879   1.7187  1.5635  1.4726]
 [ 1.4652  1.2049  1.6163  1.0255  1.8036]]







Switching execution target

One advantage of the high-level vectorize decorator is that the funciton
code will run without any change on a single core, multiple cores or GPU
by simply chaning the target. This can be used to run the apprropriate
code depending on problem type and size, or as a fallback on machines
that lack a GPU.

# run in parallel on mulitple CPU cores by changing target
@vectorize(['int64(int64, int64)',
            'float64(float32, float32)',
            'float64(float64, float64)'],
           target='parallel')
def mc_add(a, b):
    return a + b

mc_add(a, b)






array([[ 1.5631,  1.3817,  1.2615, ...,  1.3443,  1.8109,  1.4728],
       [ 1.1671,  1.0367,  1.7714, ...,  1.0079,  1.5834,  1.6367],
       [ 1.2247,  1.0565,  1.221 , ...,  1.2337,  1.884 ,  1.4036],
       ...,
       [ 1.5096,  1.8178,  1.1805, ...,  1.6463,  1.035 ,  1.0368],
       [ 1.6514,  1.8149,  1.7942, ...,  1.7187,  1.5635,  1.4726],
       [ 1.8826,  1.9288,  1.6108, ...,  1.6163,  1.0255,  1.8036]])













Performing a reduction on CUDA

A more challenging example is to use CUDA to sum a vector. This is a
reducction and requires communicaiton across threads. In the CUDA model,
only threads within a block can share state efficiently by using shared
memoery as writing to global memory would be disastrously slow.
Therefore, we have to do this in stages - if the shared memory size is
\(k\) numbers, we will need \(n\) stages to sum \(k^n\)
numbers on the GPU.

Coding strategy


	For simplicity, we set up a reduction that only requires 2 stages

	We have an array \(a\) of length \(n\) that we wish to sum

	We consider \(a\) as being made up of a number blocks of size
\(n/k\)

	The CPU will launch a kernel to find the \(k\) partial sums of
\(a\)
	Each sum will be of consecutive \(n/k\) elements in the
original array

	The summation of pairs of numbers is performed by a device-only
sub-kernel launched by the GPU

	The summation is done in 3 steps:
	Each thread in a block writes its values to shared memory in
the location corresponding to the thread index

	Synchronize threads to make sure that all threads have
completed writing before proceeding

	The first thread in the block sums up the values in shared
memory (the rest are idle) and stores in the location
corresponding to the block index









	Finally, the CPU launches the kernel again to sum the partial sums

	For efficiency, we overwrite partial sums in the original vector



Note that other reductions (e.g. min, max) etc follow the same strategy
- just swap the device kernel with another one.

The two strateiges of mapping each operation to a thread and
reduction to combine results from several threads are the basic
buiding blocks of many CUDA algorithms. It is surprising how many
alogrithms can be formulated as combinaitons of mapping and redcution
steps - and we will revisit this pattern with Hadoop/SPARK.

@cuda.jit('int32(int32, int32)', device=True)
def dev_sum(a, b):
    return a + b

@cuda.jit('void(int32[:], int32[:])')
def cu_sum(a, b):
    "Simple implementation of reduction kernel"
    # Allocate static shared memory of 512 (max number of threads per block for CC < 3.0)
    # This limits the maximum block size to 512.
    sa = cuda.shared.array(shape=(612,), dtype=int32)
    tx = cuda.threadIdx.x
    bx = cuda.blockIdx.x
    bw = cuda.blockDim.x
    i = tx + bx * bw
    if i < a.shape[0]:
        sa[tx] = a[i]
        if tx == 0:
            # Uses the first thread of each block to perform the actual
            # reduction
            s = sa[tx]
            cuda.syncthreads()
            for j in range(1, bw):
                s = dev_sum(s, sa[j])
            b[bx] = s

k = 4 # numbers to be added in the partial sum (must be less than or equal to 512)
n = 6*4 # total length of vector to be summed

a = np.random.randint(0, n, n).astype(np.int32)

print 'a =', a
print 'a.sum() = ', a.sum()

d_a = cuda.to_device(a)
d_b = cuda.to_device(b, copy=False)

griddim = (k, 1)
blockdim = (a.size//k, 1)

cu_sum[griddim, blockdim](d_a, d_a)

d_a.to_host()

print 'a =', a

cu_sum[1, griddim](d_a[:k], d_a)

d_a.to_host()

print 'a =', a






a = [14 20 16 11 12  4  2  3  3 16  8 12 12 19  6 15 20 20 20 21  8  5 11 17]
a.sum() =  295
a = [77 44 92 82 12  4  2  3  3 16  8 12 12 19  6 15 20 20 20 21  8  5 11 17]
a = [295  44  92  82  12   4   2   3   3  16   8  12  12  19   6  15  20  20
  20  21   8   5  11  17]









Recreational

We will plot the famous Madnelbrot fractal and compare the code for and
run times of a pure Pythoo with a GPU version.


Pure Python

# color function for point at (x, y)
def mandel(x, y, max_iters):
    c = complex(x, y)
    z = 0.0j
    for i in range(max_iters):
        z = z*z + c
        if z.real*z.real + z.imag*z.imag >= 4:
            return i
    return max_iters






def create_fractal(xmin, xmax, ymin, ymax, image, iters):
    height, width = image.shape

    pixel_size_x = (xmax - xmin)/width
    pixel_size_y = (ymax - ymin)/height

    for x in range(width):
        real = xmin + x*pixel_size_x
        for y in range(height):
            imag = ymin + y*pixel_size_y
            color = mandel(real, imag, iters)
            image[y, x]  = color






gimage = np.zeros((1024, 1536), dtype=np.uint8)
xmin, xmax, ymin, ymax = np.array([-2.0, 1.0, -1.0, 1.0]).astype('float32')
iters = 50

start = timer()
create_fractal(xmin, xmax, ymin, ymax, gimage, iters)
dt = timer() - start

print "Mandelbrot created on CPU in %f s" % dt
plt.imshow(gimage);






Mandelbrot created on CPU in 34.773193 s










Numba

# Reuse regular function on GUO by using jit decorator
# This is using the jit decorator as a function (to avoid copying and pasting code)
import numba
mandel_numba = numba.jit(restype=uint32, argtypes=[float32, float32, uint32])(mandel)






@numba.jit
def create_fractal_numba(xmin, xmax, ymin, ymax, image, iters):
    height, width = image.shape

    pixel_size_x = (xmax - xmin)/width
    pixel_size_y = (ymax - ymin)/height

    for x in range(width):
        real = xmin + x*pixel_size_x
        for y in range(height):
            imag = ymin + y*pixel_size_y
            color = mandel_numba(real, imag, iters)
            image[y, x]  = color






gimage = np.zeros((1024, 1536), dtype=np.uint8)
xmin, xmax, ymin, ymax = np.array([-2.0, 1.0, -1.0, 1.0]).astype('float32')
iters = 50

start = timer()
create_fractal_numba(xmin, xmax, ymin, ymax, gimage, iters)
dt = timer() - start

print "Mandelbrot created on CPU in %f s" % dt
plt.imshow(gimage);






Mandelbrot created on CPU in 0.339179 s










CUDA

# Reuse regular function on GUO by using jit decorator
mandel_gpu = cuda.jit(restype=uint32, argtypes=[float32, float32, uint32], device=True)(mandel)






@cuda.jit(argtypes=[float32, float32, float32, float32, uint8[:,:], uint32])
def create_fractal_kernel(xmin, xmax, ymin, ymax, image, iters):
    height, width = image.shape

    pixel_size_x = (xmax - xmin)/width
    pixel_size_y = (ymax - ymin)/height

    startX, startY = cuda.grid(2)
    gridX = cuda.gridDim.x * cuda.blockDim.x # stride in x
    gridY = cuda.gridDim.y * cuda.blockDim.y # stride in y

    for x in range(startX, width, gridX):
        real = xmin + x*pixel_size_x
        for y in range(startY, height, gridY):
            imag = ymin + y*pixel_size_y
            color = mandel_gpu(real, imag, iters)
            image[y, x]  = color






gimage = np.zeros((1024, 1536), dtype=np.uint8)
blockdim = (32, 8)
griddim = (32, 16)
xmin, xmax, ymin, ymax = np.array([-2.0, 1.0, -1.0, 1.0]).astype('float32')
iters = 50

start = timer()
d_image = cuda.to_device(gimage)
create_fractal_kernel[griddim, blockdim](xmin, xmax, ymin, ymax, d_image, iters)
d_image.to_host()
dt = timer() - start

print "Mandelbrot created on GPU in %f s" % dt
plt.imshow(gimage);






Mandelbrot created on GPU in 0.010257 s








Using CUDA liraries

See documentation at http://docs.continuum.io/numbapro/cudalib.html






Matrix multiplication wiht cublas

import numbapro.cudalib.cublas as cublas
blas = cublas.Blas()

n =100
A = np.random.random((n, n)).astype(np.float32)
B = np.random.random((n, n)).astype(np.float32)
C = np.zeros_like(A, order='F')

blas.gemm('T', 'T', n, n, n, 1.0, A, B, 1.0, C)

assert(np.allclose(np.dot(A, B), C))









Random numbers with curand

from numbapro.cudalib import curand
prng = curand.PRNG()
prng.seed = 123

@vectorize('float32(float32)', target='gpu')
def shift(x):
    return x*2 - 1

n = 1e7
x = np.empty(n*2).astype(np.float32)
prng.uniform(x)
r = shift(x).reshape((n, 2))
pi_hat =4*(r[:,0]**2 + r[:,1]**2 < 1).sum()/n
pi_hat






3.1409









FFT and IFFT

import numbapro.cudalib.cufft as cufft






num = 4
v = np.random.normal(0, 1, (num, 2))
z = v[:,0] + 1j*v[:,1]
print "{:<20}".format('Original'), z

x_gpu = np.zeros(num, dtype='complex')
cufft.fft(z, x_gpu)
print "{:<20}".format('CUDA FFT'), x_gpu

x_cpu = np.fft.fft(z)
print "{:<20}".format('CPU  FFT'), x_cpu

# NVidia IFFT returns unnormalzied results
cufft.ifft(x_gpu, z)
print "{:<20}".format('CUDA IFFT'), z/num

x_cpu = np.fft.ifft(x_cpu)
print "{:<20}".format('CPU  IFFT'), x_cpu






Original             [ 0.8236-0.564j   0.0743-1.0426j  0.3215+1.0885j -0.7250-1.7846j]
CUDA FFT             [ 0.4944-2.3028j  1.2440-2.4518j  1.7958+3.3518j -0.2400-0.853j ]
CPU  FFT             [ 0.4944-2.3028j  1.2440-2.4518j  1.7958+3.3518j -0.2400-0.853j ]
CUDA IFFT            [ 0.8236-0.564j   0.0743-1.0426j  0.3215+1.0885j -0.7250-1.7846j]
CPU  IFFT            [ 0.8236-0.564j   0.0743-1.0426j  0.3215+1.0885j -0.7250-1.7846j]











More examples


	Grids, blocks and threads

	Maximum size of block is 512 or 1024 threads, depending on GPU

	Get around by using many blocks of threads to partition matrix
computataions

	Full matrix divided into tiles

	See Figure below



Image(url="http://docs.nvidia.com/cuda/cuda-c-programming-guide/graphics/matrix-multiplication-with-shared-memory.png")






x1 = np.random.random((4,4))
x2 = np.random.random((4,4))
np.dot(x1, x2).shape






(4, 4)







Kernel function (no shared memory)

@cuda.jit('void(float32[:,:], float32[:,:], float32[:,:], int32)')
def cu_matmul(a, b, c, n):
    x, y = cuda.grid(2)

    if (x >= n) or (y >= n):
        return

    c[x, y] = 0
    for i in range(n):
        c[x, y] +=  a[x, i] * b[i, y]






tpb = device.WARP_SIZE
n = 400
bpg = (n+tpb-1)//tpb
grid_dim = (bpg, bpg)
block_dim = (tpb, tpb)

A = np.random.random((n, n)).astype(np.float32)
B = np.random.random((n, n)).astype(np.float32)
C = np.empty((n, n), dtype=np.float32)
cu_matmul[grid_dim, block_dim](A, B, C, n)
assert(np.allclose(np.dot(A, B), C))







Matrix multiply with shared memory

Memmory access speed * Local to thread * Shared among block of threads
* Global (much slower than shared) * Host

Want to push memory access as close to threads as possible. In practice,
the challenge is usually to structure the program in such a way that
shared mmeory use is optimized.

Image(url="http://docs.nvidia.com/cuda/cuda-c-programming-guide/graphics/memory-hierarchy.png")











Using shared mmeory by using tiling to exploit locality

Image(url="http://docs.nvidia.com/cuda/cuda-c-programming-guide/graphics/matrix-multiplication-with-shared-memory.png")









Kernel function (with shared memory)

tpb = device.WARP_SIZE
block_dim = (tpb, tpb)

@cuda.jit('void(float32[:,:], float32[:,:], float32[:,:], int32, int32, int32)')
def cu_matmul_sm(A, B, C, n, tpb, bpg):
    # decalre shared memory
    sA = cuda.shared.array(shape=block_dim, dtype=float32)
    sB = cuda.shared.array(shape=block_dim, dtype=float32)

    # we now need the thread ID within a block as well as the global thread ID
    tx = cuda.threadIdx.x
    ty = cuda.threadIdx.y
    x, y = cuda.grid(2)

    # pefort partial operations in block-szied tiles
    # saving intermediate values in an accumulator variable
    acc = 0.0
    for i in range(bpg):
        # Stage 1: Prefil shared memory with current block from matrix A and matrix B
        sA[tx, ty] = A[x, ty + i * tpb]
        sB[tx, ty] = B[tx + i * tpb, y]

        # Block calculations till shared mmeory is filled
        cuda.syncthreads()

        # Stage 2: Compute partial dot product and add to accumulator
        if x < n and y < n:
            for j in range(tpb):
                acc += sA[tx, j] * sB[j, ty]

        # Blcok until all threads have completed calcuaiton before next loop iteration
        cuda.syncthreads()

    # Put accumulated dot product into output matrix
    if x < n and y < n:
        C[x, y] = acc






k = 32
n = tpb * k # n must be multiple of tpb because shared memory is not initialized to zero
bpg = n//tpb
grid_dim = (bpg, bpg)

A = np.random.random((n, n)).astype(np.float32)
B = np.random.random((n, n)).astype(np.float32)
C = np.empty((n, n), dtype=np.float32)
cu_matmul_sm[grid_dim, block_dim](A, B, C, n, tpb, bpg)
assert(np.allclose(np.dot(A, B), C))









Benchmark

k = 8
n = tpb * k
bpg = n//tpb
grid_dim = (bpg, bpg)

# Prepare data on the CPU
A = np.array(np.random.random((n, n)), dtype=np.float32)
B = np.array(np.random.random((n, n)), dtype=np.float32)
C = np.zeros_like(A)

print "N = %d x %d" % (n, n)

# Prepare data on the GPU
dA = cuda.to_device(A)
dB = cuda.to_device(B)
dC = cuda.to_device(C) # device_array_like(A)

# Time numpy version
s = timer()
np_ans = np.dot(A, B)
e = timer()
t = e - s

# Time the unoptimized version
s = timer()
cu_matmul[grid_dim, block_dim](dA, dB, dC, n)
cuda.synchronize()
e = timer()
unopt_ans = dC.copy_to_host()
tcuda_unopt = e - s

# Time the shared memory version
s = timer()
cu_matmul_sm[grid_dim, block_dim](dA, dB, dC, n, tpb, bpg)
cuda.synchronize()
e = timer()
opt_ans = dC.copy_to_host()
tcuda_opt = e - s

# Time for CuBLAS version
s = timer()
blas.gemm('T', 'T', n, n, n, 1.0, A, B, 1.0, C) # A, B not in fortran order so need for transpose
e = timer()
blas_ans = dC.copy_to_host()
tcuda_blas = e - s

print "Using numpy.dot:", "%.2f" % t, "s"
print "Without shared memory:", "%.2f" % tcuda_unopt, "s"
print "With shared memory:", "%.2f" % tcuda_opt, "s"
print "Using CuBLAS:", "%.2f" % tcuda_blas, "s"






N = 256 x 256
Using numpy.dot: 0.00 s
Without shared memory: 0.01 s
With shared memory: 0.00 s
Using CuBLAS: 0.00 s






assert np.allclose(np_ans, unopt_ans)
assert np.allclose(np_ans, opt_ans)
assert np.allclose(np_ans, blas_ans)






%load_ext version_information






%version_information numpy, pandas, numba, numbapro






	Software
	Version


	Python
	2.7.9 64bit [GCC 4.2.1 (Apple Inc. build 5577)]


	IPython
	2.2.0


	OS
	Darwin 13.4.0 x86_64 i386 64bit


	numpy
	1.9.2


	pandas
	0.14.1


	numba
	0.17.0


	numbapro
	0.17.1


	Sun Mar 29 19:32:55 2015 EDT










Writing CUDA in C


Review of GPU Architechture - A Simplification


Memory

GPUs or GPGPUs are complex devices, but to get started, one really just
needs to understand a more simplistic view.



GPUs and CPUs



The most important thing to understand about memory, is that the CPU can
access both main memory (host) and GPU memory (device). The device sees
only its memory, and cannot access the host memory.




Kernels, Threads and Blocks

Recall that GPUs are SIMD. This means that each CUDA core gets the same
code, called a ‘kernel’. Kernels are programmed to execute one ‘thread’
(execution unit or task). The ‘trick’ is that each thread ‘knows’ its
identity, in the form of a grid location, and is usually coded to access
an array of data at a unique location for the thread.

We will concentrate on a 1-dimensional grid with each thread in a block
by itself, but let’s understand when we might want to organize threads
into blocks.

GPU memory can be expanded (roughly) into 3 types:


	local - memory only seen by the thread. This is the fastest type

	shared - memory that may be seen by all threads in a block. Fast
memory, but not as fast as local.

	global - memory seen by all threads in all blocks. This is the
slowest to access.



So, if multiple threads need to use the same data (not unique chunks
of an array, but the very same data), then those threads should be
grouped into a common block, and the data should be stored in shared
memory.






Cuda C program - an Outline

The following are the minimal ingredients for a Cuda C program:


	The kernel. This is the function that will be executed in parallel on
the GPU.

	Main C program

	allocates memory on the GPU

	copies data in CPU memory to GPU memory

	‘launches’ the kernel (just a function call with some extra
arguments)

	copies data from GPU memory back to CPU memory




Kernel Code

%%file kernel.hold

__global void square_kernel(float *d_out, float *d_in){

  int i = thread.Idx;   # This is a unique identifier of the thread
  float f = d_in[i]     # Why this statement?
  d_out[i] = f*f;       # d_out is what we will copy back to the host memory

}






Overwriting kernel.hold









CPU Code

%%file main.hold

int main(int argc, char **argv){
const int ARRAY_SIZE = 64;
    const int ARRAY_BYTES = ARRAY_SIZE * sizeof(float);

    float h_in[ARRAY_SIZE];

    for (int i =0;i<ARRAY_SIZE;i++){
        h_in[i] = float(i);
    } float h_out[ARRAY_SIZE];

    float *d_in;  // These are device memory pointers
    float *d_out;

    cudaMalloc((void **) &d_in, ARRAY_BYTES);
    cudaMalloc((void **) &d_out, ARRAY_BYTES);

    cudaMemcpy(d_in, h_in, ARRAY_BYTES,cudaMemcpyHostToDevice);

    square_kernel<<<1,ARRAY_SIZE>>>(d_out,d_in);

    cudaMemcpy(h_out,d_out,ARRAY_BYTES,cudaMemcpyDeviceToHost);

    for (int i = 0;i<ARRAY_SIZE;i++){
        printf("%f", h_out[i]);
        printf(((i % 4) != 3 ? "\t" : "\n"));
    }

    cudaFree(d_in);



}






Overwriting main.hold









Shared Memory

Lifted from: https://www.cac.cornell.edu/vw/gpu/shared_mem_exec.aspx

%%file shared_mem_ex.cu

#include <stdio.h>
#include <stdlib.h>

#define N 1024*1024
#define BLOCKSIZE 1024

__global__
void share_ary_oper(int *ary, int *ary_out)
{
    // Thread index
        int tx = threadIdx.x;
        int idx=blockDim.x*blockIdx.x + threadIdx.x;
        __shared__ int part_ary[BLOCKSIZE];

        part_ary[tx]=ary[idx];
        part_ary[tx]=part_ary[tx]*10;
        ary_out[idx]=part_ary[tx];
        __syncthreads();
}

int main(){

        int *device_array, *device_array_out;
        int *host_array, *host_array_out;
        int i, nblk;
        float k;
        size_t size = N*sizeof(int);

//Device memory
        cudaMalloc((void **)&device_array, size);
        cudaMalloc((void **)&device_array_out, size);
//Host memory
//cudaMallocHost() produces pinned memoty on the host
        cudaMallocHost((void **)&host_array, size);
        cudaMallocHost((void **)&host_array_out, size);

        for(i=0;i<N;i++)
        {
                host_array[i]=i;
                host_array_out[i]=0;
        }
        cudaMemcpy(device_array, host_array, size, cudaMemcpyHostToDevice);
        cudaMemcpy(device_array_out, host_array_out, size, cudaMemcpyHostToDevice);
        nblk=N/BLOCKSIZE;
        share_ary_oper<<<nblk, BLOCKSIZE>>>(device_array, device_array_out);
        cudaMemcpy(host_array, device_array, size, cudaMemcpyDeviceToHost);
        cudaMemcpy(host_array_out, device_array_out, size, cudaMemcpyDeviceToHost);


    printf("Printing elements 10-15 of output array\n");
        for (i=N;i<N;i++)
        {
                k=host_array_out[i]-i*10;
                if(k<0.1)
                        printf("Incorrect IX %d=%.1f\n",i, k);
        }
        for (i=10;i<15;i++)
                printf("host_array_out[%d]=%d\n", i, host_array_out[i]);

        cudaFree(device_array);
        cudaFree(host_array);
        cudaFree(device_array_out);
        cudaFree(host_array_out);
        cudaDeviceReset();
        return EXIT_SUCCESS;
}






Overwriting shared_mem_ex.cu







Makefile

%%file Makefile

CC=nvcc
CFLAGS=-Wall

shared_mem.o: shared_mem_ex.cu
     $(CC) $(CFAGS) -c shared_mem_ex.cu

clean:
     rm -f *.o






Overwriting Makefile









Compile

! make






nvcc  -c shared_mem_ex.cu













Distributed computing for Big Data


	many (cheapish) machines (known as nodes)

	loosely coupled

	fault tolerant




Why and when does distributed computing matter?


	data growing exponentially
	Whole genome sequencing 100-200 GB per BAM file

	NYSE 1 TB of trade data per day

	Large Hadron Collider 15 PB per year (1 PB = 1,000 TB)





	storage \(\gg\) access speeds
	how long does it take to read or write a 1 TB disk?
	parallel reads can result in large speed ups









	most relevant for big data
	1 billion rows

	\(\gg\) 128 MB (default block size for Hadoop)





	other solutions may be more suitable
	shared memory parallel system

	Relational databases (seek time is bottleneck)

	Grid computing for compute-intensive jobs where netwrok bandwidth
is not bottleneck (HPC, MPI)

	Volunteer computing (compute time \(\gg\) data transfer time)










Ingredients for effiicient distributed computing


	Problems
	high likelihood of hardware failure

	combine data from nodes in cluster





	Hadoop
	Distributed file storage (HDFS)

	Cluster resource mangagement (YARN)

	Analysis model (MapReduce, Spark, Impala)





	Programming style
	Functional

	Declarative










What is Hadoop?

Hadoop is a framework for distributed programming that handles failures
transparently and provides a way to robuslty code programs for execution
on a cluster. The main modules are


	A distributed file system (HDFS - Hadoop Distributed File System)

	A cluster manager (YARN - Yet Anther Resource Negotiator)

	A parallel programming model for large data sets (MapReduce)



There is also an ecosystem of tools with very whimsical names built upon
the Hadoop framework, and this ecosystem can be bewildering. We will
minly look at distributed compuitng alternatives to MapReduce that can
run on HDFS - spefically Spark and Impala. Also of interest is
Mahout, a parallel machine learing library built on top of
MapReduce and spark.

See the official documnetation
here


Installation

The simplest way to try out the Hadoop system is probbaly to install the
Cloudera Virtual Machine
image
or to use Amazon Elastic
MapRedcue. If you install
from
scratch,
there are some confiugration steps to overcome. The following example
assumes that Hadoop has been installed locally and the path to Hadoop
executables has been exported.






Review of functional programming

lambda
map
filter
reduce
fold
concat
flatmap
aggregate
groupby






from __future__ import division
import os
import sys
import glob
import matplotlib.pyplot as plt
import numpy as np
import pandas as pd
%matplotlib inline
%precision 4
plt.style.use('ggplot')






! pip install toolz






Requirement already satisfied (use --upgrade to upgrade): toolz in /Users/cliburn/anaconda/lib/python2.7/site-packages






from toolz import countby, groupby, accumulate, reduce, compose, partition
from operator import add, itemgetter







Anonymous functions, map and filter

x = range(10)
map(lambda x: x*x, filter(lambda x: x%2==0, x))






[0, 4, 16, 36, 64]









Reduce, accumulate and fold

reduce(add, x, 0)






45









Flatmap and function composition

flatmap = compose(concat, map)






from string import split

s = ["hello world", "this is the end"]
print list(map(split, s))
print list(flatmap(split, s))






[['hello', 'world'], ['this', 'is', 'the', 'end']]
['hello', 'world', 'this', 'is', 'the', 'end']









Working with key-value pairs

s = 'aabaabcdeda'
a = [(_, 1) for _ in s]
print a






[('a', 1), ('a', 1), ('b', 1), ('a', 1), ('a', 1), ('b', 1), ('c', 1), ('d', 1), ('e', 1), ('d', 1), ('a', 1)]






[item[0] for item in g.itervalues()]






[('a', 1), ('c', 1), ('b', 1), ('e', 1), ('d', 1)]






groupby(itemgetter(0), a, )






{'a': [('a', 1), ('a', 1), ('a', 1), ('a', 1), ('a', 1)],
 'b': [('b', 1), ('b', 1)],
 'c': [('c', 1)],
 'd': [('d', 1), ('d', 1)],
 'e': [('e', 1)]}






countby(itemgetter(0), a)






{'a': 5, 'b': 2, 'c': 1, 'd': 2, 'e': 1}











The Hadoop MapReduce workflow

A Hadoop job consists of the input file(s) on HDFS, \(m\) map tasks
and \(n\) reduce tasks, and the output is \(n\) files. The
stages of one map-reduce iteration are:


	mapper (written by programmer)

	combiner (written by programmer)

	sort and shuffle (done by Hdaoop framework)

	reduce (written by programmer)



At each such iteration, there is input read in from HDFS and given to
the mapper, and output written out to HDFS by the reducer. Optimizing
the MapReduce pipeline often consists of minimizing the I/O tranfers.


Illustrating ideas behind MapReduce with a toy example of counting the number of each character in a string


Input

s = 'aabaabcdeda'









Map to create a key-value pair

xs = map(lambda x: [x, 1], s)
xs






[['a', 1],
 ['a', 1],
 ['b', 1],
 ['a', 1],
 ['a', 1],
 ['b', 1],
 ['c', 1],
 ['d', 1],
 ['e', 1],
 ['d', 1],
 ['a', 1]]









Sort and shuffle (aggregate and transfer data)

xs = sorted(xs)
ys = []
seen = []
for x in xs:
    if x[0] not in seen:
        seen.append(x[0])
        ys.append([x[0], [x[1]]])
    else:
        ys[-1][1].append(x[1])
ys






[['a', [1, 1, 1, 1, 1]], ['b', [1, 1]], ['c', [1]], ['d', [1, 1]], ['e', [1]]]











Reduce

for y in ys:
    print y[0], reduce(add, y[1])






a 5
b 2
c 1
d 2
e 1











Using Hadoop MapReduce

We want to count the number of times each word occurs in a set of books.
We will do this in Python.

start-dfs.sh
start-yarn.sh






This will generate a lot of chatter

15/04/06 12:42:13 WARN util.NativeCodeLoader: Unable to load native-hadoop library for your platform... using builtin-java classes where applicable
Starting namenodes on [localhost]
localhost: starting namenode, logging to /usr/local/Cellar/hadoop/2.6.0/libexec/logs/hadoop-cliburn-namenode-lister.dulci.duhs.duke.edu.out
localhost: starting datanode, logging to /usr/local/Cellar/hadoop/2.6.0/libexec/logs/hadoop-cliburn-datanode-lister.dulci.duhs.duke.edu.out
Starting secondary namenodes [0.0.0.0]
0.0.0.0: starting secondarynamenode, logging to /usr/local/Cellar/hadoop/2.6.0/libexec/logs/hadoop-cliburn-secondarynamenode-lister.dulci.duhs.duke.edu.out
15/04/06 12:42:30 WARN util.NativeCodeLoader: Unable to load native-hadoop library for your platform... using builtin-java classes where applicable
starting yarn daemons
starting resourcemanager, logging to /usr/local/Cellar/hadoop/2.6.0/libexec/logs/yarn-cliburn-resourcemanager-lister.dulci.duhs.duke.edu.out
localhost: starting nodemanager, logging to /usr/local/Cellar/hadoop/2.6.0/libexec/logs/yarn-cliburn-nodemanager-lister.dulci.duhs.duke.edu.out






hdfs dfs -mkdir /user
hdfs dfs -mkdir /user/cliburn






hadoop dfs -copyFromLocal books /user/cliburn/books






%%file mapper.py
#!/usr/bin/env python

import sys

def read_input(file):
    for line in file:
        yield line.split()

def main(sep='\t'):
    data = read_input(sys.stdin)
    for words in data:
        for word in words:
            print '%s%s%d' % (word, sep, 1)

if __name__ == '__main__':
    main()






Writing mapper.py






%%file reducer.py
#!/usr/bin/env python

from itertools import groupby
from operator import itemgetter
import sys

def read_mapper_output(file, sep):
    for line in file:
        yield line.rstrip().split(sep, 1)

def main(sep='\t'):
    data = read_mapper_output(sys.stdin, sep=sep)
    for word, group in groupby(data, itemgetter(0)):
        total_count = sum(int(count) for word, count in group)
        print '%s%s%d' % (word, sep, total_count)

if __name__ == '__main__':
    main()






Overwriting reducer.py






! chmod +x maper.py
! chmod +x reducer.py






The native language for Hadoop is Java, but Hadoop stremaing allows
custom prograsm in other langauges to write the mapper, combiner and
reducer functions. For full set of options, see
http://hadoop.apache.org/docs/current/hadoop-mapreduce-client/hadoop-mapreduce-client-core/HadoopStreaming.html

hadoop jar $HADOOP_HOME/libexec/share/hadoop/tools/lib/hadoop-*streaming*.jar \
-file ./mapper.py    -mapper ./mapper.py \
-file ./reducer.py   -reducer ./reducer.py \
-input /user/cliburn/books/* -output /user/cliburn/books-output






hdfs dfs -ls /user/cliburn/books-output
hdfs dfs -cat /user/cliburn/books-output/part-00000






./sbin/stop-yarn.sh ./sbin/stop-dfs.sh


Using MrJob

The Python module mrjob
removes a lot of the boilerplate and can also send jobs to Amazon’s
implemtation of Hadoop known as Elastic Map Reduce (EMR).

! pip install mrjob






Requirement already satisfied (use --upgrade to upgrade): mrjob in /Users/cliburn/anaconda/lib/python2.7/site-packages
Requirement already satisfied (use --upgrade to upgrade): boto>=2.2.0 in /Users/cliburn/anaconda/lib/python2.7/site-packages (from mrjob)
Requirement already satisfied (use --upgrade to upgrade): PyYAML in /Users/cliburn/anaconda/lib/python2.7/site-packages (from mrjob)
Requirement already satisfied (use --upgrade to upgrade): simplejson>=2.0.9 in /Users/cliburn/anaconda/lib/python2.7/site-packages (from mrjob)






%%file word_count.py
# From http://mrjob.readthedocs.org/en/latest/guides/quickstart.html#writing-your-first-job
from mrjob.job import MRJob

class MRWordFrequencyCount(MRJob):

    def mapper(self, _, line):
        yield "chars", len(line)
        yield "words", len(line.split())
        yield "lines", 1

    def reducer(self, key, values):
        yield key, sum(values)


if __name__ == '__main__':
    MRWordFrequencyCount.run()






Writing word_count.py







Running the job

As a single Python process for debugging

python word_count.py books/*






To run on Hadoop cluster

python word_count.py -r hadoop books/*






To run on Amazon EMR using files on S3

python word_count.py -r emr s3://<path_to_books>











Java version

For comparison, here is the first Java version from the official
tutorial:

import java.io.IOException;
import java.util.StringTokenizer;

import org.apache.hadoop.conf.Configuration;
import org.apache.hadoop.fs.Path;
import org.apache.hadoop.io.IntWritable;
import org.apache.hadoop.io.Text;
import org.apache.hadoop.mapreduce.Job;
import org.apache.hadoop.mapreduce.Mapper;
import org.apache.hadoop.mapreduce.Reducer;
import org.apache.hadoop.mapreduce.lib.input.FileInputFormat;
import org.apache.hadoop.mapreduce.lib.output.FileOutputFormat;

public class WordCount {

  public static class TokenizerMapper
       extends Mapper<Object, Text, Text, IntWritable>{

    private final static IntWritable one = new IntWritable(1);
    private Text word = new Text();

    public void map(Object key, Text value, Context context
                    ) throws IOException, InterruptedException {
      StringTokenizer itr = new StringTokenizer(value.toString());
      while (itr.hasMoreTokens()) {
        word.set(itr.nextToken());
        context.write(word, one);
      }
    }
  }

  public static class IntSumReducer
       extends Reducer<Text,IntWritable,Text,IntWritable> {
    private IntWritable result = new IntWritable();

    public void reduce(Text key, Iterable<IntWritable> values,
                       Context context
                       ) throws IOException, InterruptedException {
      int sum = 0;
      for (IntWritable val : values) {
        sum += val.get();
      }
      result.set(sum);
      context.write(key, result);
    }
  }

  public static void main(String[] args) throws Exception {
    Configuration conf = new Configuration();
    Job job = Job.getInstance(conf, "word count");
    job.setJarByClass(WordCount.class);
    job.setMapperClass(TokenizerMapper.class);
    job.setCombinerClass(IntSumReducer.class);
    job.setReducerClass(IntSumReducer.class);
    job.setOutputKeyClass(Text.class);
    job.setOutputValueClass(IntWritable.class);
    FileInputFormat.addInputPath(job, new Path(args[0]));
    FileOutputFormat.setOutputPath(job, new Path(args[1]));
    System.exit(job.waitForCompletion(true) ? 0 : 1);
  }
}









Hadoop MapReduce Patterns

Most Hadoop work flows are organized as several rounds of map/reduce -
this is known as job chaining. Because I/O is so expensive, chain
folding where jobs are rearranged to minimize inputs/outputs and job
merging where unrelated jobs using the same dataset are run togtether
are common. In mrjob, job chaining is performed via the steps
abstraction.

There are several common patterns that are repeatedly used in Hadoop
MapReduce programs:


	Summarization (e.g. sum, mean, counting)

	Filtering (e.g. subsampling, removing poor quality items, top 10
lists)

	Data organization (e.g. converting to hiearhical format, binning)

	Joins



While it is certinly possible, it will take a lot of work to code, debug
and optimize any non-trivial program using just MapReduce construct, for
example regularized logistic regression on a large data set. Hence, we
will switch our focus to more modern tools such as Spark and
Impala that provide higher level abstractions and often greater
efficiency.






Spark

Spark provides a much richer set of programming constructs and libraries
that greatly simplify concurrent programming. In addition, because Spark
data can be persistent over a session (unliike MapReduce which
reads/writes data at each step in the job chain), it can be much faster
for iteratvie programs and also enables interactive concurrent
programming. See official
documenttion for
details, including setting up on
Amazon. This
article
on how to set up Spark on EMR may also be helpful.

Very conceniently for learning, Spark provides an REPL shell where you
can interactively type and run Spark programs. For example, this will
open a Spark shell as an IPython Notebook (if spark is installed and
pyspark is on your path):

IPYTHON_OPTS="notebook" pyspark






To whet your appetite, here is the stadnalone Spark version for the word
count program.

%%file spark_count.py

from pyspark import SparkConf, SparkContext
conf = SparkConf().setMaster("local").setAppName("Word Count")
sc = SparkContext(conf = conf)

rdd = sc.textFile("<path_to_books>")
words = rdd.flatMap(lambda x: x.split())
result = words.countByValue()






Writing spark_count.py






And this is run by typing on the command line

bin/spark-submit spark_count.py






Of course, spark-submit has many options that can be provided to
configure the job.




Hadoop MapReduce on AWS EMR with mrjob

Elastic MapReduce
Quickstart


MapReduce code

%%file word_count.py
# From http://mrjob.readthedocs.org/en/latest/guides/quickstart.html#writing-your-first-job
from mrjob.job import MRJob

class MRWordFrequencyCount(MRJob):

    def mapper(self, _, line):
        yield "chars", len(line)
        yield "words", len(line.split())
        yield "lines", 1

    def reducer(self, key, values):
        yield key, sum(values)


if __name__ == '__main__':
    MRWordFrequencyCount.run()






Overwriting word_count.py









Configuration file

%%file ~/.mrjob.conf

runners:
  emr:
    aws_access_key_id: <Your AWS access key>
    aws_secret_access_key: <Your AWS secret key>
    ec2_key_pair: <Your key_pair name>
    ec2_key_pair_file: <Location of PEM file>
    ssh_tunnel_to_job_tracker: true
    ec2_master_instance_type: c3.xlarge
    ec2_instance_type: c3.xlarge
    num_ec2_instances: 3






Overwriting /Users/cliburn/.mrjob.conf









Launching job

%%bash

python word_count.py -r emr s3://cliburn-sta663/books/*txt \
    --output-dir=s3://cliburn-sta663/wc_out \
    --no-output






Notes

Due to a recent change in Amazon policy, this won’t work on accounts
created after 6 April 2015 due to the need to provide IAM roles. Until
mrjob is updated to support this, the launch will fail with an
error.




Spark on a local mahcine using 4 nodes

Started with

SPARK_WORKER_MEMORY=512m MASTER=local[4] IPYTHON_OPTS="notebook" pyspark






If you have a Spark cluster, just set

MASTER=spark://IP:PORT






Everything else works the same way.


Using Spark in standalone prograsm

from pyspark import SparkConf, SparkContext
conf = (SparkConf()
         .setMaster("local[4]")
         .setAppName("STA663")
         .set("spark.executor.memory", "4g"))
sc = SparkContext(conf = conf)







Check that the SparkContext object is available.

sc






<pyspark.context.SparkContext at 0x10fecee10>











Introduction to Spark concepts with a data manipulation example

Adapted from scala version in Chapter 2: Introduction to Data Analysis
with Scala and Spark of Advanced Analytics with Spark (O’Reilly 2015)

import os

if not os.path.exists('documentation'):
    ! curl -o documentation https://archive.ics.uci.edu/ml/machine-learning-databases/00210/documentation
if not os.path.exists('donation.zip'):
    ! curl -o donation.zip https://archive.ics.uci.edu/ml/machine-learning-databases/00210/donation.zip
! unzip -n -q donation.zip
! unzip -n -q 'block_*.zip'
if not os.path.exists('linkage'):
    ! mkdir linkage
! mv block_*.csv linkage
! rm block_*.zip






10 archives were successfully processed.







Info about the data set

Please see the documentation file.


If we are running Spark on Hadoop, we need to transfer files to HDFS

! hadoop fs -mkdir linkage
! hadoop fs -put block_*.csv linkage






rdd = sc.textFile('linkage')











Actions trigger execution and return a non-RDD result

rdd.first()






u'"id_1","id_2","cmp_fname_c1","cmp_fname_c2","cmp_lname_c1","cmp_lname_c2","cmp_sex","cmp_bd","cmp_bm","cmp_by","cmp_plz","is_match"'






rdd.take(10)






[u'"id_1","id_2","cmp_fname_c1","cmp_fname_c2","cmp_lname_c1","cmp_lname_c2","cmp_sex","cmp_bd","cmp_bm","cmp_by","cmp_plz","is_match"',
 u'37291,53113,0.833333333333333,?,1,?,1,1,1,1,0,TRUE',
 u'39086,47614,1,?,1,?,1,1,1,1,1,TRUE',
 u'70031,70237,1,?,1,?,1,1,1,1,1,TRUE',
 u'84795,97439,1,?,1,?,1,1,1,1,1,TRUE',
 u'36950,42116,1,?,1,1,1,1,1,1,1,TRUE',
 u'42413,48491,1,?,1,?,1,1,1,1,1,TRUE',
 u'25965,64753,1,?,1,?,1,1,1,1,1,TRUE',
 u'49451,90407,1,?,1,?,1,1,1,1,0,TRUE',
 u'39932,40902,1,?,1,?,1,1,1,1,1,TRUE']






def is_header(line):
    return "id_1" in line









Transforms return an RDD and are lazy

vals = rdd.filter(lambda x: not is_header(x))
vals






PythonRDD[4] at RDD at PythonRDD.scala:42






vals.count()






5749132









Now it is evaluated

vals.take(10)






[u'37291,53113,0.833333333333333,?,1,?,1,1,1,1,0,TRUE',
 u'39086,47614,1,?,1,?,1,1,1,1,1,TRUE',
 u'70031,70237,1,?,1,?,1,1,1,1,1,TRUE',
 u'84795,97439,1,?,1,?,1,1,1,1,1,TRUE',
 u'36950,42116,1,?,1,1,1,1,1,1,1,TRUE',
 u'42413,48491,1,?,1,?,1,1,1,1,1,TRUE',
 u'25965,64753,1,?,1,?,1,1,1,1,1,TRUE',
 u'49451,90407,1,?,1,?,1,1,1,1,0,TRUE',
 u'39932,40902,1,?,1,?,1,1,1,1,1,TRUE',
 u'46626,47940,1,?,1,?,1,1,1,1,1,TRUE']









Each time we access vals, it is reconstructed from the original sources

Spark maintains a DAG of how each RDD was constructed so that data sets
can be reconstructed - hence resilient distributed datasets. However,
this is inefficient.

# vals is reconstructed again
vals.first()






u'37291,53113,0.833333333333333,?,1,?,1,1,1,1,0,TRUE'









Spark allows us to persist RDDs that we will be re-using

vals.cache()






PythonRDD[4] at RDD at PythonRDD.scala:42






# now vals is no longer reconstructed but retrieved from memory
vals.take(10)






[u'37291,53113,0.833333333333333,?,1,?,1,1,1,1,0,TRUE',
 u'39086,47614,1,?,1,?,1,1,1,1,1,TRUE',
 u'70031,70237,1,?,1,?,1,1,1,1,1,TRUE',
 u'84795,97439,1,?,1,?,1,1,1,1,1,TRUE',
 u'36950,42116,1,?,1,1,1,1,1,1,1,TRUE',
 u'42413,48491,1,?,1,?,1,1,1,1,1,TRUE',
 u'25965,64753,1,?,1,?,1,1,1,1,1,TRUE',
 u'49451,90407,1,?,1,?,1,1,1,1,0,TRUE',
 u'39932,40902,1,?,1,?,1,1,1,1,1,TRUE',
 u'46626,47940,1,?,1,?,1,1,1,1,1,TRUE']






vals.take(10)






[u'37291,53113,0.833333333333333,?,1,?,1,1,1,1,0,TRUE',
 u'39086,47614,1,?,1,?,1,1,1,1,1,TRUE',
 u'70031,70237,1,?,1,?,1,1,1,1,1,TRUE',
 u'84795,97439,1,?,1,?,1,1,1,1,1,TRUE',
 u'36950,42116,1,?,1,1,1,1,1,1,1,TRUE',
 u'42413,48491,1,?,1,?,1,1,1,1,1,TRUE',
 u'25965,64753,1,?,1,?,1,1,1,1,1,TRUE',
 u'49451,90407,1,?,1,?,1,1,1,1,0,TRUE',
 u'39932,40902,1,?,1,?,1,1,1,1,1,TRUE',
 u'46626,47940,1,?,1,?,1,1,1,1,1,TRUE']









Parse lines and work on them

def parse(line):
    pieces = line.strip().split(',')
    id1, id2 = map(int, pieces[:2])
    scores = [np.nan if p=='?' else float(p) for p in pieces[2:11]]
    matched = True if pieces[11] == 'TRUE' else False
    return [id1, id2, scores, matched]






mds = vals.map(lambda x: parse(x))






mds.cache()






PythonRDD[10] at RDD at PythonRDD.scala:42






match_counts = mds.map(lambda x: x[-1]).countByValue()






for cls in match_counts:
    print cls, match_counts[cls]






False 5728201
True 20931









Summary statistics

mds.map(lambda x: x[2][0]).stats()






(count: 5749132, mean: nan, stdev: nan, max: nan, min: nan)






mds.filter(lambda x: np.isfinite(x[2][0])).map(lambda x: x[2][0]).stats()






(count: 5748125, mean: 0.712902470443, stdev: 0.3887583258, max: 1.0, min: 0.0)









Takes too long on laptop - skip

stats = [mds.filter(lambda x: np.isfinite(x[2][i])).map(lambda x:
x[2][i]).stats() for i in range(3)]

for stat in stats: print stat






Using the MLlib for Regression

Adapted from example in
Spark doucmentation.

from pyspark.mllib.classification import LogisticRegressionWithSGD
from pyspark.mllib.regression import LabeledPoint

def parsePoint(md):
    return LabeledPoint(md[-1], md[2])

full_count = mds.count()

# Only use columns with less than 20% missing as features
idxs = [i for i in range(9) if
        mds.filter(lambda p: np.isfinite(p[2][i])).count() > 0.8*full_count]

data = mds.filter(lambda p: np.all(np.isfinite(np.array(p[2])[idxs]))).map(lambda p: parsePoint(p))
train_data, predict_data = data.randomSplit([0.9, 0.1])

model = LogisticRegressionWithSGD.train(train_data)

labelsAndPreds = predict_data.map(lambda p: (p.label, model.predict(p.features)))
trainErr = labelsAndPreds.filter(lambda (v, p): v != p).count() / float(predict_data.count())

print "Training Error = " + str(trainErr)






[0, 2, 4, 5, 6, 7, 8]
5160175 574313
5734488 5160175 574313
Training Error = 0.00356774093569
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Modules and Packaging

At some point, you will want to organize and distribute your code
library for the whole world to share, preferably on PyPI so that it is
pip installable.


Modules

In Pythoh, any .py file is a module in that it can be imported.
Because the interpreter runs the entrie file when a moudle is imported,
it is traditional to use a guard to ignore code that should only run
when the file is executed as a script.

%%file foo.py
"""
When this file is imported with `import foo`,
only `useful_func1()` and `useful_func()` are loaded,
and the test code `assert ...` is ignored. However,
when we run foo.py as a script `python foo.py`, then
the two assert statements are run.
Most commonly, the code under `if __naem__ == '__main__':`
consists of simple examples or test cases for the functions
defined in the moule.
"""

def useful_func1():
    pass

def useful_fucn2():
    pass

if __name__ == '__main__':
    assert(useful_func1() is None)
    assert(useful_fucn2() is None)






Overwriting foo.py







Organization of files in a module

When the number of files you write grow large, you will probably want to
orgnize them into their own directory structure. To make a folder a
module, you just need to include a file named __init__.py in the
folder. This file can be empty. For example, here is a module named
pkg with sub-modules sub1 and sub2.

./pkg:
__init__.py foo.py      sub1        sub2

./pkg/sub1:
__init__.py     more_sub1_stuff.py  sub1_stuff.py

./pkg/sub2:
__init__.py sub2_stuff.py






import pkg.foo as foo






foo.f1()






1






pkg.foo.f1()






1







How to import a module at the same level

Within a package, we need to use absolute path names for importing other
modules in the same directory. This prevents confusion as to whether you
want to import a system moudle with the same name. For example,
foo.sub1.more_sub1_stuff.py imports functions from
foo.sub1.sub1_stuff.py

! cat pkg/sub1/more_sub1_stuff.py






from pkg.sub1.sub1_stuff import g1, g2

def g3():
    return 'g3 uses %s, %s' % (g1(), g2())






from pkg.sub1.more_sub1_stuff import g3

g3()






'g3 uses g1, g2'









How to import a moudle at a different level

Again, just use absolute paths. For example, sub2_stuff.py in the
sub2 directory uses functions from sub1_stuff.py in the sub1
directory:

! cat pkg/sub2/sub2_stuff.py






from pkg.sub1.sub1_stuff import g1, g2

def h1():
    return g1()

def h2():
    return g1() + g2()






from pkg.sub2.sub2_stuff import h2

h2()






'g1g2'













Distributing your package

Suppose we want to distribute our code as a library (for example, on
PyPI so that it cnn be installed with pip). Let’s create an
sta663 library containing the pkg package and some other files:


	README.md: some information about the library

	sta663.py: a standalone module

	run_sta663.py: a script (intended for use as
python run_sta.py)



! ls -R sta663






README.txt    run_sta663.py sta663.py
�[34mpkg//           setup.py      �[34mtests//

sta663/pkg:
__init__.py foo.py      �[34msub1//        �[34msub2//

sta663/pkg/sub1:
__init__.py        more_sub1_stuff.py sub1_stuff.py

sta663/pkg/sub2:
__init__.py   sub2_stuff.py

sta663/tests:






! cat sta663/run_sta663.py






import pkg.foo as foo
from pkg.sub1.more_sub1_stuff import g3
from pkg.sub2.sub2_stuff import h2

print foo.f1()
print g3()
print h2()







Using distutils

All we need to do is to write a setup.py file.

! cat sta663/setup.py






from distutils.core import setup

setup(name = "sta663",
      version = "1.0",
      author='Cliburn Chan',
      author_email='cliburn.chan@duke.edu',
      url='http://people.duke.edu/~ccc14/sta-663/',
      py_modules = ['sta663'],
      packages = ['pkg', 'pkg/sub1', 'pkg/sub2'],
      scripts = ['run_sta663.py']
      )









Build a source archive for distribution

%%bash

cd sta663
python setup.py sdist
cd -






running sdist
running check
writing manifest file 'MANIFEST'
creating sta663-1.0
creating sta663-1.0/pkg
creating sta663-1.0/pkg/sub1
creating sta663-1.0/pkg/sub2
making hard links in sta663-1.0...
hard linking README.txt -> sta663-1.0
hard linking run_sta663.py -> sta663-1.0
hard linking setup.py -> sta663-1.0
hard linking sta663.py -> sta663-1.0
hard linking pkg/__init__.py -> sta663-1.0/pkg
hard linking pkg/foo.py -> sta663-1.0/pkg
hard linking pkg/sub1/__init__.py -> sta663-1.0/pkg/sub1
hard linking pkg/sub1/more_sub1_stuff.py -> sta663-1.0/pkg/sub1
hard linking pkg/sub1/sub1_stuff.py -> sta663-1.0/pkg/sub1
hard linking pkg/sub2/__init__.py -> sta663-1.0/pkg/sub2
hard linking pkg/sub2/sub2_stuff.py -> sta663-1.0/pkg/sub2
creating dist
Creating tar archive
removing 'sta663-1.0' (and everything under it)
/Users/cliburn/git/STA663-2015/Lectures/Topic23_Packaging






warning: sdist: manifest template 'MANIFEST.in' does not exist (using default file list)






! ls -R sta663






MANIFEST      �[34mdist//          run_sta663.py sta663.py
README.txt    �[34mpkg//           setup.py      �[34mtests//

sta663/dist:
sta663-1.0.tar.gz

sta663/pkg:
__init__.py foo.py      �[34msub1//        �[34msub2//

sta663/pkg/sub1:
__init__.py        more_sub1_stuff.py sub1_stuff.py

sta663/pkg/sub2:
__init__.py   sub2_stuff.py

sta663/tests:









Distribution

You can now distribute sta663-1.0.tar.gz to somebody else for
installation in the usual way.

%%bash

cp sta663/dist/sta663-1.0.tar.gz /tmp
cd /tmp
tar xzf sta663-1.0.tar.gz
cd sta663-1.0
python setup.py install






running install
running build
running build_py
running build_scripts
running install_lib
running install_scripts
changing mode of /Users/cliburn/anaconda/bin/run_sta663.py to 755
running install_egg_info
Writing /Users/cliburn/anaconda/lib/python2.7/site-packages/sta663-1.0-py2.7.egg-info







Distributing to PyPI

Just enter python setup.py register and respond to the prompts to
register as a new user.
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Tour of the Jupyter (IPython3) notebook


Installing Jupyter

If you have not already done so, run

! pip install -U ipython









Installing other kernels

A list of kernels is maintained
here


Bash

! pip install bash_kernel









R

Run this in your shell

sudo apt-get install libzmq3-dev libcurl4-openssl-dev






Run this in R

install.packages("devtools")
install.packages('RCurl')
library(devtools)
install_github('armstrtw/rzmq')
install_github('IRkernel/repr')
install_github('IRkernel/IRdisplay')
install_github('IRkernel/IRkernel')
IRkernel::installspec()









Julia

Download and install Julia. Then
run this in Julia

Pkg.add("IJulia")









Octave

Install octave in your shell

sudo apt-get install octave






! pip install octave_kernel









Matlab

You must have Matlab on your system - Duke has a site licesne so you
should be able to get it.

! pip install pymatbridge






! pip install matlab_kernel









Scala

Install Scala. Add these lines
to ~/.bashrc

export SCALA_HOME=/usr/local/share/scala
export PATH=$PATH:$SCALA_HOME/bin:$PATH






Follow these instructions from the GitHub site:

Download and unpack pre-packaged binaries Scala
2.11.
Unpack each downloaded archive(s), and, from a console, go to the bin
sub-directory of the directory it contains. Then run the following to
set-up the corresponding Scala kernel:

./jove-scala --kernel-spec











Installing extensions

See description of extensions
here

And also see the tutorial on bibliographic
support
in Jupyter.


Spell-checking

! ipython install-nbextension \
    https://bitbucket.org/ipre/calico/downloads/calico-spell-check-1.0.zip









Notebook sections

! !ipython install-nbextension \
    https://bitbucket.org/ipre/calico/downloads/calico-document-tools-1.0.zip









Adding to configuration

%%file ~/.ipython/profile_default/static/custom/custom.js

require(["base/js/events"], function (events) {
    events.on("app_initialized.Noteboo