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# Modify these 3 function calls to run on the GPU.
from math import exp

ovectorize([ 'float32(float32)'],target="cuda')

def normalize(grayscales):

return grayscales / 255

a@vectorize([ 'float32(float32,float32)'],target="'cuda')
def weigh(values, weights):

&

return values weights

a@vectorize([ 'float32(float32)'],target="cuda')
def activate(values):

return ( exp(values) - exp(-values) ) / ( exp(values) + exp(-values) )
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# Modify the body of this function to optimize .....

# As a constraint, even after you move work to the GPU,...
def create_hidden layer(n, greyscales, weights, exp, normalize, weigh,
activate):

#3% greyscales #= weihts /& GPU L&\ 22 4 4% % 14

d_greyscales = cuda.to_device(greyscales)

d _weights = cuda.to device(weights)

normalized = normalize(d_greyscales)
weighted = weigh(normalized, d_weights)

activated = activate(weighted)

#35THH 4 £ CPU _E43® GPU £
activated _host = activated.copy_ to_host()

# The assessment mechanism will expect ‘activated' to be a hoste o o
# even after you refactor this code to run on the GPU, o o o
# “activated® back to the host.

return activated _host
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from assessment import assess

assess(create _hidden layer, arguments)
Setting n to 168@ million.
Your function returns a host np.ndarray: True

Your function took 0.47s to run.
Your function runs fast enough (less than 1 second): True

Your function returns the correct results: True
Congratulations, you passed! See the instructions below for how to get credit for your work to count toward a certi

ficate in the course.
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€ Grade Feedback

Congratulations, you passed
the assessment! Check the
"Progress” tab to see your course progress.
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@cuda.jit
def cuda_histogram(x, xmin, xmax, histogram out):
nbins = histogram out.shape[0]

bin_width = (xmax - xmin) / nbins

start = cuda.grid(1l)

stride=cuda.gridsize(1)

for i in range(start, x.shape[0], stride):
bin_number = np.int32((x[i] - xmin)/bin_width)
if bin number >= 0 and bin number < histogram out.shape[0]:
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cuda.atomic.add(histogram out, bin number, 1)
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1 # Add your solution here

2 @cuda.jit

2 def cuda histogram(x, xmin, xmax, histogram out):
4 nbins = histogram out.shape[8]

bin width = (xmax - xmin) / nbins

start = cuda.grid(1)
stride=cuda.gridsize(1)

11 for i in range(start, x.shape[®8], stride}:

bin number = np.int32((x[i] - xmin)/bin width)

if bin number >= @ and bin number < hlstogram out.shape[8]:
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cuda.atomic.add(histogram out, bin number, 1)
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Your code produced the correct output. +100 pts
Congratulations, you passed!
Score: 100/100



http://dli-b8c8d0f30b9c-683278.aws.labs.courses.nvidia.com/lab/edit/assessment/histogram.py
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In [11]: from IPython.display import IFrame
IFrame('https://view.officeapps.live.com/op/view.aspx?src=https://developer.download.nvidia.com/training/courses/C-A
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@cuda.jit

def tile transpose conflict free(a, transposed):
# ‘tile transpose’ assumes it is launched with a 32x32 block dimension,
# and that 'a’ is a multiple of these dimensions.

# 1) Create 32x32 shared memory array.
tile = cuda.shared.array(|(32, 32)] numba types.int32)
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assess(tile transpose_conflict free)

Your function took 805.34 ps to run. -

Your function runs fast enough (less than 840 ps): True
Your function returns the correct results: True

Congratulations, you passed! See the instructions below for how to get credit for your work to count toward a certi
ficate in the course.
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€ Grade Feedback

Congratulations, you passed

the assessment! Check the

"Progress” tab to see your course progress.

After you have completed the assessment in
all 3

tasks, click the "View Certificate" button

to receive your certificate for the workshop.
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